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7
RANDOM VARIABLES AND

DISCRETE PROBABILITY

DISTRIBUTIONS

7.1 Random Variables and Probability Distributions

7.2 Bivariate Distributions

7.3 (Optional) Applications in Finance: 

Portfolio Diversification and Asset Allocation

7.4 Binomial Distribution

7.5 Poisson Distribution
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Investing to Maximize Returns and Minimize Risk

An investor has $100,000 to invest in the stock market. She is interested in develop-

ing a stock portfolio made up of stocks on the New York Stock Exchange (NYSE), the

Toronto Stock Exchange (TSX), and the NASDAQ. The stocks are Coca Cola and Disney

(NYSE), Barrick Gold (TSX), and Amazon (NASDAQ). However, she doesn’t know how much to invest

in each one. She wants to maximize her return, but she would also like to minimize the risk. She has

computed the monthly returns for all four stocks during a 60-month period (January 2005 to

December 2009). After some consideration, she narrowed her choices down to the following three.

What should she do?

1. $25,000 in each stock

2. Coca Cola: $10,000, Disney: $20,000, Barrick Gold: $30,000, Amazon: $40,000

3. Coca Cola: $10,000, Disney: $50,000, Barrick Gold: $30,000, Amazon: $10,000

We will provide our

answer after we’ve

developed the necessary

tools in Section 7.3.
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214 C H A P T E R  6

(Case 6.2 continued)

is on first base is .39. If the bases are

loaded with one out, then the probabil-

ity of scoring any runs is .67.

TABLE 1 Probability of Scoring 

Any Runs

Bases 
Occupied 0 Outs 1 Out 2 Outs

Bases empty .26 .16 .07

First base .39 .26 .13

Second base .57 .42 .24

Third base .72 .55 .28

First base and 

second base .59 .45 .24

First base and 

third base .76 .61 .37

Second base and 

third base .83 .74 .37

Bases loaded .81 .67 .43

(Probabilities are based on results from

the American League during the 1989

season. The results for the National

League are also shown in the article and

are similar.)

Table 1 allows us to determine the best

strategy in a variety of circumstances.

This case will concentrate on the strat-

egy of the sacrifice bunt. The purpose of

the sacrifice bunt is to sacrifice the bat-

ter to move base runners to the next

base. It can be employed when there are

fewer than two outs and men on base.

Ignoring the suicide squeeze, any of

four outcomes can occur:

1. The bunt is successful. The runner

(or runners) advances one base, and

the batter is out.

2. The batter is out but fails to

advance the runner.

3. The batter bunts into a double play.

4. The batter is safe (hit or error), and

the runner advances.

Suppose that you are an American

League manager. The game is tied in the

middle innings of a game, and there is a

runner on first base with no one out.

Given the following probabilities of the

four outcomes of a bunt for the batter

at the plate, should you signal the bat-

ter to sacrifice bunt?

P(Outcome 1) � .75

P(Outcome 2) � .10

P(Outcome 3) � .10

P(Outcome 4) � .05

Assume for simplicity that after the hit

or error in outcome 4, there will be men

on first and second base and no one

out.

C A S E  6 . 3 Should He Attempt to Steal a Base?

R
efer to Case 6.2. Another baseball

strategy is to attempt to steal

second base. Historically the

probability of a successful steal of second

base is approximately 68%. The probabil-

ity of being thrown out is 32%. (We’ll

ignore the relatively rare event wherein

the catcher throws the ball into center

field allowing the base runner to advance

to third base.) Suppose there is a runner

on first base. For each of the possible

number of outs (0, 1, or 2), determine

whether it is advisable to have the runner

attempt to steal second base.
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P
regnant women are screened

for a birth defect called Down

syndrome. Down syndrome

babies are mentally and physically

challenged. Some mothers choose to

abort the fetus when they are certain

that their baby will be born with the

syndrome. The most common screen-

ing is maternal serum screening, a

blood test that looks for markers in the

blood to indicate whether the birth

defect may occur. The false-positive

and false-negative rates vary accord-

ing to the age of the mother.

C A S E  6 . 4
Maternal Serum Screening Test 
for Down Syndrome

©
A

P
 P

h
o
to

/J
a
v
ie

r 
G

a
le

a
n
o

Ch006.qxd  11/22/10  11:27 PM  Page 214

    Copyright 2011 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). 
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



This page intentionally left blank 



218 C H A P T E R  7

7.1 RANDOM VARIABLES AND PROBABILIT Y DISTRIBUTIONS

Consider an experiment where we flip two balanced coins and observe the results. We
can represent the events as

Heads on the first coin and heads on the second coin

Heads on the first coin and tails on the second coin

Tails on the first coin and heads on the second coin

Tails on the first coin and tails on the second coin

However, we can list the events in a different way. Instead of defining the events by
describing the outcome of each coin, we can count the number of heads (or, if we wish,
the number of tails). Thus, the events are now

2 heads

1 heads

1 heads

0 heads

The number of heads is called the random variable. We often label the random vari-
able X, and we’re interested in the probability of each value of X. Thus, in this illustra-
tion, the values of X are 0, 1, and 2.

Here is another example. In many parlor games as well as in the game of craps
played in casinos, the player tosses two dice. One way of listing the events is to describe
the number on the first die and the number on the second die as follows.

1, 1 1, 2 1, 3 1, 4 1, 5 1, 6

2, 1 2, 2 2, 3 2, 4 2, 5 2, 6

3, 1 3, 2 3, 3 3, 4 3, 5 3, 6

4, 1 4, 2 4, 3 4, 4 4, 5 4, 6

5, 1 5, 2 5, 3 5, 4 5, 5 5, 6

6, 1 6, 2 6, 3 6, 4 6, 5 6, 6

I
n this chapter, we extend the concepts and techniques of probability introduced in
Chapter 6. We present random variables and probability distributions, which are
essential in the development of statistical inference.

Here is a brief glimpse into the wonderful world of statistical inference. Suppose
that you flip a coin 100 times and count the number of heads. The objective is to deter-
mine whether we can infer from the count that the coin is not balanced. It is reasonable
to believe that observing a large number of heads (say, 90) or a small number (say, 15)
would be a statistical indication of an unbalanced coin. However, where do we draw the
line? At 75 or 65 or 55? Without knowing the probability of the frequency of the num-
ber of heads from a balanced coin, we cannot draw any conclusions from the sample of
100 coin flips.

The concepts and techniques of probability introduced in this chapter will allow us
to calculate the probability we seek. As a first step, we introduce random variables and
probability distributions.

INTRODUCTION
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However, in almost all games, the player is primarily interested in the total.
Accordingly, we can list the totals of the two dice instead of the individual numbers.

2 3 4 5 6 7

3 4 5 6 7 8

4 5 6 7 8 9

5 6 7 8 9 10

6 7 8 9 10 11

7 8 9 10 11 12

If we define the random variable X as the total of the two dice, then X can equal 2, 3, 4,
5, 6, 7, 8, 9, 10, 11, and 12.

Random Variable
A random variable is a function or rule that assigns a number to each out-
come of an experiment.

In some experiments the outcomes are numbers. For example, when we observe
the return on an investment or measure the amount of time to assemble a computer, the
experiment produces events that are numbers. Simply stated, the value of a random
variable is a numerical event.

There are two types of random variables, discrete and continuous. A discrete ran-
dom variable is one that can take on a countable number of values. For example, if we
define X as the number of heads observed in an experiment that flips a coin 10 times,
then the values of X are 0, 1, 2, . . . , 10. The variable X can assume a total of 11 values.
Obviously, we counted the number of values; hence, X is discrete.

A continuous random variable is one whose values are uncountable. An excellent
example of a continuous random variable is the amount of time to complete a task. For
example, let X � time to write a statistics exam in a university where the time limit is 
3 hours and students cannot leave before 30 minutes. The smallest value of X is 30 min-
utes. If we attempt to count the number of values that X can take on, we need to iden-
tify the next value. Is it 30.1 minutes? 30.01 minutes? 30.001 minutes? None of these is
the second possible value of X because there exist numbers larger than 30 and smaller
than 30.001. It becomes clear that we cannot identify the second, or third, or any other
values of X (except for the largest value 180 minutes). Thus, we cannot count the num-
ber of values, and X is continuous.

A probability distribution is a table, formula, or graph that describes the values of a
random variable and the probability associated with these values. We will address discrete
probability distributions in the rest of this chapter and cover continuous distributions in
Chapter 8.

As we noted above, an uppercase letter will represent the name of the random vari-
able, usually X. Its lowercase counterpart will represent the value of the random variable.
Thus, we represent the probability that the random variable X will equal x as

or more simply

P(x)

P(X = x)
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Discrete Probability Distributions

The probabilities of the values of a discrete random variable may be derived by means
of probability tools such as tree diagrams or by applying one of the definitions of prob-
ability. However, two fundamental requirements apply as stated in the box.

Requirements for a Distribution of a Discrete Random Variable
1. for all x

2.

where the random variable can assume values x and P(x) is the probability
that the random variable is equal to x.

a
all x

P(x) = 1

0 … P(x) … 1

These requirements are equivalent to the rules of probability provided in Chapter 6.
To illustrate, consider the following example.

E X A M P L E 7.1 Probability Distribution of Persons per Household

The Statistical Abstract of the United States is published annually. It contains a wide
variety of information based on the census as well as other sources. The objective is
to provide information about a variety of different aspects of the lives of the coun-
try’s residents. One of the questions asks households to report the number of persons
living in the household. The following table summarizes the data. Develop the prob-
ability distribution of the random variable defined as the number of persons per
household.

Number of Persons Number of Households (Millions)

1 31.1

2 38.6

3 18.8

4 16.2

5 7.2

6 2.7

7 or more 1.4

Total 116.0

Source: Statistical Abstract of the United States, 2009, Table 61.

S O L U T I O N

The probability of each value of X, the number of persons per household is computed
as the relative frequency. We divide the frequency for each value of X by the total num-
ber of households, producing the following probability distribution.
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x P (x)

1 31.1/116.0 � .268

2 38.6/116.0 � .333

3 18.8/116.0 � .162

4 16.2/116.0 � .140

5 7.2/116.0 � .062

6 2.7/116.0 � .023

7 or more 1.4/116.0 � .012

Total 1.000

As you can see, the requirements are satisfied. Each probability lies between 0 and 1,
and the total is 1.

We interpret the probabilities in the same way we did in Chapter 6. For example, if
we select one household at random, the probability that it has three persons is

We can also apply the addition rule for mutually exclusive events. (The values of X
are mutually exclusive; a household can have 1, 2, 3, 4, 5, 6, or 7 or more persons.) The
probability that a randomly selected household has four or more persons is

In Example 7.1, we calculated the probabilities using census information about the
entire population. The next example illustrates the use of the techniques introduced in
Chapter 6 to develop a probability distribution.

= .140 + .062 + .023 + .012 = .237
P(X Ú 4) = P(4) + P(5) + P(6) + P(7 or more)

P(3) = .162

E X A M P L E 7. 2 Probability Distribution of the Number of Sales

A mutual fund salesperson has arranged to call on three people tomorrow. Based on past
experience, the salesperson knows there is a 20% chance of closing a sale on each call.
Determine the probability distribution of the number of sales the salesperson will make.

S O L U T I O N

We can use the probability rules and trees introduced in Section 6.3. Figure 7.1 displays
the probability tree for this example. Let X � the number of sales.

Call 1 Call 2 Call 3 Event

SSS

SSSC

SSCS

SSCSC

SCSS

SCSSC

SCSCSC

SCSCS

3

2

2

1

2

1

0

1

.008

.032

.032

.128

.032

.128

.512

.128

x Probability

S  .2

SC .8

SC .8

SC .8

SC .8

SC .8

S  .2

S  .2

S  .2

S  .2

SC .8

SC .8

S  .2

S  .2

FIGURE 7.1
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The tree exhibits each of the eight possible outcomes and their probabilities. We
see that there is one outcome that represents no sales, and its probability is P(0) � .512.
There are three outcomes representing one sale, each with probability .128, so we add
these probabilities. Thus,

The probability of two sales is computed similarly:

There is one outcome where there are three sales:

The probability distribution of X is listed in Table 7.1.

P(3) = .008

P(X) = 3(.032) = .096

P(1) = .128 + .128 + .128 = 3(.128) = .384

x P (x)

0 .512

1 .384

2 .096

3 .008

TABLE 7.1 Probability Distribution of the Number of Sales in Example 7.2

Probability Distributions and Populations

The importance of probability distributions derives from their use as representatives of
populations. In Example 7.1, the distribution provided us with information about the
population of numbers of persons per household. In Example 7.2, the population was
the number of sales made in three calls by the salesperson. And as we noted before, sta-
tistical inference deals with inference about populations.

Describing the Population/Probability Distribution

In Chapter 4, we showed how to calculate the mean, variance, and standard deviation of
a population. The formulas we provided were based on knowing the value of the ran-
dom variable for each member of the population. For example, if we want to know the
mean and variance of annual income of all North American blue-collar workers, we
would record each of their incomes and use the formulas introduced in Chapter 4:

where X1 is the income of the first blue-collar worker, X2 is the second worker’s income,
and so on. It is likely that N equals several million. As you can appreciate, these formulas
are seldom used in practical applications because populations are so large. It is unlikely
that we would be able to record all the incomes in the population of North American

 s2
=

a
N

i=1
(Xi - m)2

N

 m =

a
N

i=1
Xi

N
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blue-collar workers. However, probability distributions often represent populations.
Rather than record each of the many observations in a population, we list the values and
their associated probabilities as we did in deriving the probability distribution of the
number of persons per household in Example 7.1 and the number of successes in three
calls by the mutual fund salesperson. These can be used to compute the mean and vari-
ance of the population.

The population mean is the weighted average of all of its values. The weights are
the probabilities. This parameter is also called the expected value of X and is repre-
sented by E(X ).

Population Mean

E(X) = m = a
all x

x P(x)

Population Variance

V(X) = s2
= a

all x
(x - m)2P(x)

Shortcut Calculation for Population Variance

V(X) = s2
= a

all x
x2P(x) - m2

Population Standard Deviation

s = 2s2

The population variance is calculated similarly. It is the weighted average of the
squared deviations from the mean.

There is a shortcut calculation that simplifies the calculations for the population
variance. This formula is not an approximation; it will yield the same value as the for-
mula above.

The standard deviation is defined as in Chapter 4.

CH007.qxd  11/22/10  6:24 PM  Page 223

    Copyright 2011 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). 
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.
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E X A M P L E 7.3 Describing the Population of the Number of Persons
per Household

Find the mean, variance, and standard deviation for the population of the number of
persons per household Example 7.1.

S O L U T I O N

For this example, we will assume that the last category is exactly seven persons. The
mean of X is

Notice that the random variable can assume integer values only, yet the mean is 2.513.
The variance of X is

To demonstrate the shortcut method, we’ll use it to recompute the variance:

and

Thus,

The standard deviation is

These parameters tell us that the mean and standard deviation of the number of
persons per household are 2.512 and 1.398, respectively.

Laws of Expected Value and Variance

As you will discover, we often create new variables that are functions of other random
variables. The formulas given in the next two boxes allow us to quickly determine the
expected value and variance of these new variables. In the notation used here, X is the
random variable and c is a constant.

s = 2s2
= 21.954 = 1.398

s2
= a

all x
x2P(x) - m2

= 8.264 - (2.512)2
= 1.954

m = 2.512

+ 62(.023) + 72(.012) = 8.264

a
all x

x2P(x) = 12(.268) + 22(.333) + 32(.162) + 42(.140) + 52(.062)

 = 1.954

+ (7 - 2.512)2(.012)

+ (4 - 2.512)2(.140) + (5 - 2.512)2(.062) + (6 - 2.512)2(.023)

 = (1 - 2.512)2(.268) + (2 - 2.512)2(.333) + (3 - 2.512)2(.162)

 V(X) = s2
= a

all x
(x - m)2P(x)

 = 2.512

 = 1(.268) + 2(.333) + 3(.162) + 4(.140) + 5(.062) + 6(.023) + 7(.012)

 E(X) = m = a
all x

xP(x) = 1P(1) + 2P(2) + 3P(3) + 4P(4) + 5P(5) + 6P(6) + 7P(7)
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Laws of Expected Value
1. E(c) � c
2. E(X � c) � E(X) � c
3. E(cX) � cE(X)

Laws of Variance
1. V(c) � 0
2. V(X � c) � V(X)
3. V(c X) = c2V(X)

E X A M P L E 7.4 Describing the Population of Monthly Profits

The monthly sales at a computer store have a mean of $25,000 and a standard deviation
of $4,000. Profits are calculated by multiplying sales by 30% and subtracting fixed costs
of $6,000. Find the mean and standard deviation of monthly profits.

S O L U T I O N

We can describe the relationship between profits and sales by the following equation:

The expected or mean profit is

Applying the second law of expected value, we produce

Applying law 3 yields

Thus, the mean monthly profit is $1,500.
The variance is

The second law of variance states that

and law 3 yields

Thus, the standard deviation of monthly profits is

sProfit = 21,440,000 = $1,200

V(Profit) = (.30)2V(Sales) = .09(4,000)2
= 1,440,000

V(Profit) = V  3.30(Sales)4

V(Profit) = V  3.30(Sales) - 6,0004

E(Profit) = .30E(Sales) - 6,000 = .30(25,000) - 6,000 = 1,500

E(Profit) = E3.30(Sales)4 - 6,000

E(Profit) = E3.30(Sales) - 6,0004

Profit = .30(Sales) - 6,000
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7.1 The number of accidents that occur on a busy
stretch of highway is a random variable.
a. What are the possible values of this random 

variable?
b. Are the values countable? Explain.
c. Is there a finite number of values? Explain.
d. Is the random variable discrete or continuous?

Explain.

7.2 The distance a car travels on a tank of gasoline is a
random variable.
a. What are the possible values of this random 

variable?
b. Are the values countable? Explain.
c. Is there a finite number of values? Explain.
d. Is the random variable discrete or continuous?

Explain.

7.3 The amount of money students earn on their sum-
mer jobs is a random variable.
a. What are the possible values of this random variable?
b. Are the values countable? Explain.
c. Is there a finite number of values? Explain.
d. Is the random variable discrete or continuous?

Explain.

7.4 The mark on a statistics exam that consists of 100
multiple-choice questions is a random variable.
a. What are the possible values of this random variable?
b. Are the values countable? Explain.
c. Is there a finite number of values? Explain.
d. Is the random variable discrete or continuous?

Explain.

7.5 Determine whether each of the following is a valid
probability distribution.

a. x 0 1 2 3

P(x) .1 .3 .4 .1

b. x 5 �6 10 0

P(x) .01 .01 .01 .97

c. x 14 12 �7 13

P(x) .25 .46 .04 .24

7.6 Let X be the random variable designating the num-
ber of spots that turn up when a balanced die is
rolled. What is the probability distribution of X?

7.7 In a recent census the number of color televisions
per household was recorded

Number of color

televisions 0 1 2 3 4 5

Number of 

households

(thousands)1,218 32,379 37,961 19,387 7,714 2,842

a. Develop the probability distribution of X, the
number of color televisions per household.

b. Determine the following probabilities.

P(X � 2)

7.8 Using historical records, the personnel manager of a
plant has determined the probability distribution of
X, the number of employees absent per day. It is

x 0 1 2 3 4 5 6 7

P(x) .005 .025 .310 .340 .220 .080 .019 .001

a. Find the following probabilities.

P(X � 5)
P(X � 4)

b. Calculate the mean of the population.
c. Calculate the standard deviation of the population.

7.9 Second-year business students at many universities
are required to take 10 one-semester courses. The
number of courses that result in a grade of A is a dis-
crete random variable. Suppose that each value of
this random variable has the same probability.
Determine the probability distribution.

7.10 The random variable X has the following probability
distribution.

x �3 2 6 8

P(x) .2 .3 .4 .1

Find the following probabilities.
a. P(X � 0)
b.
c.
d.

7.11 An Internet pharmacy advertises that it will
deliver the over-the-counter products that cus-
tomers purchase in 3 to 6 days. The manager of
the company wanted to be more precise in its
advertising. Accordingly, she recorded the num-
ber of days it took to deliver to customers. From
the data, the following probability distribution
was developed.

Number of 

days 0 1 2 3 4 5 6 7 8

Probability 0 0 .01 .04 .28 .42 .21 .02 .02

a. What is the probability that a delivery will be
made within the advertised 3- to 6-day period?

P(2 … X … 5)
P(X Ú 2)
P(X Ú 1)

P(2 … X … 5)

P(X Ú 4)

P(X … 2)

E X E R C I S E S
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b. What is the probability that a delivery will be
late?

c. What is the probability that a delivery will be
early?

7.12 A gambler believes that a strategy called “doubling
up” is an effective way to gamble. The method
requires the gambler to double the stake after each
loss. Thus, if the initial bet is $1, after losing he
will double the bet until he wins. After a win, he
resorts back to a $1 bet. The result is that he will
net $1 for every win. The problem however, is that
he will eventually run out of money or bump up
against the table limit. Suppose that for a certain
game the probability of winning is .5 and that los-
ing six in a row will result in bankrupting the gam-
bler. Find the probability of losing six times in a
row.

7.13 The probability that a university graduate will be
offered no jobs within a month of graduation is esti-
mated to be 5%. The probability of receiving one,
two, and three job offers has similarly been esti-
mated to be 43%, 31%, and 21%, respectively.
Determine the following probabilities.
a. A graduate is offered fewer than two jobs.
b. A graduate is offered more than one job.

7.14 Use a probability tree to compute the probability
of the following events when flipping two fair
coins.
a. Heads on the first coin and heads on the second

coin
b. Heads on the first coin and tails on the second

coin
c. Tails on the first coin and heads on the second

coin
d. Tails on the first coin and tails on the second coin

7.15 Refer to Exercise 7.14. Find the following prob-
abilities.
a. No heads
b. One head
c. Two heads
d. At least one head

7.16 Draw a probability tree to describe the flipping of
three fair coins.

7.17 Refer to Exercise 7.16. Find the following 
probabilities.
a. Two heads
b. One head
c. At least one head
d. At least two heads

7.18 The random variable X has the following distribution.

x �2 5 7 8

P(x) .59 .15 .25 .01

a. Find the mean and variance for the probability
distribution below.

b. Determine the probability distribution of Y
where Y � 5X.

c. Use the probability distribution in part (b) to
compute the mean and variance of Y.

d. Use the laws of expected value and variance to
find the expected value and variance of Y from
the parameters of X.

7.19 We are given the following probability distribution.

x 0 1 2 3

P(x) .4 .3 .2 .1

a. Calculate the mean, variance, and standard
deviation.

b. Suppose that Y � 3X � 2. For each value of X,
determine the value of Y. What is the probability
distribution of Y?

c. Calculate the mean, variance, and standard devi-
ation from the probability distribution of Y.

d. Use the laws of expected value and variance to
calculate the mean, variance, and standard devi-
ation of Y from the mean, variance, and stan-
dard deviation of X. Compare your answers in
parts (c) and (d). Are they the same (except for
rounding)?

7.20 The number of pizzas delivered to university stu-
dents each month is a random variable with the
following probability distribution.

x 0 1 2 3

P(X) .1 .3 .4 .2

a. Find the probability that a student has received
delivery of two or more pizzas this month.

b. Determine the mean and variance of the number
of pizzas delivered to students each month.

7.21 Refer to Exercise 7.20. If the pizzeria makes a profit
of $3 per pizza, determine the mean and variance of
the profits per student.

7.22 After watching a number of children playing games
at a video arcade, a statistics practitioner estimated
the following probability distribution of X, the num-
ber of games per visit.

x 1 2 3 4 5 6 7

P(x) .05 .15 .15 .25 .20 .10 .10

a. What is the probability that a child will play
more than four games?

b. What is the probability that a child will play at
least two games?

7.23 Refer to Exercise 7.22. Determine the mean and
variance of the number of games played.
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7.24 Refer to Exercise 7.23. Suppose that each game costs
the player 25 cents. Use the laws of expected value
and variance to determine the expected value and
variance of the amount of money the arcade takes in.

7.25 Refer to Exercise 7.22.
a. Determine the probability distribution of the

amount of money the arcade takes in per child.
b. Use the probability distribution to calculate the

mean and variance of the amount of money the
arcade takes in.

c. Compare the answers in part (b) with those of
Exercise 7.24. Are they identical (except for
rounding errors)?

7.26 A survey of Amazon.com shoppers reveals the fol-
lowing probability distribution of the number of
books purchased per hit.

x 0 1 2 3 4 5 6 7

P(x) .35 .25 .20 .08 .06 .03 .02 .01

a. What is the probability that an Amazon.com 
visitor will buy four books?

b. What is the probability that an Amazon.com 
visitor will buy eight books?

c. What is the probability that an Amazon.com 
visitor will not buy any books?

d. What is the probability that an Amazon.com 
visitor will buy at least one book?

7.27 A university librarian produced the following proba-
bility distribution of the number of times a student
walks into the library over the period of a semester.

x 0 5 10 15 20 25 30 40 50 75 100

P(x) .22 .29 .12 .09 .08 .05 .04 .04 .03 .03 .01

Find the following probabilities.
a.
b. P(X � 60)
c. P(X � 50)
d. P(X � 100)

7.28 After analyzing the frequency with which cross-
country skiers participate in their sport, a sports-
writer created the following probability distribution
for X � number of times per year cross-country
skiers ski.

x 0 1 2 3 4 5 6 7 8

P(x) .04 .09 .19 .21 .16 .12 .08 .06 .05

Find the following.
a. P(3)
b.
c.

7.29 The natural remedy echinacea is reputed to boost
the immune system, which will reduce the number

P(5 … X … 7)
P(X Ú 5)

P(X Ú 20)

of flu and colds. A 6-month study was undertaken to
determine whether the remedy works. From this
study, the following probability distribution of the
number of respiratory infections per year (X) for
echinacea users was produced.

x 0 1 2 3 4

P(x) .45 .31 .17 .06 .01

Find the following probabilities.
a. An echinacea user has more than one infection

per year.
b. An echinacea user has no infections per year.
c. An echinacea user has between one and three

(inclusive) infections per year.

7.30 A shopping mall estimates the probability distribu-
tion of the number of stores mall customers actually
enter, as shown in the table.

x 0 1 2 3 4 5 6

P(x) .04 .19 .22 .28 .12 .09 .06

Find the mean and standard deviation of the number
of stores entered.

7.31 Refer to Exercise 7.30. Suppose that, on average,
customers spend 10 minutes in each store they enter.
Find the mean and standard deviation of the total
amount of time customers spend in stores.

7.32 When parking a car in a downtown parking lot, dri-
vers pay according to the number of hours or parts
thereof. The probability distribution of the number of
hours cars are parked has been estimated as follows.

x 1 2 3 4 5 6 7 8

P(x) .24 .18 .13 .10 .07 .04 .04 .20

Find the mean and standard deviation of the number
of hours cars are parked in the lot.

7.33 Refer to Exercise 7.32. The cost of parking is $2.50
per hour. Calculate the mean and standard deviation
of the amount of revenue each car generates.

7.34 You have been given the choice of receiving $500 in
cash or receiving a gold coin that has a face value of
$100. However, the actual value of the gold coin
depends on its gold content. You are told that the
coin has a 40% probability of being worth $400, a
30% probability of being worth $900, and a 30%
probability of being worth its face value. Basing your
decision on expected value, should you choose the
coin?

7.35 The manager of a bookstore recorded the number of
customers who arrive at a checkout counter every 
5 minutes from which the following distribution was
calculated. Calculate the mean and standard devia-
tion of the random variable.
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x 0 1 2 3 4

P(x) .10 .20 .25 .25 .20

7.36 The owner of a small firm has just purchased a per-
sonal computer, which she expects will serve her for
the next 2 years. The owner has been told that she
“must” buy a surge suppressor to provide protection
for her new hardware against possible surges or vari-
ations in the electrical current, which have the
capacity to damage the computer. The amount of
damage to the computer depends on the strength of
the surge. It has been estimated that there is a 1%
chance of incurring $400 damage, a 2% chance of
incurring $200 damage, and 10% chance of $100
damage. An inexpensive suppressor, which would
provide protection for only one surge can be pur-
chased. How much should the owner be willing to
pay if she makes decisions on the basis of expected
value?

7.37 It cost one dollar to buy a lottery ticket, which has
five prizes. The prizes and the probability that a
player wins the prize are listed here. Calculate the
expected value of the payoff.

Prize ($) 1 million 200,000 50,000

Probability 1/10 million 1/1 million 1/500,000

Prize ($) 10,000 1,000

Probability 1/50,000 1/10,000

7.38 After an analysis of incoming faxes the manager of
an accounting firm determined the probability dis-
tribution of the number of pages per facsimile as 
follows:

x 1 2 3 4 5 6 7

P(x) .05 .12 .20 .30 .15 .10 .08

Compute the mean and variance of the number of
pages per fax.

7.39 Refer to Exercise 7.38. Further analysis by the man-
ager revealed that the cost of processing each page
of a fax is $.25. Determine the mean and variance of
the cost per fax.

7.40 To examine the effectiveness of its four annual adver-
tising promotions, a mail-order company has sent a
questionnaire to each of its customers, asking how
many of the previous year’s promotions prompted
orders that would not otherwise have been made.
The table lists the probabilities that were derived
from the questionnaire, where X is the random vari-
able representing the number of promotions that
prompted orders. If we assume that overall customer
behavior next year will be the same as last year, what
is the expected number of promotions that each cus-
tomer will take advantage of next year by ordering
goods that otherwise would not be purchased?

x 0 1 2 3 4

P(x) .10 .25 .40 .20 .05

7.41 Refer to Exercise 7.40. A previous analysis of histor-
ical records found that the mean value of orders for
promotional goods is $20, with the company earn-
ing a gross profit of 20% on each order. Calculate
the expected value of the profit contribution next
year.

7.42 Refer to Exercises 7.40 and 7.41. The fixed cost of
conducting the four promotions is estimated to be
$15,000, with a variable cost of $3.00 per customer
for mailing and handling costs. How large a cus-
tomer base does the company need to cover the cost
of promotions?

7. 2 BIVARIATE DISTRIBUTIONS

Thus far, we have dealt with the distribution of a single variable. However, there are cir-
cumstances where we need to know about the relationship between two variables.
Recall that we have addressed this problem statistically in Chapter 3 by drawing the
scatter diagram and in Chapter 4 by calculating the covariance and the coefficient of
correlation. In this section, we present the bivariate distribution, which provides
probabilities of combinations of two variables. Incidentally, when we need to distin-
guish between the bivariate distributions and the distributions of one variable, we’ll
refer to the latter as univariate distributions.

The joint probability that two variables will assume the values x and y is denoted
P(x, y). A bivariate (or joint) probability distribution of X and Y is a table or formula that
lists the joint probabilities for all pairs of values of x and y. As was the case with univari-
ate distributions, the joint probability must satisfy two requirements.
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Marginal Probabilities

As we did in Chapter 6, we can calculate the marginal probabilities by summing across
rows or down columns.

Marginal Probability Distribution of X in Example 7.5

The marginal probability distribution of X is

x P(x)

0 .4

1 .5

2 .1

Marginal Probability Distribution of Y in Example 7.5

P(Y = 2) = P(0, 2) + P(1, 2) + P(2, 2) = .07 + .02 + .01 = .1

P(Y = 1) = P(0, 1) + P(1, 1) + P(2, 1) = .21 + .06 + .03 = .3

P(Y = 0) = P(0, 0) + P(1, 0) + P(2, 0) = .12 + .42 + .06 = .6

P(X = 2) = P(2, 0) + P(2, 1) + P(2, 2) = .06 + .03 + .01 = .1

P(X = 1) = P(1, 0) + P(1, 1) + P(1, 2) = .42 + .06 + .02 = .5

P(X = 0) = P(0, 0) + P(0, 1) + P(0, 2) = .12 + .21 + .07 = .4

Requirements for a Discrete Bivariate Distribution
1. for all pairs of values (x, y)

2. a
all x
a  
all y

P(x, y) = 1

0 … P(x, y) … 1

E X A M P L E 7.5 Bivariate Distribution of the Number of House Sales

Xavier and Yvette are real estate agents. Let X denote the number of houses that Xavier
will sell in a month and let Y denote the number of houses Yvette will sell in a month.
An analysis of their past monthly performances has the following joint probabilities.

Bivariate Probability Distribution

X

0 1 2

0 .12 .42 .06

Y 1 .21 .06 .03

2 .07 .02 .01

We interpret these joint probabilities in the same way we did in Chapter 6. For
example, the probability that Xavier sells 0 houses and Yvette sells 1 house in the month
is P(0, 1) � .21.
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The marginal probability distribution of Y is

y P(y)

0 .6

1 .3

2 .1

Notice that both marginal probability distributions meet the requirements; the proba-
bilities are between 0 and 1, and they add to 1.

Describing the Bivariate Distribution

As we did with the univariate distribution, we often describe the bivariate distribution
by computing the mean, variance, and standard deviation of each variable. We do so by
utilizing the marginal probabilities.

Expected Value, Variance, and Standard Deviation of X in Example 7.5

Expected Value, Variance, and Standard Deviation of Y in Example 7.5

There are two more parameters we can and need to compute. Both deal with the rela-
tionship between the two variables. They are the covariance and the coefficient of cor-
relation. Recall that both were introduced in Chapter 4, where the formulas were based
on the assumption that we knew each of the N observations of the population. In this
chapter, we compute parameters like the covariance and the coefficient of correlation
from the bivariate distribution.

 sY = 2s2
Y = 2.45 = .67

 V(Y) = s2
Y = a (y - mY)2P(y) = (0 - .5)2(.6) + (1 - .5)2(.3) + (2 - .5)2(.1) = .45

 E(Y  ) = mY = a y P(y) = 0(.6) + 1(.3) + 2(.1) = .5

 sX = 2s2
X = 2.41 = .64

 V(X) = s2
X =a (x - mX)2P(x) = (0 - .7)2(.4) + (1 - .7)2(.5) + (2 - .7)2(.1) = .41

 E(X) = mX = a x P(x) = 0(.4) + 1(.5) + 2(.1) = .7

Covariance
The covariance of two discrete variables is defined as

COV(X,Y) = sxy = a
all x 

 a
all y

(x - mX)(y - mY)P(x, y)

Notice that we multiply the deviations from the mean for both X and Y and then multi-
ply by the joint probability.

The calculations are simplified by the following shortcut method.
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232 C H A P T E R  7

The coefficient of correlation is calculated in the same way as in Chapter 4.

Shortcut Calculation for Covariance

COV(X,Y) = sxy = a
all x  
a
all y

xyP(x, y) - mX  
mY

Coefficient of Correlation

r =

sxy

sxsy

E X A M P L E 7.6 Describing the Bivariate Distribution

Compute the covariance and the coefficient of correlation between the numbers of
houses sold by the two agents in Example 7.5.

S O L U T I O N

We start by computing the covariance.

As we did with the shortcut method for the variance, we’ll recalculate the covari-
ance using its shortcut method.

Using the expected values computed above we find

We also computed the standard deviations above. Thus, the coefficient of 
correlation is

sxy = a
all x

  a
all y

xyP(x, y) - mX  
mY = .2 - (.7)(.5) = - .15

 a
all x

  a
all y

xyP(x, y) = (0)(0)(.12) + (1)(0)(.42) + (2)(0)(.06)

= - .15
+ (0 - .7)(2 - .5)(.07) + (1 - .7)(2 - .5)(.02) + (2 - .7)(2 - .5)(.01)
+ (0 - .7)(1 - .5)(.21) + (1 - .7)(1 - .5)(.06) + (2 - .7)(1 - .5)(03)

= (0 - .7)(0 - .5)(.12) + (1 - .7)(0 - .5)(.42) + (2 - .7)(0 - .5)(.06)

sxy = a
all x

  a
all y

(x - mX)(y - mY)P(x, y)

 = .2
  + (0)(2)(.07) + (1)(2)(.02) + (2)(2)(.01)
   + (0)(1)(.21) + (1)(1)(.06) + (2)(1)(.03)
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There is a weak negative relationship between the two variables: the number of
houses Xavier will sell in a month (X ) and the number of houses Yvette will sell in a
month (Y ).

r =

sxy

sX   
sY

=

- .15
(.64)(.67)

= - .35

Sum of Two Variables

The bivariate distribution allows us to develop the probability distribution of any com-
bination of the two variables. Of particular interest to us is the sum of two variables.
The analysis of this type of distribution leads to an important statistical application in
finance, which we present in the next section.

To see how to develop the probability distribution of the sum of two variables from
their bivariate distribution, return to Example 7.5. The sum of the two variables X and Y
is the total number of houses sold per month. The possible values of X � Y are 0, 1, 2, 3,
and 4. The probability that X � Y � 2, for example, is obtained by summing the joint
probabilities of all pairs of values of X and Y that sum to 2:

We calculate the probabilities of the other values of X � Y similarly, producing the
following table.

Probability Distribution of X � Y in Example 7.5

x � y 0 1 2 3 4

P(x � y) .12 .63 .19 .05 .01

We can compute the expected value, variance, and standard deviation of X � Y in
the usual way.

We can derive a number of laws that enable us to compute the expected value and
variance of the sum of two variables.

 sX+Y = 2.56 = .75

= .56

+ (3 - 1.2)2(.05) + (4 - 1.2)2(.01)

V(X + Y) = s2
X+Y = (0 - 1.2)2(.12) + (1 - 1.2)2(.63) + (2 - 1.2)2(.19)

E(X + Y) = 0(.12) + 1(.63) + 2(.19) + 3(.05) + 4(.01) = 1.2

P(X + Y = 2) = P(0,2) + P(1,1) + P(2,0) = .07 + .06 + .06 = .19

Laws of Expected Value and Variance of the Sum of Two Variables
1.
2.

If X and Y are independent, and thus 
=  V(X   ) + V(Y   )

V(X + Y   )COV(X, Y   ) = 0

V(X + Y   ) = V(X   ) + V(Y   ) + 2COV(X, Y   )
E(X + Y   ) = E(X   ) + E(Y   )
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E X A M P L E 7.7 Describing the Population of the Total Number 
of House Sales

Use the rules of expected value and variance of the sum of two variables to calculate the
mean and variance of the total number of houses sold per month in Example 7.5.

S O L U T I O N

Using law 1 we compute the expected value of X � Y:

which is the same value we produced directly from the probability distribution of X � Y.
We apply law 3 to determine the variance:

This is the same value we obtained from the probability distribution of X � Y.

V1X + Y2 = V1X2 + V1Y2 + 2COV1X,Y2 = .41 + .45 + 21- .152 = .56

E(X + Y   ) = E(X   ) + E(Y   ) = .7 + .5 = 1.2

7.43 The following table lists the bivariate distribution of
X and Y.

x

y 1 2

1 .5 .1

2 .1 .3

a. Find the marginal probability distribution of X.
b. Find the marginal probability distribution of Y.
c. Compute the mean and variance of X.
d. Compute the mean and variance of Y.

7.44 Refer to Exercise 7.43. Compute the covariance and
the coefficient of correlation.

7.45 Refer to Exercise 7.43. Use the laws of expected
value and variance of the sum of two variables to
compute the mean and variance of X � Y.

7.46 Refer to Exercise 7.43.
a. Determine the distribution of X � Y.
b. Determine the mean and variance of X � Y.
c. Does your answer to part (b) equal the answer to

Exercise 7.45?

7.47 The bivariate distribution of X and Y is described here.

x

y 1 2

1 .28 .42

2 .12 .18

a. Find the marginal probability distribution of X.
b. Find the marginal probability distribution of Y.
c. Compute the mean and variance of X.
d. Compute the mean and variance of Y.

7.48 Refer to Exercise 7.47. Compute the covariance and
the coefficient of correlation.

7.49 Refer to Exercise 7.47. Use the laws of expected
value and variance of the sum of two variables to
compute the mean and variance of X � Y.

7.50 Refer to Exercise 7.47.
a. Determine the distribution of X � Y.
b. Determine the mean and variance of X � Y.
c. Does your answer to part (b) equal the answer to

Exercise 7.49?

E X E R C I S E S

We will encounter several applications where we need the laws of expected 
value and variance for the sum of two variables. Additionally, we will demonstrate 
an important application in operations management where we need the formulas 
for the expected value and variance of the sum of more than two variables. See
Exercises 7.57–7.60.
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7.51 The joint probability distribution of X and Y is
shown in the following table.

x

y 1 2 3

1 .42 .12 .06

2 .28 .08 .04

a. Determine the marginal distributions of X and Y.
b. Compute the covariance and coefficient of corre-

lation between X and Y.
c. Develop the probability distribution of X � Y.

7.52 The following distributions of X and of Y have been
developed. If X and Y are independent, determine
the joint probability distribution of X and Y.

x 0 1 2 y 1 2

p(x) .6 .3 .1 p(y) .7 .3

7.53 The distributions of X and of Y are described here.
If X and Y are independent, determine the joint
probability distribution of X and Y.

x 0 1 y 1 2 3

P(x) .2 .8 P(y) .2 .4 .4

7.54 After analyzing several months of sales data, the
owner of an appliance store produced the following
joint probability distribution of the number of
refrigerators and stoves sold daily.

Refrigerators

Stoves 0 1 2

0 .08 .14 .12

1 .09 .17 .13

2 .05 .18 .04

a. Find the marginal probability distribution of the
number of refrigerators sold daily.

b. Find the marginal probability distribution of the
number of stoves sold daily.

c. Compute the mean and variance of the number
of refrigerators sold daily.

d. Compute the mean and variance of the number
of stoves sold daily.

e. Compute the covariance and the coefficient of
correlation.

7.55 Canadians who visit the United States often buy
liquor and cigarettes, which are much cheaper in the
United States. However, there are limitations.
Canadians visiting in the United States for more
than 2 days are allowed to bring into Canada one
bottle of liquor and one carton of cigarettes. A
Canada customs agent has produced the following
joint probability distribution of the number of bot-
tles of liquor and the number of cartons of cigarettes
imported by Canadians who have visited the United
States for 2 or more days.

Bottles of Liquor

Cartons of Cigarettes 0 1

0 .63 .18

1 .09 .10

a. Find the marginal probability distribution of the
number of bottles imported.

b. Find the marginal probability distribution of the
number of cigarette cartons imported.

c. Compute the mean and variance of the number
of bottles imported.

d. Compute the mean and variance of the number
of cigarette cartons imported.

e. Compute the covariance and the coefficient of
correlation.

7.56 Refer to Exercise 7.54. Find the following condi-
tional probabilities.
a. P(1 refrigerator 0 stoves)
b. P(0 stoves 1 refrigerator)
c. P(2 refrigerators 2 stoves)ƒ

ƒ

ƒ

A P P L I C A T I O N S i n  O P E R A T I O N S  M A N A G E M E N T

PERT/CPM

The Project Evaluation and Review Technique (PPEERRTT) and the Critical Path Method

(CCPPMM) are related management-science techniques that help operations man-

agers control the activities and the amount of time it takes to complete a project.

Both techniques are based on the order in which the activities must be per-

formed. For example, in building a house the excavation of the foundation must

precede the pouring of the foundation, which in turn precedes the framing. A ppaatthh
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is defined as a sequence of related activities that leads from the starting point to the completion of

a project. In most projects, there are several paths with differing amounts of time needed for their

completion. The longest path is called the critical path because any delay in the activities along

this path will result in a delay in the completion of the project. In some versions of PERT/CPM, the

activity completion times are fixed and the chief task of the operations manager is to determine

the critical path. In other versions, each activity’s completion time is considered to be a random

variable, where the mean and variance can be estimated. By extending the laws of expected value

and variance for the sum of two variables to more than two variables, we produce the following,

where X1, X2, . . . , Xk are the times for the completion of activities 1, 2, . . . , k, respectively. These

times are independent random variables.

Laws of Expected Value and Variance for the Sum of More than Two Independent Variables

1.

2.

Using these laws, we can then produce the expected value and variance for the complete project.

Exercises 7.57–7.60 address this problem.

7.57 There are four activities along the critical path for a project. The expected values
and variances of the completion times of the activities are listed here. Determine
the expected value and variance of the completion time of the project.

Expected Completion 
Activity Time (Days) Variance

1 18 8

2 12 5

3 27 6

4 8 2

7.58 The operations manager of a large plant wishes to overhaul a machine. After 
conducting a PERT/CPM analysis he has developed the following critical path.

1. Disassemble machine
2. Determine parts that need replacing
3. Find needed parts in inventory
4. Reassemble machine
5. Test machine

He has estimated the mean (in minutes) and variances of the completion times as
follows.

Activity Mean Variance

1 35 8

2 20 5

3 20 4

4 50 12

5 20 2

Determine the mean and variance of the completion time of the project.

7.59 In preparing to launch a new product, a marketing manager has determined the
critical path for her department. The activities and the mean and variance of

V (X1 + X2 +
Á

+ Xk) = V (X1) + V (X2) +
Á

+ V (XK)

E(X1 + X2 +
Á

+ Xk) = E(X1) + E(X2) +
Á

+ E(XK)
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the completion time for each activity along the critical path are shown in the
accompanying table. Determine the mean and variance of the completion time
of the project.

Expected Completion 
Activity Time (Days) Variance

Develop survey questionnaire 8 2

Pretest the questionnaire 14 5

Revise the questionnaire 5 1

Hire survey company 3 1

Conduct survey 30 8

Analyze data 30 10

Prepare report 10 3

7.60 A professor of business statistics is about to begin work on a new research project.
Because his time is quite limited, he has developed a PERT/CPM critical path,
which consists of the following activities:

1. Conduct a search for relevant research articles.
2. Write a proposal for a research grant.
3. Perform the analysis.
4. Write the article and send to journal.
5. Wait for reviews.
6. Revise on the basis of the reviews and resubmit.

The mean (in days) and variance of the completion times are as follows

Activity Mean Variance

1 10 9

2 3 0

3 30 100

4 5 1

5 100 400

6 20 64

Compute the mean and variance of the completion time of the entire project.

7.3 (OPTIONAL) APPLICATIONS IN FINANCE: PORTFOLIO

DIVERSIFICATION AND ASSET ALLOCATION

In this section we introduce an important application in finance that is based on the
previous section.

In Chapter 3 (page 51), we described how the variance or standard deviation can
be used to measure the risk associated with an investment. Most investors tend to be
risk averse, which means that they prefer to have lower risk associated with their
investments. One of the ways in which financial analysts lower the risk that is associ-
ated with the stock market is through diversification. This strategy was first math-
ematically developed by Harry Markowitz in 1952. His model paved the way for the
development of modern portfolio theory (MPT), which is the concept underlying
mutual funds (see page 181).
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To illustrate the basics of portfolio diversification, consider an investor who forms
a portfolio, consisting of only two stocks, by investing $4,000 in one stock and $6,000 in
a second stock. Suppose that the results after 1 year are as listed here. (We’ve previously
defined return on investment. See Applications in Finance: Return on Investment on
page 52.)

One-Year Results

Initial Value of Investment Rate of Return

Stock Investment ($) After One Year ($) on Investment

1 4,000 5,000 R1 � .25 (25%)

2 6,000 5,400 R2 � �.10 (�10%)

Total 10,000 10,400 Rp � .04 (4%)

Another way of calculating the portfolio return Rp is to compute the weighted aver-
age of the individual stock returns R1 and R2, where the weights w1 and w2 are the pro-
portions of the initial $10,000 invested in stocks 1 and 2, respectively. In this illustration,
w1 � .4 and w2 � .6. (Note that w1 and w2 must always sum to 1 because the two stocks
constitute the entire portfolio.) The weighted average of the two returns is

This is how portfolio returns are calculated. However, when the initial investments are
made, the investor does not know what the returns will be. In fact, the returns are ran-
dom variables. We are interested in determining the expected value and variance of the
portfolio. The formulas in the box were derived from the laws of expected value and
variance introduced in the two previous sections.

 = (.4)(.25) + (.6)(- .10) = .04

 Rp = w1R1 + w2R2

Mean and Variance of a Portfolio of Two Stocks

where w1 and w2 are the proportions or weights of investments 1 and 2,
E(R1) and E(R2) are their expected values, �1 and �2 are their standard devi-
ations, COV(R1,R2) is the covariance, and � is the coefficient of correlation. 

(Recall that , which means that COV(R1,R2) � ��1 �2.)r =

COV(R1,R2)

s1s2

 = w2
1s

2
1 + w2

2s
2
2 + 2w1w2rs1s2

 V(Rp) = w2
1V(R1) + w2

2V(R2) + 2w1w2COV(R1,R2)

 E(Rp) = w1E(R1) + w2E(R2)

E X A M P L E 7.8 Describing the Population of the Returns on a Portfolio

An investor has decided to form a portfolio by putting 25% of his money into
McDonald’s stock and 75% into Cisco Systems stock. The investor assumes that the
expected returns will be 8% and 15%, respectively, and that the standard deviations will
be 12% and 22%, respectively.
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a. Find the expected return on the portfolio.

b. Compute the standard deviation of the returns on the portfolio assuming that

i. the two stocks’ returns are perfectly positively correlated.

ii. the coefficient of correlation is .5.

iii. the two stocks’ returns are uncorrelated.

S O L U T I O N

a. The expected values of the two stocks are

The weights are w1 � .25 and w2 � .75.
Thus,

b. The standard deviations are

Thus,

When � � 1

When � � .5

When � � 0

Notice that the variance and standard deviation of the portfolio returns decrease as
the coefficient of correlation decreases.

Standard deviation = 2V(Rp) = 2.0281 = .1676

V(Rp) = .0281 + .0099(0) = .0281

Standard deviation = 2V(Rp) = 2.0331 = .1819

V(Rp) = .0281 + .0099(.5) = .0331

 Standard deviation = 2V(Rp) = 2.0380 = .1949

V(Rp) = .0281 + .0099(1) = .0380

 = .0281 + .0099r
 = (.252)(.122) + (.752)(.222) + 2(.25)(.75) r (.12)(.22)

 V(Rp) = w2
1s

2
1 + w2

2s
2
2 + 2w1w2rs1s2

s1 = .12 and s2 = .22

E(Rp) = w1E(R1) + w2E(R2) = .25(.08) + .75(.15) = .1325

E(R1) = .08  and  E(R2) = .15

Portfolio Diversification in Practice

The formulas introduced in this section require that we know the expected values,
variances, and covariance (or coefficient of correlation) of the investments we’re
interested in. The question arises, how do we determine these parameters?
(Incidentally, this question is rarely addressed in finance textbooks!) The most com-
mon procedure is to estimate the parameters from historical data, using sample 
statistics.
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Portfolios with More Than Two Stocks

We can extend the formulas that describe the mean and variance of the returns of a
portfolio of two stocks to a portfolio of any number of stocks.

Mean and Variance of a Portfolio of k Stocks

Where Ri is the return of the ith stock, wi is the proportion of the portfolio
invested in stock i, and k is the number of stocks in the portfolio.

V(Rp) = a
k

i=1
w2

is
2
i + 2a

k

i=1  
a
k

j= i+1
wiwjCOV(Ri, Rj)

E(Rp) = a
k

i=1
wiE(Ri)

When k is greater than 2, the calculations can be tedious and time consuming. For
example, when k � 3, we need to know the values of the three weights, three expected
values, three variances, and three covariances. When k � 4, there are four expected val-
ues, four variances, and six covariances. [The number of covariances required in general
is k(k � 1)/2.] To assist you, we have created an Excel worksheet to perform the compu-
tations when k � 2, 3, or 4. To demonstrate, we’ll return to the problem described in
this chapter’s introduction.

Investing to Maximize Returns and 
Minimize Risk: Solution

Because of the large number of calculations, we will solve this problem using only Excel. From 

the file, we compute the means of each stock’s returns.

Excel Means

Next we compute the variance–covariance matrix. (The commands are the same as those described

in Chapter 4: Simply include all the columns of the returns of the investments you wish to include in

the portfolio.)

Excel Variance-Covariance Matrix

A B C D E
1 Barrick AmazonDisneyCoca Cola
2 0.00235Coca Cola

Disney
Barrick
Amazon

3 0.004340.00141
4 0.01174–0.000580.00184
5 –0.00170 0.020200.001820.00167

1
A B C D

0.028340.012530.005620.00881
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Notice that the variances of the returns are listed on the diagonal. Thus, for example, the variance of the 60 monthly returns

of Barrick Gold is .01174. The covariances appear below the diagonal. The covariance between the returns of Coca Cola and

Disney is .00141.

The means and the variance–covariance matrix are copied to the spreadsheet using the commands described here.

The weights are typed producing the accompanying output.

Excel Worksheet: Portfolio Diversification—Plan 1

The expected return on the portfolio is .01382, and the variance is .00297.

I N S T R U C T I O N S

1. Open the file containing the returns. In this example, open file Ch7:\ Xm07-00

2. Compute the means of the columns containing the returns of the stocks in the portfolio.

3. Using the commands described in Chapter 4 (page 137) compute the variance–covariance matrix.

4. Open the PPoorrttffoolliioo  DDiivveerrssiiffiiccaattiioonn workbook. Use the tab to select the 44  SSttoocckkss worksheet. Do not change any cells

that appear in bold print. Do not save any worksheets.

5. Copy the means into cells C8 to F8. (Use CCooppyy, PPaassttee  SSppeecciiaall with VVaalluueess  aanndd  nnuummbbeerr  ffoorrmmaattss.)

6. Copy the variance–covariance matrix (including row and column labels) into columns B, C, D, E, and F.

7. Type the weights into cells C10 to F10

The mean, variance, and standard deviation of the portfolio will be printed. Use similar commands for 2 stock and 3 stock

portfolios.

The results for plan 2 are

Plan 3

Plan 3 has the smallest expected value and the smallest variance. Plan 2 has the largest expected value and the largest 

variance. Plan 1’s expected value and variance are in the middle. If the investor is like most investors, she would select 

Plan 3 because of its lower risk. Other, more daring investors may choose plan 2 to take advantage of its higher expected

value.

12
13
14
15

A B
Portfolio Return
Expected Value 0.01028
Variance 0.00256
Standard Deviation 0.05059

12
13
14
15

A B
Portfolio Return
Expected Value 0.01710
Variance 0.00460
Standard Deviation 0.06783

A B C D E F
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Disney Barrick Amazon
0.00235
0.00141
0.00184
0.00167

0.00881

0.25000

Portfolio of 4 Stocks
Coca Cola

Variance-Covariance Matrix Coca Cola
Disney
Barrick
Amazon

Expected Returns

Weights

0.00434
–0.00058
0.00182

0.00562

0.25000

0.01174
–0.00170

0.01253

0.25000

0.02020

0.02834

0.25000

Portfolio Return
Expected Value
Variance
Standard Deviation

0.01382
0.00297
0.05452
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In this example, we showed how to compute the expected return, variance, and standard
deviation from a sample of returns on the investments for any combination of weights.
(We illustrated the process with three sets of weights.) It is possible to determine the
“optimal” weights that minimize risk for a given expected value or maximize expected
return for a given standard deviation. This is an extremely important function of finan-
cial analysts and investment advisors. Solutions can be determined using a management-
science technique called linear programming, a subject taught by most schools of 
business and faculties of management.

7.61 Describe what happens to the expected value and
standard deviation of the portfolio returns when the
coefficient of correlation decreases.

7.62 A portfolio is composed of two stocks. The propor-
tion of each stock, their expected values, and stan-
dard deviations are listed next.

Stock 1 2

Proportion of portfolio .30 .70

Mean .12 .25

Standard deviation .02 .15

For each of the following coefficients of correlation
calculate the expected value and standard deviation
of the portfolio.
a. � � .5
b. � � .2
c. � � 0

7.63 An investor is given the following information about
the returns on two stocks.

Stock 1 2

Mean .09 .13

Standard deviation .15 .21

a. If he is most interested in maximizing his returns,
which stock should he choose?

b. If he is most interested in minimizing his risk,
which stock should he choose?

7.64 Refer to Exercise 7.63. Compute the expected value
and standard deviation of the portfolio composed of
60% stock 1 and 40% stock 2. The coefficient of
correlation is .4.

7.65 Refer to Exercise 7.63. Compute the expected value
and standard deviation of the portfolio composed of
30% stock 1 and 70% stock 2.

The following exercises require the use of a computer.

Xr07-66 The monthly returns for the following stocks on the 
New York Stock Exchange were recorded.

AT&T, Aetna, Cigna, Coca-Cola, Disney, Ford, and McDonald’s

The next seven exercises are based on this set of data.
7.66 a. Calculate the mean and variance of the monthly

return for each stock.
b. Determine the variance–covariance matrix.

7.67 Select the two stocks with the largest means and
construct a portfolio consisting of equal amounts of
both. Determine the expected value and standard
deviation of the portfolio.

7.68 Select the two stocks with the smallest variances and
construct a portfolio consisting of equal amounts of
both. Determine the expected value and standard
deviation of the portfolio.

7.69 Describe the results of Exercises 7.66 to 7.68.

7.70 An investor wants to develop a portfolio composed
of shares of AT&T, Coca-Cola, Ford, and Disney.
Calculate the expected value and standard deviation
of the returns for a portfolio with equal proportions
of all three stocks.

7.71 Suppose you want a portfolio composed of AT&T,
Cigna, Disney, and Ford. Find the expected value
and standard deviation of the returns for the follow-
ing portfolio.

AT&T 30%

Cigna 20%

Disney 40%

Ford 10%

7.72 Repeat Exercise 7.71 using the following proportions.
Compare your results with those of Exercise 7.71.

AT&T 30%

Cigna 10%

Disney 40%

Ford 20%

The following seven exercises are directed at Canadian students.

E X E R C I S E S
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Xr07-73 The monthly returns for the following stocks on the
Toronto Stock Exchange were recorded:
Barrick Gold, Bell Canada Enterprises (BCE),Bank of Montreal
(BMO), Enbridge, Fortis, Methanex, Research in Motion, Telus,
and Trans Canada Pipeline
The next seven exercises are based on this set of data.

7.73 a. Calculate the mean and variance of the monthly
return for each stock.

b. Determine the correlation matrix.

7.74 Select the two stocks with the largest means and
construct a portfolio consisting of equal amounts of
both. Determine the expected value and standard
deviation of the portfolio.

7.75 Select the two stocks with the smallest variances and
construct a portfolio consisting of equal amounts of
both. Determine the expected value and standard
deviation of the portfolio.

7.76 Describe the results of Exercises 7.73 to 7.75.

7.77 An investor wants to develop a portfolio composed
of shares of Bank of Montreal, Enbridge, and Fortis.
Calculate the expected value and standard deviation
of the returns for a portfolio with the following pro-
portions.

Bank of Montreal 20%

Enbridge 30%

Fortis 50%

7.78 Suppose you want a portfolio composed of Barrick
Gold, Bell Canada Enterprises, Telus, and Trans-
Canada Ltd. Find the expected value and standard
deviation of the returns for the following portfolio.

Barrick Gold 50%

Bell Canada Enterprises 25%

Telus 15%

TransCanada 10%

7.79 Repeat Exercise 7.78 using the following proportions.
Compare your results with those of Exercise 7.78.

Barrick Gold 20%

Bell Canada Enterprises 40%

Telus 20%

TransCanada 20%

Xr07-80 The monthly returns for the following stocks on the 
NASDAQ Stock Exchange were recorded:
Amazon, Amgen, Apple, Cisco Systems, Google, Intel, Microsoft,
Oracle, and Research in Motion
The next four exercises are based on this set of data.

7.80 a. Calculate the mean and variance of the monthly
return for each stock.

b. Determine which four stocks you would include
in your portfolio if you wanted a large expected
value.

c. Determine which four stocks you would include
in your portfolio if you wanted a small variance.

7.81 Suppose you want a portfolio composed of Cisco
Systems, Intel, Microsoft, and Research in Motion.
Find the expected value and standard deviation of
the returns for the following portfolio.

Cisco Systems 30%

Intel 15%

Microsoft 25%

Research in Motion 30%

7.82 An investor wants to acquire a portfolio composed
of Cisco Systems, Intel, Microsoft, and Research in
Motion. Moreover, he wants the expected value to
be at least 1%. Try several sets of proportions
(remember, they must add to 1.0) to see if you can
find the portfolio with the smallest variance.

7.83 Refer to Exercise 7.81.
a. Compute the expected value and variance of the

portfolio described next.

Cisco Systems 26.59%

Intel 2.49%

Microsoft 54.74%

Research in Motion 16.19%

b. Can you do better? In other words, can you find
a portfolio whose expected value is greater than
or equal to 1% and whose variance is less than
the one you calculated in part (a)? (Hint: Don’t
spend too much time at this. You won’t be able to
do better.)

c. If you want to learn how we produced the portfo-
lio above, take a course that teaches linear and
nonlinear programming.

7.4 BINOMIAL DISTRIBUTION

Now that we’ve introduced probability distributions in general, we need to introduce sev-
eral specific probability distributions. In this section, we present the binomial distribution.

The binomial distribution is the result of a binomial experiment, which has the 
following properties.
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If properties 2, 3, and 4 are satisfied, we say that each trial is a Bernoulli process.
Adding property 1 yields the binomial experiment. The random variable of a binomial
experiment is defined as the number of successes in the n trials. It is called the binomial
random variable. Here are several examples of binomial experiments.

1. Flip a coin 10 times. The two outcomes per trial are heads and tails. The terms
success and failure are arbitrary. We can label either outcome success. However,
generally, we call success anything we’re looking for. For example, if we were bet-
ting on heads, we would label heads a success. If the coin is fair, the probability of
heads is 50%. Thus, p � .5. Finally, we can see that the trials are independent
because the outcome of one coin flip cannot possibly affect the outcomes of other
flips.

2. Draw five cards out of a shuffled deck. We can label as success whatever card we
seek. For example, if we wish to know the probability of receiving five clubs, a club
is labeled a success. On the first draw, the probability of a club is 13/52 � .25.
However, if we draw a second card without replacing the first card and shuffling,
the trials are not independent. To see why, suppose that the first draw is a club. If
we draw again without replacement the probability of drawing a second club is
12/51, which is not .25. In this experiment, the trials are not independent.* Hence,
this is not a binomial experiment. However, if we replace the card and shuffle
before drawing again, the experiment is binomial. Note that in most card games,
we do not replace the card, and as a result the experiment is not binomial.

3. A political survey asks 1,500 voters who they intend to vote for in an approaching
election. In most elections in the United States, there are only two candidates, the
Republican and Democratic nominees. Thus, we have two outcomes per trial.
The trials are independent because the choice of one voter does not affect the
choice of other voters. In Canada, and in other countries with parliamentary sys-
tems of government, there are usually several candidates in the race. However, we
can label a vote for our favored candidate (or the party that is paying us to do the
survey) a success and all the others are failures.

As you will discover, the third example is a very common application of statistical infer-
ence. The actual value of p is unknown, and the job of the statistics practitioner is to
estimate its value. By understanding the probability distribution that uses p, we will be
able to develop the statistical tools to estimate p.

Binomial Experiment
1. The binomial experiment consists of a fixed number of trials. We

represent the number of trials by n.
2. Each trial has two possible outcomes. We label one outcome a success,

and the other a failure.
3. The probability of success is p. The probability of failure is 1 � p.
4. The trials are independent, which means that the outcome of one trial

does not affect the outcomes of any other trials.

*The hypergeometric distribution described in Keller’s website Appendix of the same name is used to
calculate probabilities in such cases.
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Binomial Random Variable

The binomial random variable is the number of successes in the experiment’s n trials. It
can take on values 0, 1, 2, . . . , n. Thus, the random variable is discrete. To proceed, we
must be capable of calculating the probability associated with each value.

Using a probability tree, we draw a series of branches as depicted in Figure 7.2.
The stages represent the outcomes for each of the n trials. At each stage, there are two
branches representing success and failure. To calculate the probability that there are 
X successes in n trials, we note that for each success in the sequence we must multiply
by p. And if there are X successes, there must be n � X failures. For each failure in the
sequence, we multiply by 1 � p. Thus, the probability for each sequence of branches
that represent x successes and n � x failures has probability

px(1 - p)n-x

Trial 1 Trial 2 Trial 3 Trial n.  .  .

S

S

F

S

F

S

F
S

F
S

F

S
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.

.

F

S

F

S

F

S

F

S

F

F

FIGURE 7.2 Probability Tree for a Binomial Experiment

Binomial Probability Distribution
The probability of x successes in a binomial experiment with n trials and
probability of success � p is

P(x) =

n!
x!(n - x)!

  p x(1 - p)n-x for x = 0, 1, 2, Á , n

There are a number of branches that yield x successes and n � x failures. For exam-
ple, there are two ways to produce exactly one success and one failure in two trials: 
SF and FS. To count the number of branch sequences that produce x successes and 
n � x failures, we use the combinatorial formula

where n! � n(n � 1) (n � 2) . . . (2)(1). For example, 3! � 3(2)(1) � 6. Incidentally,
although it may not appear to be logical 0! � 1.

Pulling together the two components of the probability distribution yields the 
following.

Cn
x =

n!
x!(n - x)!
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E X A M P L E 7.9 Pat Statsdud and the Statistics Quiz

Pat Statsdud is a student taking a statistics course. Unfortunately, Pat is not a good stu-
dent. Pat does not read the textbook before class, does not do homework, and regularly
misses class. Pat intends to rely on luck to pass the next quiz. The quiz consists of 
10 multiple-choice questions. Each question has five possible answers, only one of
which is correct. Pat plans to guess the answer to each question.

a. What is the probability that Pat gets no answers correct?

b. What is the probability that Pat gets two answers correct?

S O L U T I O N

The experiment consists of 10 identical trials, each with two possible outcomes and where
success is defined as a correct answer. Because Pat intends to guess, the probability of 
success is 1/5 or .2. Finally, the trials are independent because the outcome of any of the
questions does not affect the outcomes of any other questions. These four properties tell
us that the experiment is binomial with n � 10 and p � .2.

a. From

we produce the probability of no successes by letting n � 10, p � .2, and x � 0. Hence,

The combinatorial part of the formula is , which is 1. This is the number of ways

to get 0 correct and 10 incorrect. Obviously, there is only one way to produce X � 0.
And because (.2)0 � 1,

b. The probability of two correct answers is computed similarly by substituting 
n � 10, p � .2, and x � 2:

In this calculation, we discovered that there are 45 ways to get exactly two correct and
eight incorrect answers, and that each such outcome has probability .006712.
Multiplying the two numbers produces a probability of .3020.

 = .3020
 = 45(.006712)

 =

(10)(9)(8)(7)(6)(5)(4)(3)(2)(1)
(2)(1)(8)(7)(6)(5)(4)(3)(2)(1)

 (.04)(.1678)

 P(0) =

10!
2!(10 - 2)!

 (.2)2(1 - .2)10-2

 P(x) =

n!
x!(n - x)!

 px(1 - p)n-x

P(X = 0) = 1(1)(.8)10
= .1074

10!
0!10!

P(0) =

10!
0!(10 - 0)!

 (.2)0(1 - .2)10-0

P(x) =

n!
x!(n - x)!

 px(1 - p)n-x

Cumulative Probability

The formula of the binomial distribution allows us to determine the probability that X
equals individual values. In Example 7.9, the values of interest were 0 and 2. There are
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many circumstances where we wish to find the probability that a random variable is less
than or equal to a value; that is, we want to determine , where x is that value.
Such a probability is called a cumulative probability.

P(X … x)

E X A M P L E 7.10 Will Pat Fail the Quiz?

Find the probability that Pat fails the quiz. A mark is considered a failure if it is less 
than 50%.

S O L U T I O N

In this quiz, a mark of less than 5 is a failure. Because the marks must be integers, a
mark of 4 or less is a failure. We wish to determine . So,

From Example 7.9, we know P(0) � .1074 and P(2) � .3020. Using the binomial for-
mula, we find P(1) � .2684 , P(3) � .2013, and P(4) � .0881. Thus

There is a 96.72% probability that Pat will fail the quiz by guessing the answer for each
question.

P(X … 4) = .1074 + .2684 + .3020 + .2013 + .0881 = .9672

P(X … 4) = P(0) + P(1) + P(2) + P(3) + P(4)

P(X … 4)

Binomial Table

There is another way to determine binomial probabilities. Table 1 in Appendix B provides
cumulative binomial probabilities for selected values of n and p. We can use this table to
answer the question in Example 7.10, where we need . Refer to Table 1, find 

n � 10, and in that table find p � .20. The values in that column are for 
x � 0, 1, 2, . . . , 10, which are shown in Table 7.2.

P(X … x)

P(X … 4)

x P(X … x)

0 .1074

1 .3758

2 .6778

3 .8791

4 .9672

5 .9936

6 .9991

7 .9999

8 1.000

9 1.000

10 1.000

TABLE 7.2 Cumulative Binomial Probabilities with n � 10 and p � .2
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The first cumulative probability is , which is P(0) � .1074. The probability we
need for Example 7.10 is , which is the same value we obtained 
manually.

We can use the table and the complement rule to determine probabilities of the type
. For example, to find the probability that Pat will pass the quiz, we note that

Thus,

P(X Ú 5) = 1 - P(X … 4) = 1 - .9672 = .0328

P(X … 4) + P(X Ú 5) = 1

P(X Ú x)

P(X … 4) = .9672
P(X … 0)

Using Table 1 to Find the Binomial Probability P(X x)

P(X Ú x) = 1 - P(X … 3x - 14)
Ú

The table is also useful in determining the probability of an individual value of X. For
example, to find the probability that Pat will get exactly two right answers we note that

and

The difference between these two cumulative probabilities is p(2). Thus,

P(2) = P(X … 2) - P(X … 1) = .6778 - .3758 = .3020

P(X … 1) = P(0) + P(1)

P(X … 2) = P(0) + P(1) + P(2)

Using Table 1 to Find the Binomial Probability P(X � x)

P(x) = P(X … x) - P(X … 3x - 14)

E X C E L

I N S T R U C T I O N S

Type the following into any empty cell:

Typing “True” calculates a cumulative probability and typing “False” computes the prob-
ability of an individual value of X. For Example 7.9(a), type

For Example 7.10, enter

=BINOMDIST(4, 10, .2, True)

=BINOMDIST(0, 10, .2, False)

=BINOMDIST(3x4, 3n4, 3p4, 3True4 or 3False4)

Using the Computer
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Mean and Variance of a Binomial Distribution

Statisticians have developed general formulas for the mean, variance, and standard devi-
ation of a binomial random variable. They are

 s = 2np(1 - p)

 s2
= np(1 - p)

 m = np

M I N I T A B

I N S T R U C T I O N S

This is the first of seven probability distributions for which we provide instructions. All
work in the same way. Click Calc, Probability Distributions, and the specific distribu-
tion whose probability you wish to compute. In this case, select Binomial . . . . Check
either Probability or Cumulative probability. If you wish to make a probability state-
ment about one value of x, specify Input constant and type the value of x.

If you wish to make probability statements about several values of x from the same
binomial distribution, type the values of x into a column before checking Calc. Choose
Input column and type the name of the column. Finally, enter the components of the dis-
tribution. For the binomial, enter the Number of trials n and the Event Probability p.

For the other six distributions, we list the distribution (here it is Binomial) and the
components only (for this distribution it is n and p).

E X A M P L E 7.1 1 Pat Statsdud Has Been Cloned!

Suppose that a professor has a class full of students like Pat (a nightmare!). What is the
mean mark? What is the standard deviation?

S O L U T I O N

The mean mark for a class of Pat Statsduds is

The standard deviation is

 s = 2np(1 - p) = 210(.2)(1 - .2) = 1.26

m = np = 10(.2) = 2

7.84 Given a binomial random variable with n � 10 
and p � .3, use the formula to find the following
probabilities.
a. P(X � 3)
b. P(X � 5)
c. P(X � 8)

7.85 Repeat Exercise 7.84 using Table 1 in Appendix B.

7.86 Repeat Exercise 7.84 using Excel or Minitab.

7.87 Given a binomial random variable with n � 6 
and p � .2, use the formula to find the following
probabilities.
a. P(X � 2)
b. P(X � 3)
c. P(X � 5)

E X E R C I S E S
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7.88 Repeat Exercise 7.87 using Table 1 in Appendix B.

7.89 Repeat Exercise 7.87 using Excel or Minitab.

7.90 Suppose X is a binomial random variable with n � 25
and p � .7. Use Table 1 to find the following.
a. P(X � 18)
b. P(X � 15)
c.
d.

7.91 Repeat Exercise 7.90 using Excel or Minitab.

7.92 A sign on the gas pumps of a chain of gasoline sta-
tions encourages customers to have their oil checked
with the claim that one out of four cars needs to
have oil added. If this is true, what is the probability
of the following events?
a. One out of the next four cars needs oil
b. Two out of the next eight cars need oil
c. Three out of the next 12 cars need oil

7.93 The leading brand of dishwasher detergent has a
30% market share. A sample of 25 dishwasher deter-
gent customers was taken. What is the probability
that 10 or fewer customers chose the leading brand?

7.94 A certain type of tomato seed germinates 90% of the
time. A backyard farmer planted 25 seeds.
a. What is the probability that exactly 20 germinate?
b. What is the probability that 20 or more germinate?
c. What is the probability that 24 or fewer germi-

nate?
d. What is the expected number of seeds that 

germinate?

7.95 According to the American Academy of Cosmetic
Dentistry, 75% of adults believe that an unattractive
smile hurts career success. Suppose that 25 adults
are randomly selected. What is the probability that
15 or more of them would agree with the claim?

7.96 A student majoring in accounting is trying to decide
on the number of firms to which he should apply.
Given his work experience and grades, he can expect
to receive a job offer from 70% of the firms to which
he applies. The student decides to apply to only four
firms. What is the probability that he receives no job
offers?

7.97 In the United States, voters who are neither Dem-
ocrat nor Republican are called Independents. It is
believed that 10% of all voters are Independents. 
A survey asked 25 people to identify themselves as
Democrat, Republican, or Independent.
a. What is the probability that none of the people

are Independent?
b. What is the probability that fewer than five peo-

ple are Independent?
c. What is the probability that more than two peo-

ple are Independent?

P(X Ú 16)
P(X … 20)

7.98 Most dial-up Internet service providers (ISPs)
attempt to provide a large enough service so that
customers seldom encounter a busy signal. Suppose
that the customers of one ISP encounter busy sig-
nals 8% of the time. During the week, a customer of
this ISP called 25 times. What is the probability that
she did not encounter any busy signals?

7.99 Major software manufacturers offer a help line that
allows customers to call and receive assistance in
solving their problems. However, because of the vol-
ume of calls, customers frequently are put on hold.
One software manufacturer claims that only 20% of
callers are put on hold. Suppose that 100 customers
call. What is the probability that more than 25 of
them are put on hold?

7.100 A statistics practitioner working for major league
baseball determined the probability that the hitter
will be out on ground balls is .75. In a game where
there are 20 ground balls, find the probability that
all of them were outs.

The following exercises are best solved with a computer.
7.101 The probability of winning a game of craps (a dice-

throwing game played in casinos) is 244/495.
a. What is the probability of winning 5 or more

times in 10 games?
b. What is the expected number of wins in 100

games?

7.102 In the game of blackjack as played in casinos in Las
Vegas, Atlantic City, and Niagara Falls, as well as in
many other cities, the dealer has the advantage. Most
players do not play very well. As a result, the probabil-
ity that the average player wins a hand is about 45%.
Find the probability that an average player wins.
a. Twice in 5 hands
b. Ten or more times in 25 hands

7.103 Several books teach blackjack players the “basic
strategy,” which increases the probability of winning
any hand to 50%. Repeat Exercise 7.102, assuming
the player plays the basic strategy.

7.104 The best way of winning at blackjack is to “case the
deck,” which involves counting 10s, non-10s, and
aces. For card counters, the probability of winning a
hand may increase to 52%. Repeat Exercise 7.102
for a card counter.

7.105 In the game of roulette, a steel ball is rolled onto a
wheel that contains 18 red, 18 black, and 2 green
slots. If the ball is rolled 25 times, find the probabil-
ities of the following events.
a. The ball falls into the green slots two or more

times.
b. The ball does not fall into any green slots.
c. The ball falls into black slots 15 or more times.
d. The ball falls into red slots 10 or fewer times.
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7.5 POISSON DISTRIBUTION

Another useful discrete probability distribution is the Poisson distribution, named
after its French creator. Like the binomial random variable, the Poisson random vari-
able is the number of occurrences of events, which we’ll continue to call successes. The
difference between the two random variables is that a binomial random variable is the
number of successes in a set number of trials, whereas a Poisson random variable is 
the number of successes in an interval of time or specific region of space. Here are sev-
eral examples of Poisson random variables.

1. The number of cars arriving at a service station in 1 hour. (The interval of time is
1 hour.)

2. The number of flaws in a bolt of cloth. (The specific region is a bolt of cloth.)

3. The number of accidents in 1 day on a particular stretch of highway. (The inter-
val is defined by both time, 1 day, and space, the particular stretch of highway.)

The Poisson experiment is described in the box.

7.106 According to a Gallup Poll conducted March 5–7,
2001, 52% of American adults think that protecting
the environment should be given priority over devel-
oping U.S. energy supplies. Thirty-six percent think
that developing energy supplies is more important,
and 6% believe the two are equally important. The
rest had no opinion. Suppose that a sample of 
100 American adults is quizzed on the subject. What
is the probability of the following events?
a. Fifty or more think that protecting the environ-

ment should be given priority.
b. Thirty or fewer think that developing energy

supplies is more important.
c. Five or fewer have no opinion.

7.107 In a Bon Appetit poll, 38% of people said that choco-
late was their favorite flavor of ice cream. A sample

of 20 people was asked to name their favorite flavor
of ice cream. What is the probability that half or
more of them prefer chocolate?

7.108 The statistics practitioner in Exercise 7.100 also deter-
mined that if a batter hits a line drive, the probability
of an out is .23. Determine the following probabilities.
a. In a game with 10 line drives, at least 5 are outs.
b. In a game with 25 line drives, there are 5 outs or

less.

7.109 According to the last census, 45% of working
women held full-time jobs in 2002. If a random
sample of 50 working women is drawn, what is
the probability that 19 or more hold full-time
jobs?

Poisson Experiment
A Poisson experiment is characterized by the following properties:

1. The number of successes that occur in any interval is independent of the
number of successes that occur in any other interval.

2. The probability of a success in an interval is the same for all equal-size
intervals.

3. The probability of a success in an interval is proportional to the size of
the interval.

4. The probability of more than one success in an interval approaches 0 as
the interval becomes smaller.
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There are several ways to derive the probability distribution of a Poisson random
variable. However, all are beyond the mathematical level of this book. We simply pro-
vide the formula and illustrate how it is used.

Poisson Random Variable
The Poisson random variable is the number of successes that occur in a
period of time or an interval of space in a Poisson experiment.

Poisson Probability Distribution
The probability that a Poisson random variable assumes a value of x in a
specific interval is

where � is the mean number of successes in the interval or region and e is
the base of the natural logarithm (approximately 2.71828). Incidentally, the
variance of a Poisson random variable is equal to its mean; that is, �2 � �.

P(x) =

e-mmx

x!
 for x = 0,1,2, Á

E X A M P L E 7.12 Probability of the Number of Typographical Errors in
Textbooks

A statistics instructor has observed that the number of typographical errors in new 
editions of textbooks varies considerably from book to book. After some analysis, he
concludes that the number of errors is Poisson distributed with a mean of 1.5 per 
100 pages. The instructor randomly selects 100 pages of a new book. What is the prob-
ability that there are no typographical errors?

S O L U T I O N

We want to determine the probability that a Poisson random variable with a mean of
1.5 is equal to 0. Using the formula

and substituting x � 0 and � � 1.5, we get

The probability that in the 100 pages selected there are no errors is .2231.

P(0) =

e-1.51.50

0!
=

(2.71828)-1.5(1)
1

= .2231

P(x) =

e-mmx

x!

Notice that in Example 7.12 we wanted to find the probability of 0 typographical
errors in 100 pages given a mean of 1.5 typos in 100 pages. The next example illus-
trates how we calculate the probability of events where the intervals or regions do not
match.
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Poisson Table

As was the case with the binomial distribution, a table is available that makes it easier to
compute Poisson probabilities of individual values of x as well as cumulative and related
probabilities.

E X A M P L E 7.13 Probability of the Number of Typographical Errors 
in 400 Pages

Refer to Example 7.12. Suppose that the instructor has just received a copy of a new 
statistics book. He notices that there are 400 pages.

a. What is the probability that there are no typos?

b. What is the probability that there are five or fewer typos?

S O L U T I O N

The specific region that we’re interested in is 400 pages. To calculate Poisson probabil-
ities associated with this region, we must determine the mean number of typos per 
400 pages. Because the mean is specified as 1.5 per 100 pages, we multiply this figure by
4 to convert to 400 pages. Thus, � � 6 typos per 400 pages.

a. The probability of no typos is

b. We want to determine the probability that a Poisson random variable with a
mean of 6 is 5 or less; that is, we want to calculate

To produce this probability, we need to compute the six probabilities in the summation.

Thus,

The probability of observing 5 or fewer typos in this book is .4457.

 = .4457

 P(X … 5) = .002479 + .01487 + .04462 + .08924 + .1339 + .1606

 P(5) =

e-mmx

x!
=

e-665

5!
=

(2.71828)-6(7776)
120

= .1606

 P(4) =

e-mmx

x!
=

e-664

4!
=

(2.71828)-6(1296)
24

= .1339

 P(3) =

e-mmx

x!
=

e-663

3!
=

(2.71828)-6(216)
6

= .08924

 P(2) =

e-mmx

x!
=

e-662

2!
=

(2.71828)-6(36)
2

= .04462

 P(1) =

e-mmx

x!
=

e-661

1!
=

(2.71828)-6(6)
1

= .01487

 P(0) = .002479

P(X … 5) = P(0) + P(1) + P(2) + P(3) + P(4) + P(5)

P(0) =

e-660

0!
=

(2.71828)-6(1)
1

= .002479
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Table 2 in Appendix B provides cumulative Poisson probabilities for selected values
of �. This table makes it easy to find cumulative probabilities like those in Example 7.13,
part (b), where we found .

To do so, find � � 6 in Table 2. The values in that column are for 
x � 0, 1, 2, . . . , 18 which are shown in Table 7.3.

P(X … x)
P(X … 5)

x P(X … x)

0 .0025

1 .0174

2 .0620

3 .1512

4 .2851

5 .4457

6 .6063

7 .7440

8 .8472

9 .9161

10 .9574

11 .9799

12 .9912

13 .9964

14 .9986

15 .9995

16 .9998

17 .9999

18 1.0000

TABLE 7.3 Cumulative Poisson Probabilities for � � 6

Theoretically, a Poisson random variable has no upper limit. The table provides
cumulative probabilities until the sum is 1.0000 (using four decimal places).

The first cumulative probability is , which is P(0) � .0025. The probabil-
ity we need for Example 7.13, part (b), is , which is the same value we
obtained manually.

Like Table 1 for binomial probabilities, Table 2 can be used to determine probabil-
ities of the type . For example, to find the probability that in Example 7.13
there are 6 or more typos, we note that Thus,

P(X Ú 6) = 1 - P(X … 5) = 1 - .4457 = .5543

P(X … 5) + P(X Ú 6) = 1.
P(X Ú x)

P(X … 5) = .4457
P(X … 0)

Using Table 2 to Find the Poisson Probability P(X x)

P(X Ú x) = 1 - P(X … 3x - 14)
Ú
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We can also use the table to determine the probability of one individual value of X.
For example, to find the probability that the book contains exactly 10 typos, we note
that

and

The difference between these two cumulative probabilities is P(10). Thus,

P(10) = P(X … 10) - P(X … 9) = .9574 - .9161 = .0413

P(X … 9) = P(0) + P(1) +
Á

+ P(9)

P(X … 10) = P(0) + P(1) +
Á

+ P(9) + P(10)

Using Table 2 to Find the Poisson Probability P(X � x)

P(x) = P(X … x) - P(X … 3x - 14)

Using the Computer

E X C E L

I N S T R U C T I O N S

Type the following into any empty cell:

We calculate the probability in Example 7.12 by typing

For Example 7.13, we type

= POISSON(5, 6, True)

= POISSON(0, 1.5, False)

= POISSON(3x4, 3m4, 3True] or [False4)

M I N I T A B

I N S T R U C T I O N S

Click Calc, Probability Distributions, and Poisson . . . and type the mean.

7.110 Given a Poisson random variable with � � 2, use
the formula to find the following probabilities.
a. P(X � 0)
b. P(X � 3)
c. P(X � 5)

7.111 Given that X is a Poisson random variable with
� � .5, use the formula to determine the following
probabilities.
a. P(X � 0)
b. P(X � 1)
c. P(X � 2)

E X E R C I S E S
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7.112 The number of accidents that occur at a busy inter-
section is Poisson distributed with a mean of 3.5
per week. Find the probability of the following
events.
a. No accidents in one week
b. Five or more accidents in one week
c. One accident today

7.113 Snowfalls occur randomly and independently over
the course of winter in a Minnesota city. The aver-
age is one snowfall every 3 days.
a. What is the probability of five snowfalls in 

2 weeks?
b. Find the probability of a snowfall today.

7.114 The number of students who seek assistance with
their statistics assignments is Poisson distributed
with a mean of two per day.
a. What is the probability that no students seek

assistance tomorrow?
b. Find the probability that 10 students seek assis-

tance in a week.

7.115 Hits on a personal website occur quite infrequently.
They occur randomly and independently with an
average of five per week.
a. Find the probability that the site gets 10 or more

hits in a week.
b. Determine the probability that the site gets 20 or

more hits in 2 weeks.

7.116 In older cities across North America, infrastructure
is deteriorating, including water lines that supply

homes and businesses. A report to the Toronto city
council stated that there are on average 30 water line
breaks per 100 kilometers per year in the city of
Toronto. Outside of Toronto, the average number of
breaks is 15 per 100 kilometers per year.
a. Find the probability that in a stretch of 100 kilo-

meters in Toronto there are 35 or more breaks
next year.

b. Find the probability that there are 12 or fewer
breaks in a stretch of 100 kilometers outside of
Toronto next year.

7.117 The number of bank robberies that occur in a large
North American city is Poisson distributed with a
mean of 1.8 per day. Find the probabilities of the fol-
lowing events.
a. Three or more bank robberies in a day
b. Between 10 and 15 (inclusive) robberies during a

5-day period

7.118 Flaws in a carpet tend to occur randomly and inde-
pendently at a rate of one every 200 square feet.
What is the probability that a carpet that is 8 feet by
10 feet contains no flaws?

7.119 Complaints about an Internet brokerage firm occur
at a rate of five per day. The number of complaints
appears to be Poisson distributed.
a. Find the probability that the firm receives 10 or

more complaints in a day.
b. Find the probability that the firm receives 25 or

more complaints in a 5-day period.

A P P L I C A T I O N S i n  O P E R A T I O N S  M A N A G E M E N T

Waiting Lines

Everyone is familiar with waiting lines. We wait in line at banks, groceries, and

fast-food restaurants. There are also waiting lines in firms where trucks wait to

load and unload and on assembly lines where stations wait for new parts.

Management scientists have developed mathematical models that allow man-

agers to determine the operating characteristics of waiting lines. Some of the

operating characteristics are

The probability that there are no units in the system

The average number of units in the waiting line

The average time a unit spends in the waiting line

The probability that an arriving unit must wait for service

The Poisson probability distribution is used extensively in waiting-line (also called queuing) mod-

els. Many models assume that the arrival of units for service is Poisson distributed with a specific

©
 L

es
te

r L
ef

ko
w

itz
/G

et
ty

 Im
ag

es

CH007.qxd  11/22/10  6:24 PM  Page 256

    Copyright 2011 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). 
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



257R A N D O M  V A R I A B L E S  A N D  D I S C R E T E  P R O B A B I L I T Y  D I S T R I B U T I O N S

value of �. In the next chapter, we will discuss the operating characteristics of waiting lines.

Exercises 7.120–7.122 require the calculation of the probability of a number of arrivals.

7.120 The number of trucks crossing at the Ambassador Bridge connecting Detroit,
Michigan, and Windsor, Ontario, is Poisson distributed with a mean of 1.5 per
minute.
a. What is the probability that in any 1-minute time span two or more trucks will

cross the bridge?
b. What is the probability that fewer than four trucks will cross the bridge over

the next 4 minutes?

7.121 Cars arriving for gasoline at a particular gas station follow a Poisson distribution
with a mean of 5 per hour.
a. Determine the probability that over the next hour only one car will arrive.
b. Compute the probability that in the next 3 hours more than 20 cars will arrive.

7.122 The number of users of an automatic banking machine is Poisson distributed. The
mean number of users per 5-minute interval is 1.5. Find the probability of the 
following events.
a. No users in the next 5 minutes
b. Five or fewer users in the next 15 minutes
c. Three or more users in the next 10 minutes

deviation of a population represented by a discrete prob-
ability distribution. Also introduced in this chapter were
bivariate discrete distributions on which an important
application in finance was based. Finally, the two most
important discrete distributions—the binomial and the
Poisson—were presented.

C H A P T E R S U M M A R Y

There are two types of random variables. A discrete ran-
dom variable is one whose values are countable. A con-
tinuous random variable can assume an uncountable
number of values. In this chapter, we discussed discrete
random variables and their probability distributions. We
defined the expected value, variance, and standard

I M P O R T A N T  T E R M S

Random variable 218
Discrete random variable 219
Continuous random variable 219
Probability distribution 219
Expected value 223
Bivariate distribution 229
PERT (Project Evaluation and Review Technique) 235
CPM (Critical Path Method) 235
Path 235
Critical path 236

Diversification 237
Binomial experiment 244
Bernoulli process 244
Binomial random variable 244
Binomial probability distribution 245
Cumulative probability 247
Poisson distribution 251
Poisson random variable 251
Poisson experiment 251
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S Y M B O L S

Symbol Pronounced Represents

Sum of x for all values of x Summation

n choose x Number of combinations
n! n factorial
e 2.71828 . . .

n(n - 1)(n - 2) Á (3)(2)(1)
Cn

x

a
all  x

x

F O R M U L A S

Expected value (mean)

Variance

Standard deviation

Covariance

Coefficient of Correlation

Laws of expected value

1.
2.
3.

Laws of variance

1.
2.
3.

Laws of expected value and variance of the sum of two
variables

1.
2. V(X + Y   ) = V(X   ) + V(Y   ) + 2COV(X, Y   )

E(X + Y   ) = E(X   ) + E(Y   )

V(cX   ) = c2V(X  )
V(X + c) = V(X   )
V(c) = 0

E(cX   ) = cE(X   )
E(X + c) = E(X   ) + c
E(c) = c

r =

COV(X, Y   )
sxsy

 =  
sxy

sxsy

COV(X, Y   ) = sxy =  a (x - mx)(y - my)P(x, y)

s = 2s2

V(x) = s2
= a

all x
(x - m)2P(x)

E(X) = m = a
all x

xP(x)

Laws of expected value and variance for the sum of k
variables, where 

1.

2.

if the variables are independent

Mean and variance of a portfolio of two stocks

Mean and variance of a portfolio of k stocks

Binomial probability

Poisson probability

P(X = x) =

e-mmx

x!

s = 2np(1 - p)
s2

= np(1 - p)
m = np

P(X = x) =

n!
x!(n - x)!

  px(1 - p)n-x

V(Rp) = a
k

i=1
w2

is
2
i + 2a

k

i=1
a
k

j= i+1
wiwjCOV(Ri, Rj)

E(Rp) = a
k

i=1
wiE(Ri)

 = w2
1s

2
1 + w2

2s
2
2 + 2w1w2rs1s2

+ 2w1w2COV(R1, R2)
 V(Rp) = w2

1V(R1) + w2
2V(R2)

 E(Rp) = w1E(R1) + w2E(R2)

= V(X1) + V(X2) +
Á

+ V(Xk)
V(X1 + X2 +

Á
+ Xk)

= E(X1) + E(X2) +
Á

+ E(Xk)
E(X1 + X2 +

Á
+ Xk)

k Ú 2

C O M P U T E R  I N S T R U C T I O N S

Probability Distribution Excel Minitab

Binomial 248 249
Poisson 255 255
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have created a social problem: gambling addicts. 
A critic of government-controlled gambling con-
tends that 30% of people who regularly buy lottery
tickets are gambling addicts. If we randomly select
10 people among those who report that they regu-
larly buy lottery tickets, what is the probability that
more than 5 of them are addicts?

7.129 The distribution of the number of home runs in
soft-ball games is shown here.

Number of home runs 0 1 2 3 4 5

Probability .05 .16 .41 .27 .07 .04

a. Calculate the mean number of home runs.
b. Find the standard deviation.

7.130 An auditor is preparing for a physical count of inven-
tory as a means of verifying its value. Items counted
are reconciled with a list prepared by the storeroom
supervisor. In one particular firm, 20% of the items
counted cannot be reconciled without reviewing
invoices. The auditor selects 10 items. Find the prob-
ability that 6 or more items cannot be reconciled.

7.131 Shutouts in the National Hockey League occur ran-
domly and independently at a rate of 1 every 20
games. Calculate the probability of the following
events.
a. 2 shutouts in the next 10 games
b. 25 shutouts in 400 games
c. a shutout in to.night’s game

7.132 Most Miami Beach restaurants offer “early-bird”
specials. These are lower-priced meals that are avail-
able only from 4 to 6 P.M. However, not all cus-
tomers who arrive between 4 and 6 P.M. order the
special. In fact, only 70% do.
a. Find the probability that of 80 customers

between 4 and 6 P.M., more than 65 order the
special.

b. What is the expected number of customers who
order the special?

c. What is the standard deviation?

7.133 According to climatologists, the long-term average
for Atlantic storms is 9.6 per season (June 1 to
November 30), with 6 becoming hurricanes and 2.3
becoming intense hurricanes. Find the probability of
the following events. 
a. Ten or more Atlantic storms
b. Five or fewer hurricanes
c. Three or more intense hurricanes

C H A P T E R E X E R C I S E S

7.123 In 2000, Northwest Airlines boasted that 77.4% of
its flights were on time. If we select five Northwest
flights at random, what is the probability that all five
are on time? (Source: Department of Transportation.)

7.124 The final exam in a one-term statistics course is
taken in the December exam period. Students who
are sick or have other legitimate reasons for missing
the exam are allowed to write a deferred exam
scheduled for the first week in January. A statistics
professor has observed that only 2% of all students
legitimately miss the December final exam. Suppose
that the professor has 40 students registered this
term.
a. How many students can the professor expect to

miss the December exam?
b. What is the probability that the professor will

not have to create a deferred exam?

7.125 The number of magazine subscriptions per house-
hold is represented by the following probability dis-
tribution.

Magazine subscriptions 

per household 0 1 2 3 4

Probability .48 .35 .08 .05 .04

a. Calculate the mean number of magazine sub-
scriptions per household.

b. Find the standard deviation.

7.126 The number of arrivals at a car wash is Poisson dis-
tributed with a mean of eight per hour.
a. What is the probability that 10 cars will arrive in

the next hour?
b. What is the probability that more than 5 cars will

arrive in the next hour?
c. What is the probability that fewer than 12 cars

will arrive in the next hour?

7.127 The percentage of customers who enter a restaurant
and ask to be seated in a smoking section is 15%.
Suppose that 100 people enter the restaurant.
a. What is the expected number of people who

request a smoking table?
b. What is the standard deviation of the number of

requests for a smoking table?
c. What is the probability that 20 or more people

request a smoking table?

7.128 Lotteries are an important income source for vari-
ous governments around the world. However, the
availability of lotteries and other forms of gambling
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7.134 Researchers at the University of Pennsylvania
School of Medicine theorized that children under 2
years old who sleep in rooms with the light on have
a 40% probability of becoming myopic by age 16.
Suppose that researchers found 25 children who
slept with the light on before they were 2.
a. What is the probability that 10 of them will

become myopic before age 16?
b. What is the probability that fewer than 5 of them

will become myopic before age 16?
c. What is the probability that more than 15 of

them will become myopic before age 16?

7.135 A pharmaceutical researcher working on a cure for
baldness noticed that middle-aged men who are
balding at the crown of their head have a 45% prob-
ability of suffering a heart attack over the next
decade. In a sample of 100 middle-age balding men,
what are the following probabilities?
a. More than 50 will suffer a heart attack in the next

decade.
b. Fewer than 44 will suffer a heart attack in the

next decade.
c. Exactly 45 will suffer a heart attack in the next

decade.

7.136 Advertising researchers have developed a theory that
states that commercials that appear in violent televi-
sion shows are less likely to be remembered and will
thus be less effective. After examining samples of
viewers who watch violent and nonviolent programs
and asking them a series of five questions about the
commercials, the researchers produced the follow-
ing probability distributions of the number of cor-
rect answers.

Viewers of violent shows

x 0 1 2 3 4 5

P(x) .36 .22 .20 .09 .08 .05

Viewers of nonviolent shows

x 0 1 2 3 4 5

P(x) .15 .18 .23 .26 .10 .08

a. Calculate the mean and standard deviation of the
number of correct answers among viewers of vio-
lent television programs.

b. Calculate the mean and standard deviation of the
number of correct answers among viewers of
nonviolent television programs.

7.137 According to the U.S. census, one-third of all busi-
nesses are owned by women. If we select 25 businesses
at random, what is the probability that 10 or more of
them are owned by women?

7.138 It is recommended that women age 40 and older
have a mammogram annually. A recent report indi-
cated that if a woman has annual mammograms over
a 10-year period, there is a 60% probability that
there will be at least one false-positive result. 
(A false-positive mammogram test result is one that
indicates the presence of cancer when, in fact, there
is no cancer.) If the annual test results are indepen-
dent, what is the probability that in any one year a
mammogram will produce a false-positive result?
(Hint: Find the value of p such that the probability
that a binomial random variable with n � 10 is
greater than or equal to 1 is .60.)

7.139 In a recent election, the mayor received 60% of the
vote. Last week, a survey was undertaken that asked
100 people whether they would vote for the mayor.
Assuming that her popularity has not changed,
what is the probability that more than 50 people in
the sample would vote for the mayor?

7.140 When Earth traveled through the storm of meteorites
trailing the comet Tempel-Tuttle on November 17,
1998, the storm was 1,000 times as intense as the aver-
age meteor storm. Before the comet arrived, telecom-
munication companies worried about the potential
damage that might be inflicted on the approximately
650 satellites in orbit. It was estimated that each satel-
lite had a 1% chance of being hit, causing damage to
the satellite’s electronic system. One company had five
satellites in orbit at the time. Determine the probabil-
ity distribution of the number of the company’s satel-
lites that would be damaged.
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I
n Case 6.2, we presented the proba-

bilities of scoring at least one run

and asked you to determine

whether the manager should signal for

the batter to sacrifice bunt. The deci-

sion was made on the basis of compar-

ing the probability of scoring at least

one run when the manager signaled for

the bunt and when he signaled the

batter to swing away. Another factor

that should be incorporated into the

decision is the number of runs the

manager expects his team to score. In

the same article referred to in Case 6.2,

the author also computed the expected

number of runs scored for each situa-

tion. Table 1 lists the expected number

of runs in situations that are defined

by the number of outs and the bases

occupied.

TABLE 1 Expected Number of Runs

Scored

Bases 
Occupied 0 Out 1 Out 2 Outs

Bases empty .49 .27 .10

First base .85 .52 .23

Second base 1.06 .69 .34

Third base 1.21 .82 .38

First base and 

second base 1.46 1.00 .48

First base and 

third base 1.65 1.10 .51

Second base and 

third base 1.94 1.50 .62

Bases loaded 2.31 1.62 .82

Assume that the manager wishes to

score as many runs as possible. Using

the same probabilities of the four

outcomes of a bunt listed in Case 6.2,

determine whether the manager should

signal the batter to sacrifice bunt.

C A S E  7 . 1
To Bunt or Not to Bunt, That Is 
the Question—Part 2
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8
CONTINUOUS PROBABILITY

DISTRIBUTIONS

8.1 Probability Density Functions

8.2 Normal Distribution

8.3 (Optional) Exponential Distribution

8.4 Other Continuous Distributions

Minimum GMAT Score to Enter Executive 
MBA Program

A university has just approved a new Executive MBA Program. The new director believes that to

maintain the prestigious image of the business school, the new program must be seen as having

high standards. Accordingly, the Faculty Council decides that one of the entrance requirements 

will be that applicants must score in the top 1% of Graduate Management Admission Test (GMAT)

scores. The director knows that GMAT scores are normally distributed with a mean of 490 and a

standard deviation of 61. The only thing she doesn’t know is what the minimum GMAT score for

admission should be.

After introducing the normal distribution, we will return to this question and answer it. 

See page 281.
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8.1 PROBABILIT Y DENSIT Y FUNCTIONS

A continuous random variable is one that can assume an uncountable number of values.
Because this type of random variable is so different from a discrete variable, we need to
treat it completely differently. First, we cannot list the possible values because there is
an infinite number of them. Second, because there is an infinite number of values, the
probability of each individual value is virtually 0. Consequently, we can determine the
probability of only a range of values. To illustrate how this is done, consider the his-
togram we created for the long-distance telephone bills (Example 3.1), which is
depicted in Figure 8.1.

T
his chapter completes our presentation of probability by introducing continuous
random variables and their distributions. In Chapter 7, we introduced discrete
probability distributions that are employed to calculate the probability associated

with discrete random variables. In Section 7.4, we introduced the binomial distribution,
which allows us to determine the probability that the random variable equals a particular
value (the number of successes). In this way we connected the population represented by
the probability distribution with a sample of nominal data. In this chapter, we introduce
continuous probability distributions, which are used to calculate the probability associ-
ated with an interval variable. By doing so, we develop the link between a population and
a sample of interval data.

Section 8.1 introduces probability density functions and uses the uniform density
function to demonstrate how probability is calculated. In Section 8.2, we focus on the
normal distribution, one of the most important distributions because of its role in the
development of statistical inference. Section 8.3 introduces the exponential distribu-
tion, a distribution that has proven to be useful in various management-science applica-
tions. Finally, in Section 8.4 we introduce three additional continuous distributions.
They will be used in statistical inference throughout the book.

INTRODUCTION

15
0

10

20

30

40

50

60

70

80

30 45 60 75

Long-distance telephone bills

90 105 120

Fr
eq

ue
nc

y

FIGURE 8.1 Histogram for Example 3.1

We found, for example, that the relative frequency of the interval 15 to 30 was
37/200. Using the relative frequency approach, we estimate that the probability that a
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randomly selected long-distance bill will fall between $15 and $30 is 37/200 � .185.
We can similarly estimate the probabilities of the other intervals in the histogram.

Interval Relative Frequency

71/200

37/200

13/200

9/200

10/200

18/200

28/200

14/200

Notice that the sum of the probabilities equals 1. To proceed, we set the values along
the vertical axis so that the area in all the rectangles together adds to 1. We accomplish
this by dividing each relative frequency by the width of the interval, which is 15. The
result is a rectangle over each interval whose area equals the probability that the random
variable will fall into that interval.

To determine probabilities of ranges other than the ones created when we drew the
histogram, we apply the same approach. For example, the probability that a long-
distance bill will fall between $50 and $80 is equal to the area between 50 and 80 as
shown in Figure 8.2.

105 6 X … 120

90 6 X … 105

75 6 X … 90

60 6 X … 75

45 6 X … 60

30 6 X … 45

15 6 X … 30

0 … X … 15

15 30 45 50 60 75

Long-distance telephone bills

9080 105 120

10/(200 × 15)

20/(200 × 15)

30/(200 × 15)

40/(200 × 15)

50/(200 × 15)

60/(200 × 15)

70/(200 × 15)

80/(200 × 15)

0

FIGURE 8.2 Histogram for Example 3.1: Relative Frequencies Divided by

Interval Width

The areas in each shaded rectangle are calculated and added together as follows:

Interval Height of Rectangle Base Multiplied by Height

Total � .110

We estimate that the probability that a randomly selected long-distance bill falls
between $50 and $80 is .11.

If the histogram is drawn with a large number of small intervals, we can smooth the
edges of the rectangles to produce a smooth curve as shown in Figure 8.3. In many cases,
it is possible to determine a function that approximates the curve. The function is
called a probability density function. Its requirements are stated in the box.

 f1x2

180 - 752 * .00600 = .03018>1200 * 152 = .0060075 6 X … 80

175 - 602 * .00333 = .05010>1200 * 152 = .0033360 6 X … 75

160 - 502 * .00300 = .0309>1200 * 152 = .0030050 6 X … 60
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266 C H A P T E R  8

Integral calculus* can often be used to calculate the area under a curve. Fortunately,
the probabilities corresponding to continuous probability distributions that we deal
with do not require this mathematical tool. The distributions will be either simple or
too complex for calculus. Let’s start with the simplest continuous distribution.

Uniform Distribution

To illustrate how we find the area under the curve that describes a probability density
function, consider the uniform probability distribution also called the rectangular
probability distribution.

15 30 45 60 75 90 105 120
x

f(x)

0

FIGURE 8.3 Density Function for Example 3.1

Requirements for a Probability Density Function
The following requirements apply to a probability density function 
whose range is .

1. for all x between a and b
2. The total area under the curve between a and b is 1.0

f1x2 Ú 0

a … x … b
 f1x2

*Keller’s website Appendix Continuous Probability Distributions: Calculus Approach demonstrates how
to use integral calculus to determine probabilities and parameters for continuous random variables.

Uniform Probability Density Function
The uniform distribution is described by the function

f1x2 =

1
b - a

  where a … x … b

The function is graphed in Figure 8.4. You can see why the distribution is called rectangular.
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To calculate the probability of any interval, simply find the area under the curve.
For example, to find the probability that X falls between x1 and x2 determine the area in
the rectangle whose base is x2 � x1 and whose height is . Figure 8.5 depicts
the area we wish to find. As you can see, it is a rectangle and the area of a rectangle is
found by multiplying the base times the height.

1>1b - a2

x

f(x)

1––––
b – a

a b

FIGURE 8.4 Uniform Distribution

x

f(x)

1––––
b – a

a x1 x2 b

FIGURE 8.5 P (x1<X<x2)

Thus,

P1x1 6 X 6 x22 = Base * Height = 1x2 - x12 *

1
b - a

E X A M P L E 8.1 Uniformly Distributed Gasoline Sales

The amount of gasoline sold daily at a service station is uniformly distributed with a
minimum of 2,000 gallons and a maximum of 5,000 gallons.

a. Find the probability that daily sales will fall between 2,500 and 3,000 gallons.

b. What is the probability that the service station will sell at least 4,000 gallons?

c. What is the probability that the station will sell exactly 2,500 gallons?

S O L U T I O N

The probability density function is

f1x2 =

1
5000 - 2000

=

1
3000

  2000 … x … 5000
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268 C H A P T E R  8

a. The probability that X falls between 2,500 and 3,000 is the area under the curve
between 2,500 and 3,000 as depicted in Figure 8.6a. The area of a rectangle is the
base times the height. Thus,

b. [See Figure 8.6b.]

c.

Because there is an uncountable infinite number of values of X, the probability of
each individual value is zero. Moreover, as you can see from Figure 8.6c, the area
of a line is 0.

P1X = 2,5002 = 0

P1X Ú 4,0002 = 15,000 - 4,0002 * a 1
3,000

b = .3333

P12,500 … X … 3,0002 = 13,000 - 2,5002 * a 1
3,000

b = .1667

Because the probability that a continuous random variable equals any indiv-
idual value is 0, there is no difference between and
P(2,500 � X � 3,000). Of course, we cannot say the same
thing about discrete random variables.

P12,500 … X … 3,0002

x

f(x)

1–––––
3,000

2,000

(a)  P(2,500 < X < 3,000)

2,500 3,000 5,000

x

f(x)

1–––––
3,000

2,000

(b)  P(4,000 < X < 5,000)

4,000 5,000

x

f(x)

1–––––
3,000

2,000

(c)  P(X = 2,500)

2,500 5,000

FIGURE 8.6 Density Functions for Example 8.1
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Using a Continuous Distribution to Approximate a Discrete
Distribution

In our definition of discrete and continuous random variables, we distinguish between them
by noting whether the number of possible values is countable or uncountable. However, in
practice, we frequently use a continuous distribution to approximate a discrete one when
the number of values the variable can assume is countable but large. For example, the num-
ber of possible values of weekly income is countable. The values of weekly income
expressed in dollars are 0, .01, .02, . . . . Although there is no set upper limit, we can easily
identify (and thus count) all the possible values. Consequently, weekly income is a discrete
random variable. However, because it can assume such a large number of values, we prefer
to employ a continuous probability distribution to determine the probability associated
with such variables. In the next section, we introduce the normal distribution, which is
often used to describe discrete random variables that can assume a large number of values.

8.1 Refer to Example 3.2. From the histogram for
investment A, estimate the following probabilities.
a.
b.
c.
d.

8.2 Refer to Example 3.2. Estimate the following from
the histogram of the returns on investment B.
a.
b.
c.
d.

8.3 Refer to Example 3.3. From the histogram of the
marks, estimate the following probabilities.
a.
b.
c.
d.

8.4 A random variable is uniformly distributed between
5 and 25.
a. Draw the density function.
b. Find .
c. Find .
d. Find .

8.5 A uniformly distributed random variable has mini-
mum and maximum values of 20 and 60, respectively.
a. Draw the density function.
b. Determine .
c. Draw the density function including the calcula-

tion of the probability in part (b).

8.6 The amount of time it takes for a student to complete
a statistics quiz is uniformly distributed between 

P135 6 X 6 452

P15.0 6 X 6 5.12
P110 6 X 6 152
P1X 7 252

P175 6 X 6 852
P1X 6 852
P1X 7 652
P155 6 X 6 802

P135 6 X 6 652
P1X 6 252
P110 6 X 6 402
P1X 7 452

P135 6 X 6 652
P1X 6 252
P110 6 X 6 402
P1X 7 452

30 and 60 minutes. One student is selected at random.
Find the probability of the following events.
a. The student requires more than 55 minutes to

complete the quiz.
b. The student completes the quiz in a time

between 30 and 40 minutes.
c. The student completes the quiz in exactly 37.23

minutes.

8.7 Refer to Exercise 8.6. The professor wants to reward
(with bonus marks) students who are in the lowest
quarter of completion times. What completion time
should he use for the cutoff for awarding bonus marks?

8.8 Refer to Exercise 8.6. The professor would like to
track (and possibly help) students who are in the top
10% of completion times. What completion time
should he use?

8.9 The weekly output of a steel mill is a uniformly dis-
tributed random variable that lies between 110 and
175 metric tons.
a. Compute the probability that the steel mill will

produce more than 150 metric tons next week.
b. Determine the probability that the steel mill will

produce between 120 and 160 metric tons next
week.

8.10 Refer to Exercise 8.9. The operations manager
labels any week that is in the bottom 20% of produc-
tion a “bad week.” How many metric tons should be
used to define a bad week?

8.11 A random variable has the following density function.

a. Graph the density function.
b. Verify that is a density function. f1x2

 f1x2 = 1 - .5x  0 6 x 6 2

E X E R C I S E S
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270 C H A P T E R  8

8. 2 NORMAL DISTRIBUTION

The normal distribution is the most important of all probability distributions because
of its crucial role in statistical inference.

c. Find .
d. Find .
e. Find .

8.12 The following function is the density function for
the random variable X:

a. Graph the density function.
b. Find the probability that X lies between 2 and 4.
c. What is the probability that X is less than 3?

8.13 The following density function describes the ran-
dom variable X.

f1x2 = d x
25

0 6 x 6 5

10 - x
25

5 6 x 6 10

 f1x2 =

x - 1
8

 1 6 x 6 5

P1X = 1.52
P1X 6 .52
P1X 7 12 a. Graph the density function.

b. Find the probability that X lies between 1 and 3.
c. What is the probability that X lies between 4 and 8?
d. Compute the probability that X is less than 7.
e. Find the probability that X is greater than 3.

8.14 The following is a graph of a density function.

a. Determine the density function.
b. Find the probability that X is greater than 10.
c. Find the probability that X lies between 6 and 12.

x

f(x)

20

.10

0

Normal Density Function
The probability density function of a normal random variable is

where e � 2.71828 . . . and � � 3.14159 . . .

 f1x2 =

1

s22p
 e

-

1

2
ax-m

s
b2   

- q 6 x 6 q

m
x

f(x)

FIGURE 8.7 Normal Distribution

Figure 8.7 depicts a normal distribution. Notice that the curve is symmetric about
its mean and the random variable ranges between �� and ��.
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The normal distribution is described by two parameters, the mean � and the stan-
dard deviation �. In Figure 8.8, we demonstrate the effect of changing the value of �.
Obviously, increasing � shifts the curve to the right and decreasing � shifts it to the left.

2
x

f(x)

4 6

FIGURE 8.8 Normal Distributions with the Same Variance but Different Means

x

f(x)
s = 10

s = 15

s = 12

FIGURE 8.9 Normal Distributions with the Same Means but Different Variances

Figure 8.9 describes the effect of �. Larger values of � widen the curve and smaller
ones narrow it.

SEEING STATISTICS

This applet can be used to see the effect

of changing the values of the mean and

standard deviation of a normal

distribution.

Move the top slider left or right to

decrease or increase the mean of the

distribution. Notice that when you

change the value of the mean, the

shape stays the same; only the location

changes. Move the second slider to

change the standard deviation. The

shape of the bell curve is changed when

you increase or decrease the standard

deviation.

Applet Exercises

4.1 Move the slider bar for the standard

deviation so that the standard

deviation of the red distribution is

greater than 1. What does this do

to the spread of the normal

distribution? Does it squeeze it or

stretch it?

4.2 Move the slider bar for the standard

deviation so that the standard

deviation of the red distribution is

less than 1. What does this do to the

spread of the normal distribution?

Does it squeeze it or stretch it?

applet 4 Normal Distribution Parameters

(Continued)
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Calculating Normal Probabilities

To calculate the probability that a normal random variable falls into any interval, we must
compute the area in the interval under the curve. Unfortunately, the function is not as
simple as the uniform precluding the use of simple mathematics or even integral calculus.
Instead we will resort to using a probability table similar to Tables 1 and 2 in Appendix B,
which are used to calculate binomial and Poisson probabilities, respectively. Recall that to
determine binomial probabilities from Table 1 we needed probabilities for selected values
of n and p. Similarly, to find Poisson probabilities we needed probabilities for each value
of � that we chose to include in Table 2. It would appear then that we will need a separate
table for normal probabilities for a selected set of values of � and �. Fortunately, this
won’t be necessary. Instead, we reduce the number of tables needed to one by standardiz-
ing the random variable. We standardize a random variable by subtracting its mean and
dividing by its standard deviation. When the variable is normal, the transformed variable
is called a standard normal random variable and denoted by Z; that is,

The probability statement about X is transformed by this formula into a statement
about Z. To illustrate how we proceed, consider the following example.

Z =

X - m

s

4.3 Move both the mean and standard

deviation sliders so that the red

distribution is different from the

blue distribution. What would you

need to subtract from the red

values to slide the red distribution

back (forward) so that the centers

of the red and blue distributions

would overlap? By what would you

need to divide the red values to

squeeze or stretch the red

distribution so that it would have

the same spread as the blue

distribution?

E X A M P L E 8 . 2 Normally Distributed Gasoline Sales

Suppose that the daily demand for regular gasoline at another gas station is normally
distributed with a mean of 1,000 gallons and a standard deviation of 100 gallons. The
station manager has just opened the station for business and notes that there is exactly
1,100 gallons of regular gasoline in storage. The next delivery is scheduled later today
at the close of business. The manager would like to know the probability that he will
have enough regular gasoline to satisfy today’s demands.

S O L U T I O N

The amount of gasoline on hand will be sufficient to satisfy demand if the demand is
less than the supply. We label the demand for regular gasoline as X, and we want to find
the probability

Note that because X is a continuous random variable, we can also express the prob-
ability as

P1X … 1,1002
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because the area for X � 1,100 is 0.
Figure 8.10 describes a normal curve with mean of 1,000 and standard deviation of

100, and the area we want to find.

P1X 6 1,1002

1,000
x

1,100

FIGURE 8.10 P (X<1,100)

FIGURE 8.11 P (Z<1.00)

The first step is to standardize X. However, if we perform any operations on X, we
must perform the same operations on 1,100. Thus,

Figure 8.11 describes the transformation that has taken place. Notice that the vari-
able X was transformed into Z, and 1,100 was transformed into 1.00. However, the area
has not changed. In other words, the probability that we wish to compute P(X � 1,100)
is identical to P(Z � 1.00).

P1X 6 1,1002 = P¢X - m

s
6

1,100 - 1,000
100

≤ = P1Z 6 1.002

0
z

1.00

The values of Z specify the location of the corresponding value of X. A value of
Z � 1 corresponds to a value of X that is 1 standard deviation above the mean. Notice
as well that the mean of Z, which is 0, corresponds to the mean of X.

If we know the mean and standard deviation of a normally distributed random vari-
able, we can always transform the probability statement about X into a probability
statement about Z. Consequently, we need only one table, Table 3 in Appendix B, the
standard normal probability table, which is reproduced here as Table 8.1.*

*In previous editions we have used another table, which lists P(0 � Z � z). Supplementary Appendix
Determining Normal Probabilities using P(0 � Z � z) provides instructions and examples using this
table.

CH008.qxd  11/22/10  6:26 PM  Page 273

    Copyright 2011 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). 
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



Z 0.00 0.01 0.02 0.03 0.04 0.05 0.06 0.07 0.08 0.09

�3.0 0.0013 0.0013 0.0013 0.0012 0.0012 0.0011 0.0011 0.0011 0.0010 0.0010
�2.9 0.0019 0.0018 0.0018 0.0017 0.0016 0.0016 0.0015 0.0015 0.0014 0.0014
�2.8 0.0026 0.0025 0.0024 0.0023 0.0023 0.0022 0.0021 0.0021 0.0020 0.0019
�2.7 0.0035 0.0034 0.0033 0.0032 0.0031 0.0030 0.0029 0.0028 0.0027 0.0026
�2.6 0.0047 0.0045 0.0044 0.0043 0.0041 0.0040 0.0039 0.0038 0.0037 0.0036
�2.5 0.0062 0.0060 0.0059 0.0057 0.0055 0.0054 0.0052 0.0051 0.0049 0.0048
�2.4 0.0082 0.0080 0.0078 0.0075 0.0073 0.0071 0.0069 0.0068 0.0066 0.0064
�2.3 0.0107 0.0104 0.0102 0.0099 0.0096 0.0094 0.0091 0.0089 0.0087 0.0084
�2.2 0.0139 0.0136 0.0132 0.0129 0.0125 0.0122 0.0119 0.0116 0.0113 0.0110
�2.1 0.0179 0.0174 0.0170 0.0166 0.0162 0.0158 0.0154 0.0150 0.0146 0.0143
�2.0 0.0228 0.0222 0.0217 0.0212 0.0207 0.0202 0.0197 0.0192 0.0188 0.0183
�1.9 0.0287 0.0281 0.0274 0.0268 0.0262 0.0256 0.0250 0.0244 0.0239 0.0233
�1.8 0.0359 0.0351 0.0344 0.0336 0.0329 0.0322 0.0314 0.0307 0.0301 0.0294
�1.7 0.0446 0.0436 0.0427 0.0418 0.0409 0.0401 0.0392 0.0384 0.0375 0.0367
�1.6 0.0548 0.0537 0.0526 0.0516 0.0505 0.0495 0.0485 0.0475 0.0465 0.0455
�1.5 0.0668 0.0655 0.0643 0.0630 0.0618 0.0606 0.0594 0.0582 0.0571 0.0559
�1.4 0.0808 0.0793 0.0778 0.0764 0.0749 0.0735 0.0721 0.0708 0.0694 0.0681
�1.3 0.0968 0.0951 0.0934 0.0918 0.0901 0.0885 0.0869 0.0853 0.0838 0.0823
�1.2 0.1151 0.1131 0.1112 0.1093 0.1075 0.1056 0.1038 0.1020 0.1003 0.0985
�1.1 0.1357 0.1335 0.1314 0.1292 0.1271 0.1251 0.1230 0.1210 0.1190 0.1170
�1.0 0.1587 0.1562 0.1539 0.1515 0.1492 0.1469 0.1446 0.1423 0.1401 0.1379
�0.9 0.1841 0.1814 0.1788 0.1762 0.1736 0.1711 0.1685 0.1660 0.1635 0.1611
�0.8 0.2119 0.2090 0.2061 0.2033 0.2005 0.1977 0.1949 0.1922 0.1894 0.1867
�0.7 0.2420 0.2389 0.2358 0.2327 0.2296 0.2266 0.2236 0.2206 0.2177 0.2148
�0.6 0.2743 0.2709 0.2676 0.2643 0.2611 0.2578 0.2546 0.2514 0.2483 0.2451
�0.5 0.3085 0.3050 0.3015 0.2981 0.2946 0.2912 0.2877 0.2843 0.2810 0.2776
�0.4 0.3446 0.3409 0.3372 0.3336 0.3300 0.3264 0.3228 0.3192 0.3156 0.3121
�0.3 0.3821 0.3783 0.3745 0.3707 0.3669 0.3632 0.3594 0.3557 0.3520 0.3483
�0.2 0.4207 0.4168 0.4129 0.4090 0.4052 0.4013 0.3974 0.3936 0.3897 0.3859
�0.1 0.4602 0.4562 0.4522 0.4483 0.4443 0.4404 0.4364 0.4325 0.4286 0.4247
�0.0 0.5000 0.4960 0.4920 0.4880 0.4840 0.4801 0.4761 0.4721 0.4681 0.4641

0.0 0.5000 0.5040 0.5080 0.5120 0.5160 0.5199 0.5239 0.5279 0.5319 0.5359
0.1 0.5398 0.5438 0.5478 0.5517 0.5557 0.5596 0.5636 0.5675 0.5714 0.5753
0.2 0.5793 0.5832 0.5871 0.5910 0.5948 0.5987 0.6026 0.6064 0.6103 0.6141
0.3 0.6179 0.6217 0.6255 0.6293 0.6331 0.6368 0.6406 0.6443 0.6480 0.6517
0.4 0.6554 0.6591 0.6628 0.6664 0.6700 0.6736 0.6772 0.6808 0.6844 0.6879
0.5 0.6915 0.6950 0.6985 0.7019 0.7054 0.7088 0.7123 0.7157 0.7190 0.7224
0.6 0.7257 0.7291 0.7324 0.7357 0.7389 0.7422 0.7454 0.7486 0.7517 0.7549
0.7 0.7580 0.7611 0.7642 0.7673 0.7704 0.7734 0.7764 0.7794 0.7823 0.7852
0.8 0.7881 0.7910 0.7939 0.7967 0.7995 0.8023 0.8051 0.8078 0.8106 0.8133
0.9 0.8159 0.8186 0.8212 0.8238 0.8264 0.8289 0.8315 0.8340 0.8365 0.8389
1.0 0.8413 0.8438 0.8461 0.8485 0.8508 0.8531 0.8554 0.8577 0.8599 0.8621
1.1 0.8643 0.8665 0.8686 0.8708 0.8729 0.8749 0.8770 0.8790 0.8810 0.8830
1.2 0.8849 0.8869 0.8888 0.8907 0.8925 0.8944 0.8962 0.8980 0.8997 0.9015
1.3 0.9032 0.9049 0.9066 0.9082 0.9099 0.9115 0.9131 0.9147 0.9162 0.9177
1.4 0.9192 0.9207 0.9222 0.9236 0.9251 0.9265 0.9279 0.9292 0.9306 0.9319
1.5 0.9332 0.9345 0.9357 0.9370 0.9382 0.9394 0.9406 0.9418 0.9429 0.9441
1.6 0.9452 0.9463 0.9474 0.9484 0.9495 0.9505 0.9515 0.9525 0.9535 0.9545
1.7 0.9554 0.9564 0.9573 0.9582 0.9591 0.9599 0.9608 0.9616 0.9625 0.9633
1.8 0.9641 0.9649 0.9656 0.9664 0.9671 0.9678 0.9686 0.9693 0.9699 0.9706
1.9 0.9713 0.9719 0.9726 0.9732 0.9738 0.9744 0.9750 0.9756 0.9761 0.9767
2.0 0.9772 0.9778 0.9783 0.9788 0.9793 0.9798 0.9803 0.9808 0.9812 0.9817
2.1 0.9821 0.9826 0.9830 0.9834 0.9838 0.9842 0.9846 0.9850 0.9854 0.9857
2.2 0.9861 0.9864 0.9868 0.9871 0.9875 0.9878 0.9881 0.9884 0.9887 0.9890
2.3 0.9893 0.9896 0.9898 0.9901 0.9904 0.9906 0.9909 0.9911 0.9913 0.9916
2.4 0.9918 0.9920 0.9922 0.9925 0.9927 0.9929 0.9931 0.9932 0.9934 0.9936
2.5 0.9938 0.9940 0.9941 0.9943 0.9945 0.9946 0.9948 0.9949 0.9951 0.9952
2.6 0.9953 0.9955 0.9956 0.9957 0.9959 0.9960 0.9961 0.9962 0.9963 0.9964
2.7 0.9965 0.9966 0.9967 0.9968 0.9969 0.9970 0.9971 0.9972 0.9973 0.9974
2.8 0.9974 0.9975 0.9976 0.9977 0.9977 0.9978 0.9979 0.9979 0.9980 0.9981
2.9 0.9981 0.9982 0.9982 0.9983 0.9984 0.9984 0.9985 0.9985 0.9986 0.9986
3.0 0.9987 0.9987 0.9987 0.9988 0.9988 0.9989 0.9989 0.9989 0.9990 0.9990

TABLE 8.1 Normal Probabilities (Table 3 in Appendix B)
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This table is similar to the ones we used for the binomial and Poisson distributions;
that is, this table lists cumulative probabilities

for values of z ranging from �3.09 to � 3.09
To use the table, we simply find the value of z and read the probability. For exam-

ple, the probability is found by finding 2.0 in the left margin and under
the heading .00 finding .9772. The probability is found in the same row
but under the heading .01. It is .9778.

Returning to Example 8.2, the probability we seek is found in Table 8.1 by finding
1.0 in the left margin. The number to its right under the heading .00 is .8413. 
See Figure 8.12.

P1Z 6 2.012
P1Z 6 2.002

P1Z 6 z2

0
z

1.0

z .00 .01 .02

0.8

0.9

1.0

1.1

1.2

.7881

.8159

.8413

.8643

.8849

.7910

.8186

.8438

.8665

.8869

.7939

.8212

.8461

.8686

.8888

FIGURE 8.12 P (Z<1.00)

0
z

1.80

z .00 .01 .02

1.6

1.7

1.8

1.9

2.0

.9452

.9554

.9641

.9713

.9772

.9463

.9564

.9649

.9719

.9778

.9474

.9573

.9656

.9726

.9783

FIGURE 8.13 P (Z>1.80)

As was the case with Tables 1 and 2, we can also determine the probability that the
standard normal random variable is greater than some value of z. For example, we find
the probability that Z is greater than 1.80 by determining the probability that Z is less
than 1.80 and subtracting that value from 1. Applying the complement rule, we get

See Figure 8.13.

P1Z 7 1.802 = 1 - P1Z 6 1.802 = 1 - .9641 = .0359

We can also easily determine the probability that a standard normal random 
variable lies between two values of z. For example, we find the probability

P1-0.71 6 Z 6 0.922
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Notice that the largest value of z in the table is 3.09, and that
. This means that

However, because the table lists no values beyond 3.09, we approximate any area
beyond 3.10 as 0. In other words,

Recall that in Tables 1 and 2 we were able to use the table to find the probability
that X is equal to some value of x, but we won’t do the same with the normal table.
Remember that the normal random variable is continuous and the probability that a
continuous random variable is equal to any single value is 0.

P1Z 7 3.102 = P1Z 6 -3.102 L 0

P1Z 7 3.092 = 1 - .9990 = .0010

P1Z 6 3.092 = .9990

0
z

–0.71 0.92

z .00 .01 .02

−0.8

−0.7

−0.6

−0.5

−0.4

−0.3

−0.2

−0.1

−0.0

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1.0

.2119

.2420

.2743

.3085

.3446

.3821

.4207

.4602

.5000

.5000

.5398

.5793

.6179

.6554

.6915

.7257

.7580

.7881

.8159

.8413

.2090

.2389

.2709

.3050

.3409

.3783

.4168

.4562

.4960

.5040

.5438

.5832

.6217

.6591

.6950

.7291

.7611

.7910

.8186

.8438

.2061

.2358

.2676

.3015

.3372

.3745

.4129

.4522

.4920

.5080

.5478

.5871

.6255

.6628

.6985

.7324

.7642

.7939

.8212

.8461

FIGURE 8.14 P (-0.71<Z<0.92)

by finding the two cumulative probabilities and calculating their difference; that is,

and

Hence,

Figure 8.14 depicts this calculation.

P1-0.71 6 Z 6 0.922 = P1Z 6 922 - P1Z 6 -0.712 = .8212 - .2389 = .5823

P1Z 6 0.922 = .8212

P1Z 6 -0.712 = .2389
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A P P L I C A T I O N S i n  F I N A N C E

Measuring Risk

In previous chapters, we discussed several probability and statistical applications

in finance where we wanted to measure and perhaps reduce the risk associated

with investments. In Example 3.2, we drew histograms to gauge the spread of

the histogram of the returns on two investments. We repeated this example in

Chapter 4, where we computed the standard deviation and variance as numerical

measures of risk. In Section 7.3, we developed an important application in finance

in which we emphasized reducing the variance of the returns on a portfolio. However,

we have not demonstrated why risk is measured by the variance and standard deviation. 

The following example corrects this deficiency.

©
 D
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ho
to

E
di

t

E X A M P L E 8 .3 Probability of a Negative Return on Investment

Consider an investment whose return is normally distributed with a mean of 10% and a
standard deviation of 5%.

SEEING STATISTICS

This applet can be used to show the

calculation of the probability of any

interval for any values of � and �. Click

or drag anywhere in the graph to move

the nearest end to that point. Adjust the

ends to correspond to either z-scores or

actual scores. The area under the normal

curve between the two endpoints is

highlighted in red. The size of this area

corresponds to the probability of

obtaining a score between the two

endpoints. You can change the mean

and standard deviation of the actual

scores by changing the numbers in the

text boxes. After changing a number,

press the Enter or Return key to update

the graph. When this page first loads,

the mean and standard deviation

correspond to a mean of 50 and a

standard deviation of 10.

Applet Exercises

The graph is initially set with mean 50 

and standard deviation 10. Change it 

so that it represents the distribution of

IQs, which are normally distributed with 

a mean of 100 and a standard deviation

of 16.

5.1 About what proportion of people have

IQ scores equal to or less than 116?

5.2 About what proportion of people

have IQ scores between 100 and 116?

5.3 About what proportion have IQ

scores greater than 120?

5.4 About what proportion of the

scores are within one standard

deviation of the mean?

5.5 About what proportion of the

scores are within two standard

deviations of the mean?

5.6 About what proportion of the

scores are within three standard

deviations of the mean?

applet 5 Normal Distribution Areas
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a. Determine the probability of losing money.

b. Find the probability of losing money when the standard deviation is equal 
to 10%.

S O L U T I O N

a. The investment loses money when the return is negative. Thus, we wish to determine

The first step is to standardize both X and 0 in the probability statement:

Therefore, the probability of losing money is .0228.

b. If we increase the standard deviation to 10%, the probability of suffering a loss
becomes

As you can see, increasing the standard deviation increases the probability of
losing money. Note that increasing the standard deviation will also increase
the probability that the return will exceed some relatively large amount.
However, because investors tend to be risk averse, we emphasize the increased
probability of negative returns when discussing the effect of increasing the
standard deviation.

P1X 6 02 = PaX - m

s
6

0 - 10
10

b = P1Z 6 -1.002 = .1587

P1X 6 02 = PaX - m

s
6

0 - 10
5
b = P1Z 6 -2.002 = .0228

P1X 6 02

Finding Values of Z

There is a family of problems that require us to determine the value of Z given a prob-
ability. We use the notation ZA to represent the value of z such that the area to its right
under the standard normal curve is A; that is, ZA is a value of a standard normal random
variable such that

Figure 8.15 depicts this notation.

P1Z 7 ZA2 = A

0
z

A

zA

FIGURE 8.15 P (Z>ZA)=A

To find ZA for any value of A requires us to use the standard normal table back-
ward. As you saw in Example 8.2, to find a probability about Z, we must find the value
of z in the table and determine the probability associated with it. To use the table back-
ward, we need to specify a probability and then determine the z-value associated with it.
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We’ll demonstrate by finding Z.025. Figure 8.16 depicts the standard normal curve and
Z.025. Because of the format of the standard normal table, we begin by determining the
area less than Z.025, which is 1 � .025 � .9750. (Notice that we expressed this probabil-
ity with four decimal places to make it easier for you to see what you need to do.) 
We now search through the probability part of the table looking for .9750. When we
locate it, we see that the z-value associated with it is 1.96.

Thus, Z.025 � 1.96, which means that .P1Z 7 1.962 = .025

0
z

.025

z.025

1 – .025 = .9750

z .00 .01 .02

1.0

1.1

1.2

1.3

1.4

1.5

1.6

1.7

1.8

1.9

2.0

2.1

2.2

2.3

2.4

2.5

2.6

2.7

2.8

2.9

3.0

.8413

.8643

.8849

.9032

.9192

.9332

.9452

.9554

.9641

.9713

.9772

.9821

.9861

.9893

.9918

.9938

.9953

.9965

.9974

.9981

.9987

.8438

.8665

.8869

.9049

.9207

.9345

.9463

.9564

.9649

.9719

.9778

.9826

.9864

.9896

.9920

.9940

.9955

.9966

.9975

.9982

.9987

.8461

.8686

.8888

.9066

.9222

.9357

.9474

.9573

.9656

.9726

.9783

.9830

.9868

.9898

.9922

.9941

.9956

.9967

.9976

.9982

.9987

.03

.8485

.8708

.8907

.9082

.9236

.9370

.9484

.9582

.9664

.9732

.9788

.9834

.9871

.9901

.9925

.9943

.9957

.9968

.9977

.9983

.9988

.04

.8508

.8729

.8925

.9099

.9251

.9382

.9495

.9591

.9671

.9738

.9793

.9838

.9875

.9904

.9927

.9945

.9959

.9969

.9977

.9984

.9988

.05

.8531

.8749

.8944

.9115

.9265

.9394

.9505

.9599

.9678

.9744

.9798

.9842

.9878

.9906

.9929

.9946

.9960

.9970

.9978

.9984

.9989

.06

.8554

.8770

.8962

.9131

.9279

.9406

.9515

.9608

.9686

.9750

.9803

.9846

.9881

.9909

.9931

.9948

.9961

.9971

.9979

.9985

.9989

.07

.8577

.8790

.8980

.9147

.9292

.9418

.9525

.9616

.9693

.9756

.9808

.9850

.9884

.9911

.9932

.9949

.9962

.9972

.9979

.9985

.9989

.08

.8599

.8810

.8997

.9162

.9306

.9429

.9535

.9625

.9699

.9761

.9812

.9854

.9887

.9913

.9934

.9951

.9963

.9973

.9980

.9986

.9990

.09

.8621

.8830

.9015

.9177

.9319

.9441

.9545

.9633

.9706

.9767

.9817

.9857

.9890

.9916

.9936

.9952

.9964

.9974

.9981

.9986

.9990

FIGURE 8.16 Z.025

E X A M P L E 8 .4 Finding Z.05

Find the value of a standard normal random variable such that the probability that the
random variable is greater than it is 5%.

S O L U T I O N

We wish to determine Z.05. Figure 8.17 depicts the normal curve and Z.05. If .05 is the
area in the tail, then the probability less than Z.05 must be 1 � .05 � .9500. To find Z.05
we search the table looking for the probability .9500. We don’t find this probability, but
we find two values that are equally close: .9495 and .9505. The Z-values associated with
these probabilities are 1.64 and 1.65, respectively. The average is taken as Z.05. Thus,
Z.05 � 1.645.
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0
z

.05

z.05

1 – .05 = .9500

z .00 .01 .02

1.0

1.1

1.2

1.3

1.4

1.5

1.6

1.7

1.8

1.9

2.0

2.1

2.2

2.3

2.4

2.5

2.6

2.7

2.8

2.9

3.0

.8413

.8643

.8849

.9032

.9192

.9332

.9452

.9554

.9641

.9713

.9772

.9821

.9861

.9893

.9918

.9938

.9953

.9965

.9974

.9981

.9987

.8438

.8665

.8869

.9049

.9207

.9345

.9463

.9564

.9649

.9719

.9778

.9826

.9864

.9896

.9920

.9940

.9955

.9966

.9975

.9982

.9987

.8461

.8686

.8888

.9066

.9222

.9357

.9474

.9573

.9656

.9726

.9783

.9830

.9868

.9898

.9922

.9941

.9956

.9967

.9976

.9982

.9987

.03

.8485

.8708

.8907

.9082

.9236

.9370

.9484

.9582

.9664

.9732

.9788

.9834

.9871

.9901

.9925

.9943

.9957

.9968

.9977

.9983

.9988

.04

.8508

.8729

.8925

.9099

.9251

.9382

.9495

.9591

.9671

.9738

.9793

.9838

.9875

.9904

.9927

.9945

.9959

.9969

.9977

.9984

.9988

.05

.8531

.8749

.8944

.9115

.9265

.9394

.9505

.9599

.9678

.9744

.9798

.9842

.9878

.9906

.9929

.9946

.9960

.9970

.9978

.9984

.9989

.06

.8554

.8770

.8962

.9131

.9279

.9406

.9515

.9608

.9686

.9750

.9803

.9846

.9881

.9909

.9931

.9948

.9961

.9971

.9979

.9985

.9989

.07

.8577

.8790

.8980

.9147

.9292

.9418

.9525

.9616

.9693

.9756

.9808

.9850

.9884

.9911

.9932

.9949

.9962

.9972

.9979

.9985

.9989

.08

.8599

.8810

.8997

.9162

.9306

.9429

.9535

.9625

.9699

.9761

.9812

.9854

.9887

.9913

.9934

.9951

.9963

.9973

.9980

.9986

.9990

.09

.8621

.8830

.9015

.9177

.9319

.9441

.9545

.9633

.9706

.9767

.9817

.9857

.9890

.9916

.9936

.9952

.9964

.9974

.9981

.9986

.9990

FIGURE 8.17 Z.05

E X A M P L E 8 .5 Finding �Z.05

Find the value of a standard normal random variable such that the probability that the
random variable is less than it is 5%.

S O L U T I O N

Because the standard normal curve is symmetric about 0, we wish to find �Z.05. In
Example 8.4 we found Z.05 � 1.645. Thus, � Z.05 � � 1.645. See Figure 8.18.

z

.05

z.05 = 1.645–z.05 = –1.645

.05

0

FIGURE 8.18 -Z.05
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Minimum GMAT Score to Enter Executive MBA 
Program: Solution

Figure 8.19 depicts the distribution of GMAT scores. We’ve labeled the minimum score needed to

enter the new MBA program X.01 such that

P1X 7 X.012 = .01
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0
z

.01

z.01

1 – .01 = .9900

490
GMAT

.01

x.01

FIGURE 8.19 Minimum GMAT Score

Above the normal curve, we depict the standard normal curve and Z.01. We can determine the value of Z.01 as we did in Example 8.4.

In the standard normal table, we find 1 � .01 � .9900 (its closest value in the table is .9901) and the Z-value 2.33. Thus, the stan-

dardized value of X.01 is Z.01 � 2.33. To find X.01, we must unstandardize Z.01. We do so by solving for X.01 in the equation

Substituting Z.01 � 2.33, � � 490, and � � 61, we find

Solving, we get

Rounding up (GMAT scores are integers), we find that the minimum GMAT score to enter the Executive MBA Program is 633.

X.01 = 2.331612 + 490 = 632.13

2.33 =

X.01 - 490

61

Z.01 =

X.01 - m

s

ZA and Percentiles

In Chapter 4, we introduced percentiles, which are measures of relative standing. The val-
ues of ZA are the 100(1 � A)th percentiles of a standard normal random variable. For
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example, Z.05 � 1.645, which means that 1.645 is the 95th percentile: 95% of all values of Z
are below it, and 5% are above it. We interpret other values of ZA similarly.

Using the Computer

E X C E L

I N S T R U C T I O N S

We can use Excel to compute probabilities as well as values of X and Z. To compute
cumulative normal probabilities , type (in any cell)

(Typing “True” yields a cumulative probability. Typing “False” will produce the value of
the normal density function, a number with little meaning.)

If you type 0 for � and 1 for �, you will obtain standard normal probabilities.
Alternatively, type 

NORMSDIST instead of NORMDIST and enter the value of z.

In Example 8.2 we found . To instruct Excel
to calculate this probability, we enter

or

To calculate a value for ZA, type

In Example 8.4, we would type

and produce 1.6449. We calculated Z.05 � 1.645.
To calculate a value of x given the probability , enter

The chapter-opening example would be solved by typing

which yields 632.

= NORMINV1.99, 490, 612

= NORMINV11 - A, m, s2
P1X 7 x2 = A

= NORMSINV1.952

= NORMSINV131 - A42

= NORMSDIST11.002

= NORMDIST11100, 1000, 100, True2

P1X 6 1,1002 = P1Z 6 1.002 = .8413

= NORMDIST13X4, 3m4, 3s4,True2
P1X 6 x2

M I N I T A B

I N S T R U C T I O N S

We can use Minitab to compute probabilities as well as values of X and Z.
Check Calc, Probability Distributions, and Normal . . . and either Cumulative proba-
bility [to determine ] or Inverse cumulative probability to find the value of x.
Specify the Mean and Standard deviation.

P1X 6 x2
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A P P L I C A T I O N S i n  O P E R A T I O N S  M A N A G E M E N T

Inventory Management

Every organization maintains some inventory, which is defined as a stock of items.

For example, grocery stores hold inventories of almost all the products they sell.

When the total number of products drops to a specified level, the manager

arranges for the delivery of more products. An automobile repair shop keeps an

inventory of a large number of replacement parts. A school keeps stock of items

that it uses regularly, including chalk, pens, envelopes, file folders, and paper clips.

There are costs associated with inventories.

These include the cost of capital, losses (theft and obsolescence), and warehouse space, as

well as maintenance and record keeping. Management scientists have developed many models to

help determine the optimum inventory level that balances the cost of inventory with the cost of

shortages and the cost of making many small orders. Several of these models are deterministic—

that is, they assume that the demand for the product is constant. However, in most realistic situ-

ations, the demand is a random variable. One commonly applied probabilistic model assumes that

the demand during lead time is a normally distributed random variable. Lead time is defined as

the amount of time between when the order is placed and when it is delivered.

The quantity ordered is usually calculated by attempting to minimize the total costs, includ-

ing the cost of ordering and the cost of maintaining inventory. (This topic is discussed in most

management-science courses.) Another critical decision involves the reorder point, which is the

level of inventory at which an order is issued to its supplier. If the reorder point is too low, the

company will run out of product, suffering the loss of sales and potentially customers who will

go to a competitor. If the reorder point is too high, the company will be carrying too much inven-

tory, which costs money to buy and store. In some companies, inventory has a tendency to walk

out the back door or become obsolete. As a result, managers create a safety stock, which is the

extra amount of inventory to reduce the times when the company has a shortage. They do so by

setting a service level, which is the probability that the company will not experience a shortage.

The method used to determine the reorder point is be demonstrated with Example 8.6.
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E X A M P L E 8 .6 Determining the Reorder Point

During the spring, the demand for electric fans at a large home-improvement store is
quite strong. The company tracks inventory using a computer system so that it knows
how many fans are in the inventory at any time. The policy is to order a new shipment
of 250 fans when the inventory level falls to the reorder point, which is 150. However,
this policy has resulted in frequent shortages and thus lost sales because both lead time
and demand are highly variable. The manager would like to reduce the incidence of
shortages so that only 5% of orders will arrive after inventory drops to 0 (resulting in a
shortage). This policy is expressed as a 95% service level. From previous periods, the
company has determined that demand during lead time is normally distributed with a
mean of 200 and a standard deviation of 50. Find the reorder point.
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S O L U T I O N

The reorder point is set so that the probability that demand during lead time exceeds
this quantity is 5%. Figure 8.20 depicts demand during lead time and the reorder point.
As we did in the solution to the chapter-opening example, we find the standard normal
value such that the area to its right is .05. The standardized value of the reorder point is
Z.05 � 1.645. To find the reorder point (ROP), we must unstandardize Z.05.

which we round up to 283. The policy is to order a new batch of fans when there are
283 fans left in inventory.

ROP = 5011.6452 + 200 = 282.25

1.645 =

ROP - 200
50

Z.05 =

ROP - m

s

Demand during
lead time

.05

ROP200

FIGURE 8.20 Distribution of Demand During Lead Time

In Exercises 8.15 to 8.30, find the probabilities.
8.15

8.16

8.17

8.18

8.19

8.20

8.21

8.22

8.23

8.24

8.25

8.26

8.27

8.28 P1Z 7 3.092
P1-0.91 6 Z 6 -0.332
P11.14 6 Z 6 2.432
P1Z 6 2.842
P1Z 7 1.672
P1Z 6 2.032
P1Z 7 -1.442
P1-1.40 6 Z 6 .602
P1Z 6 -2.302
P1Z 6 -1.602
P1Z 6 -1.592
P1Z 6 1.552
P1Z 6 1.512
P1Z 6 1.502

8.29

8.30

8.31 Find z.02.

8.32 Find z.045.

8.33 Find z.20.

8.34 X is normally distributed with mean 100 and stan-
dard deviation 20. What is the probability that X is
greater than 145?

8.35 X is normally distributed with mean 250 and stan-
dard deviation 40. What value of X does only the top
15% exceed?

8.36 X is normally distributed with mean 1,000 and stan-
dard deviation 250. What is the probability that 
X lies between 800 and 1,100?

8.37 X is normally distributed with mean 50 and standard
deviation 8. What value of X is such that only 8% of
values are below it?

P1Z 7 4.02
P1Z 7 02

E X E R C I S E S
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8.38 The long-distance calls made by the employees of a
company are normally distributed with a mean of
6.3 minutes and a standard deviation of 2.2 minutes.
Find the probability that a call
a. lasts between 5 and 10 minutes.
b. lasts more than 7 minutes.
c. lasts less than 4 minutes.

8.39 Refer to Exercise 8.38. How long do the longest
10% of calls last?

8.40 The lifetimes of lightbulbs that are advertised to last
for 5,000 hours are normally distributed with a mean
of 5,100 hours and a standard deviation of 200 hours.
What is the probability that a bulb lasts longer than
the advertised figure?

8.41 Refer to Exercise 8.40. If we wanted to be sure that
98% of all bulbs last longer than the advertised fig-
ure, what figure should be advertised?

8.42 Travelbyus is an Internet-based travel agency wherein
customers can see videos of the cities they plan to
visit. The number of hits daily is a normally distrib-
uted random variable with a mean of 10,000 and a
standard deviation of 2,400.
a. What is the probability of getting more than

12,000 hits?
b. What is the probability of getting fewer than

9,000 hits?

8.43 Refer to Exercise 8.42. Some Internet sites have band-
widths that are not sufficient to handle all their traffic,
often causing their systems to crash. Bandwidth can be
measured by the number of hits a system can handle.
How large a bandwidth should Travelbyus have in
order to handle 99.9% of daily traffic?

8.44 A new gas–electric hybrid car has recently hit the
market. The distance traveled on 1 gallon of fuel is
normally distributed with a mean of 65 miles and a
standard deviation of 4 miles. Find the probability of
the following events.
a. The car travels more than 70 miles per gallon.
b. The car travels less than 60 miles per gallon.
c. The car travels between 55 and 70 miles per gallon.

8.45 The top-selling Red and Voss tire is rated 70,000
miles, which means nothing. In fact, the distance the
tires can run until they wear out is a normally dis-
tributed random variable with a mean of 82,000
miles and a standard deviation of 6,400 miles.
a. What is the probability that a tire wears out

before 70,000 miles?
b. What is the probability that a tire lasts more than

100,000 miles?

8.46 The heights of children 2 years old are normally dis-
tributed with a mean of 32 inches and a standard
deviation of 1.5 inches. Pediatricians regularly mea-
sure the heights of toddlers to determine whether

there is a problem. There may be a problem when a
child is in the top or bottom 5% of heights. Deter-
mine the heights of 2-year-old children that could be
a problem.

8.47 Refer to Exercise 8.46. Find the probability of these
events.
a. A 2-year-old child is taller than 36 inches.
b. A 2-year-old child is shorter than 34 inches.
c. A 2-year-old child is between 30 and 33 inches

tall.

8.48 University and college students average 7.2 hours of
sleep per night, with a standard deviation of 40 min-
utes. If the amount of sleep is normally distributed,
what proportion of university and college students
sleep for more than 8 hours?

8.49 Refer to Exercise 8.48. Find the amount of sleep that
is exceeded by only 25% of students.

8.50 The amount of time devoted to studying statistics
each week by students who achieve a grade of A in
the course is a normally distributed random variable
with a mean of 7.5 hours and a standard deviation of
2.1 hours.
a. What proportion of A students study for more

than 10 hours per week?
b. Find the probability that an A student spends

between 7 and 9 hours studying.
c. What proportion of A students spend fewer than

3 hours studying?
d. What is the amount of time below which only

5% of all A students spend studying?

8.51 The number of pages printed before replacing the
cartridge in a laser printer is normally distributed
with a mean of 11,500 pages and a standard devia-
tion of 800 pages. A new cartridge has just been
installed.
a. What is the probability that the printer produces

more than 12,000 pages before this cartridge
must be replaced?

b. What is the probability that the printer produces
fewer than 10,000 pages?

8.52 Refer to Exercise 8.51. The manufacturer wants to
provide guidelines to potential customers advising
them of the minimum number of pages they can
expect from each cartridge. How many pages should
it advertise if the company wants to be correct 99%
of the time?

8.53 Battery manufacturers compete on the basis of the
amount of time their products last in cameras and
toys. A manufacturer of alkaline batteries has
observed that its batteries last for an average of 
26 hours when used in a toy racing car. The amount
of time is normally distributed with a standard devi-
ation of 2.5 hours.
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a. What is the probability that the battery lasts
between 24 and 28 hours?

b. What is the probability that the battery lasts
longer than 28 hours?

c. What is the probability that the battery lasts less
than 24 hours?

8.54 Because of the relatively high interest rates, most
consumers attempt to pay off their credit card bills
promptly. However, this is not always possible. An
analysis of the amount of interest paid monthly by a
bank’s Visa cardholders reveals that the amount is
normally distributed with a mean of $27 and a stan-
dard deviation of $7.
a. What proportion of the bank’s Visa cardholders

pay more than $30 in interest?
b. What proportion of the bank’s Visa cardholders

pay more than $40 in interest?
c. What proportion of the bank’s Visa cardholders

pay less than $15 in interest?
d. What interest payment is exceeded by only 20%

of the bank’s Visa cardholders?

8.55 It is said that sufferers of a cold virus experience
symptoms for 7 days. However, the amount of time
is actually a normally distributed random variable
whose mean is 7.5 days and whose standard devia-
tion is 1.2 days.
a. What proportion of cold sufferers experience

fewer than 4 days of symptoms?
b. What proportion of cold sufferers experience

symptoms for between 7 and 10 days?

8.56 How much money does a typical family of four
spend at a McDonald’s restaurant per visit? The
amount is a normally distributed random variable
with a mean of $16.40 and a standard deviation of
$2.75.
a. Find the probability that a family of four spends

less than $10.
b. What is the amount below which only 10% of

families of four spend at McDonald’s?

8.57 The final marks in a statistics course are normally
distributed with a mean of 70 and a standard devia-
tion of 10. The professor must convert all marks to
letter grades. She decides that she wants 10% A’s,
30% B’s, 40% C’s, 15% D’s, and 5% F’s. Determine
the cutoffs for each letter grade.

8.58 Mensa is an organization whose members possess
IQs that are in the top 2% of the population. It is
known that IQs are normally distributed with a
mean of 100 and a standard deviation of 16. Find the
minimum IQ needed to be a Mensa member.

8.59 According to the 2001 Canadian census, university-
educated Canadians earned a mean income of $61,823.
The standard deviation is $17,301. If incomes are nor-
mally distributed, what is the probability that a

randomly selected university-educated Canadian earns
more than $70,000?

8.60 The census referred to in the previous exercise also
reported that college-educated Canadians earn on
average $41,825. Suppose that incomes are normally
distributed with a standard deviation of $13,444.
Find the probability that a randomly selected col-
lege-educated Canadian earns less than $45,000.

8.61 The lifetimes of televisions produced by the Hishobi
Company are normally distributed with a mean of
75 months and a standard deviation of 8 months. If
the manufacturer wants to have to replace only 1%
of its televisions, what should its warranty be?

8.62 According to the Statistical Abstract of the United
States, 2000 (Table 764), the mean family net worth
of families whose head is between 35 and 44 years
old is approximately $99,700. If family net worth is
normally distributed with a standard deviation of
$30,000, find the probability that a randomly
selected family whose head is between 35 and 
44 years old has a net worth greater than $150,000.

8.63 A retailer of computing products sells a variety of
computer-related products. One of his most popular
products is an HP laser printer. The average weekly
demand is 200. Lead time for a new order from the
manufacturer to arrive is 1 week. If the demand for
printers were constant, the retailer would reorder
when there were exactly 200 printers in inventory.
However, the demand is a random variable. An
analysis of previous weeks reveals that the weekly
demand standard deviation is 30. The retailer knows
that if a customer wants to buy an HP laser printer
but he has none available, he will lose that sale plus
possibly additional sales. He wants the probability of
running short in any week to be no more than 6%.
How many HP laser printers should he have in stock
when he reorders from the manufacturer?

8.64 The demand for a daily newspaper at a newsstand at a
busy intersection is known to be normally distributed
with a mean of 150 and a standard deviation of 25.
How many newspapers should the newsstand opera-
tor order to ensure that he runs short on no more
than 20% of days?

8.65 Every day a bakery prepares its famous marble rye. A
statistically savvy customer determined that daily
demand is normally distributed with a mean of 850
and a standard deviation of 90. How many loaves
should the bakery make if it wants the probability of
running short on any day to be no more than 30%?

8.66 Refer to Exercise 8.65. Any marble ryes that are
unsold at the end of the day are marked down and
sold for half-price. How many loaves should the
bakery prepare so that the proportion of days that
result in unsold loaves is no more than 60%?
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PERT/CPM

In the Applications in Operations Management box on page 235, we introduced

PERT/CPM. The purpose of this powerful management-science procedure is to

determine the critical path of a project. The expected value and variance of the

completion time of the project are based on the expected values and variances

of the completion times of the activities on the critical path. Once we have the

expected value and variance of the completion time of the project, we can use

these figures to determine the probability that the project will be completed by a 

certain date. Statisticians have established that the completion time of the project is 

approximately normally distributed, enabling us to compute the needed probabilities.

8.67 Refer to Exercise 7.57. Find the probability that the project will take more than
60 days to complete.

8.68 The mean and variance of the time to complete the project in Exercise 7.58 was
145 minutes and 31 minutes2. What is the probability that it will take less than 
2.5 hours to overhaul the machine?
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Exponential Probability Density Function
A random variable X is exponentially distributed if its probability density
function is given by

where e � 2.71828 . . . and � is the parameter of the distribution.

f1x2 = le-lx, x Ú 0

Statisticians have shown that the mean and standard deviation of an exponential
random variable are equal to each other:

m = s = 1>l

8.69 The annual rate of return on a mutual fund is nor-
mally distributed with a mean of 14% and a standard
deviation of 18%.
a. What is the probability that the fund returns

more than 25% next year?
b. What is the probability that the fund loses money

next year?

8.70 In Exercise 7.64, we discovered that the expected
return is .1060 and the standard deviation is .1456.
Working with the assumption that returns are nor-
mally distributed, determine the probability of the
following events.
a. The portfolio loses money.
b. The return on the portfolio is greater than 20%.

8.3 (OPTIONAL) EXPONENTIAL DISTRIBUTION

Another important continuous distribution is the exponential distribution.
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Recall that the normal distribution is a two-parameter distribution. The distribu-
tion is completely specified once the values of the two parameters � and � are known.
In contrast, the exponential distribution is a one-parameter distribution. The distribu-
tion is completely specified once the value of the parameter � is known. Figure 8.21
depicts three exponential distributions, corresponding to three different values of the
parameter �. Notice that for any exponential density function , and 
approaches 0 as x approaches infinity.

 f1x2 f102 = l f1x2

x

l = 2

2

1

.5

f(x)

l = 1

l = .5

FIGURE 8.21 Exponential Distributions

The exponential density function is easier to work with than the normal. As a
result, we can develop formulas for the calculation of the probability of any range of
values. Using integral calculus, we can determine the following probability statements.

Probability Associated with an Exponential Random Variable
If X is an exponential random variable,

P1x1 6 X 6 x22 = P1X 6 x22 - P1X 6 x12 = e-lx1 - e-lx2

P1X 6 x2 = 1 - e-lx

P1X 7 x2 = e-lx

The value of e� �x can be obtained with the aid of a calculator.

E X A M P L E 8 .7 Lifetimes of Alkaline Batteries

The lifetime of an alkaline battery (measured in hours) is exponentially distributed with
� � .05.

a. What is the mean and standard deviation of the battery’s lifetime?

b. Find the probability that a battery will last between 10 and 15 hours.

c. What is the probability that a battery will last for more than 20 hours?
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S O L U T I O N

a. The mean and standard deviation are equal to 1/�. Thus,

b. Let X denote the lifetime of a battery. The required probability is

c.

Figure 8.22 depicts these probabilities.

= .3679

= e-1

P1X 7 20) = e- .051202
= .1341

= .6065 - .4724

= e- .5
- e- .75

 P110 6 X 6 152 = e- .051102
- e- .051152

m = s = 1>l = 1>.05 = 20 hours

.05

.02

.01

100 20 30 40 50 60 70

.06

P(10 < X < 15) = .1341

(b)  P(10 < X < 15)

.03

.04

80

.05

.02

.01

100 20 30 40 50 60 70

.06

P(X > 20) = .3679

(c)  P(X > 20)

.03

.04

80

FIGURE 8.22 Probabilities for Example 8.7

E X C E L

I N S T R U C T I O N S

Type (in any cell)

To produce the answer for Example 8.7c we would find and subtract it from 1.

To find , type

which outputs .6321 and hence , which is exactly the
number we produced manually.

P1X 7 202 = 1 - .6321 = .3679

= EXPONDIST120, .05, True2
P1X 6 202

P1X 6 202
= EXPONDIST 13X4,3l4, True2

Using the Computer
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M I N I T A B

I N S T R U C T I O N S

Click Calc, Probability Distributions, and Exponential . . . and specify Cumulative
probability. In the Scale box, type the mean, which is 1/�. In the Threshold box, type 0.

A P P L I C A T I O N S i n  O P E R A T I O N S  M A N A G E M E N T

Waiting Lines

In Section 7.5, we described waiting-line models and how the Poisson distribution is

used to calculate the probabilities of the number of arrivals per time period. To cal-

culate the operating characteristics of waiting lines, management scientists often

assume that the times to complete a service are exponentially distributed. In this

application, the parameter � is the service rate, which is defined as the mean num-

ber of service completions per time period. For example, if service times are exponen-

tially distributed with � � 5/hour, this tells us that the service rate is 5 units per hour or

5 per 60 minutes. Recall that the mean of an exponential distribution is � � 1/�. In this case, 

the service facility can complete a service in an average of 12 minutes. This was calculated as

We can use this distribution to make a variety of probability statements.

m =

1

l
=

1

5>hr,
=

1

5>60 minutes
=

60 minutes

5
= 12 minutes.
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E X A M P L E 8 .8 Supermarket Checkout Counter

A checkout counter at a supermarket completes the process according to an exponential
distribution with a service rate of 6 per hour. A customer arrives at the checkout
counter. Find the probability of the following events.

a. The service is completed in fewer than 5 minutes

b. The customer leaves the checkout counter more than 10 minutes after arriving

c. The service is completed in a time between 5 and 8 minutes

S O L U T I O N

One way to solve this problem is to convert the service rate so that the time period is 
1 minute. (Alternatively, we can solve by converting the probability statements so that the
time periods are measured in fractions of an hour.) Let the service rate � � � .1/minute.

a.

b.

c. P15 6 X 6 82 = e- .1152
- e- .1182

= e- .5
- e- .8

= .6065 - .4493 = .1572

P1X 7 102 = e-lx
= e- .11102

= e-1
= .3679

P1X 6 52 = 1 - e-lx
= 1 - e- .1152

= 1 - e- .5
= 1 - .6065 = .3935
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8.71 The random variable X is exponentially distributed
with � � 3. Sketch the graph of the distribution of X
by plotting and connecting the points representing

for x � 0, .5, 1, 1.5, and 2.

8.72 X is an exponential random variable with � � .25.
Sketch the graph of the distribution of X by plotting
and connecting the points representing for
x � 0, 2, 4, 6, 8, 10, 15, 20.

8.73 Let X be an exponential random variable with
� � .5. Find the following probabilities.
a.
b.
c.
d.

8.74 X is an exponential random variable with � � .3.
Find the following probabilities.
a.
b.
c.
d.

8.75 The production of a complex chemical needed for
anticancer drugs is exponentially distributed with
� � 6 kilograms per hour. What is the probability
that the production process requires more than 
15 minutes to produce the next kilogram of drugs?

8.76 The time between breakdowns of aging machines is
known to be exponentially distributed with a mean
of 25 hours. The machine has just been repaired.
Determine the probability that the next breakdown
occurs more than 50 hours from now.

8.77 When trucks arrive at the Ambassador Bridge, each
truck must be checked by customs agents. The times
are exponentially distributed with a service rate of 
10 per hour. What is the probability that a truck
requires more than 15 minutes to be checked?

P1X = 32
P11 6 X 6 22
P1X 6 42
P1X 7 22

P1X 6 22
P1X 6 .52
P1X 7 .42
P1X 7 12

 f1x2

 f1x2

8.78 A bank wishing to increase its customer base adver-
tises that it has the fastest service and that virtually all
of its customers are served in less than 10 minutes. A
management scientist has studied the service times
and concluded that service times are exponentially
distributed with a mean of 5 minutes. Determine
what the bank means when it claims “virtually all” its
customers are served in under 10 minutes.

8.79 Toll booths on the New York State Thruway are
often congested because of the large number of cars
waiting to pay. A consultant working for the state
concluded that if service times are measured from
the time a car stops in line until it leaves, service
times are exponentially distributed with a mean of
2.7 minutes. What proportion of cars can get
through the toll booth in less than 3 minutes?

8.80 The manager of a gas station has observed that the
times required by drivers to fill their car’s tank and
pay are quite variable. In fact, the times are expo-
nentially distributed with a mean of 7.5 minutes.
What is the probability that a car can complete the
transaction in less than 5 minutes?

8.81 Because automatic banking machine (ABM) cus-
tomers can perform a number of transactions, the
times to complete them can be quite variable. A
banking consultant has noted that the times are
exponentially distributed with a mean of 125 sec-
onds. What proportion of the ABM customers take
more than 3 minutes to do their banking?

8.82 The manager of a supermarket tracked the amount
of time needed for customers to be served by the
cashier. After checking with his statistics professor,
he concluded that the checkout times are exponen-
tially distributed with a mean of 6 minutes. What
proportion of customers require more than 10 min-
utes to check out?

E X E R C I S E S

8.4 OTHER CONTINUOUS DISTRIBUTIONS

In this section, we introduce three more continuous distributions that are used exten-
sively in statistical inference.

Student t Distribution

The Student t distribution was first derived by William S. Gosset in 1908. (Gosset 
published his findings under the pseudonym “Student” and used the letter t to repre-
sent the random variable, hence the Student t distribution—also called the Student’s t
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292 C H A P T E R  8

distribution.) It is very commonly used in statistical inference, and we will employ it in
Chapters 12, 13, 14, 16, 17, and 18.

Student t Density Function
The density function of the Student t distribution is as follows:

where � (Greek letter nu) is the parameter of the Student t distribution
called the degrees of freedom, � � 3.14159 (approximately), and 	 is the
gamma function (its definition is not needed here).

f1t2 =

≠31n + 12>24
2np≠1n>22 B1 +

t2

n
R -1n+12>2

The mean and variance of a Student t random variable are

and

Figure 8.23 depicts the Student t distribution. As you can see, it is similar to the
standard normal distribution. Both are symmetrical about 0. (Both random variables
have a mean of 0.) We describe the Student t distribution as mound shaped, whereas the
normal distribution is bell shaped.

V1t2 =

n

n - 2
 for n 7 2

E1t2 = 0

0
t

FIGURE 8.23 Student t Distribution

Figure 8.24 shows both a Student t and the standard normal distributions. The for-
mer is more widely spread out than the latter. [The variance of a standard normal ran-
dom variable is 1, whereas the variance of a Student t random variable is ,
which is greater than 1 for all �.]

n>1n - 22

0

Student t distribution

Standard normal
distribution

FIGURE 8.24 Student t and Normal Distributions
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Figure 8.25 depicts Student t distributions with several different degrees of free-
dom. Notice that for larger degrees of freedom the Student t distribution’s dispersion is
smaller. For example, when � � 10, V(t)�1.25; when � � 50, V(t)�1.042; and when
� � 200, V(t)�1.010. As � grows larger, the Student t distribution approaches the stan-
dard normal distribution.

0

Student t
with n = 30

Student t
with n = 2

Student t
with n = 10

FIGURE 8.25 Student t Distribution with � = 2, 10, and 30

Student t Probabilities  For each value of � (the number of degrees of freedom),
there is a different Student t distribution. If we wanted to calculate probabilities of
the Student t random variable manually as we did for the normal random variable,
then we would need a different table for each �, which is not practical. Alternatively,
we can use Microsoft Excel or Minitab. The instructions are given later in this 
section.

Determining Student t Values  As you will discover later in this book, the Student
t distribution is used extensively in statistical inference. And for inferential methods, we
often need to find values of the random variable. To determine values of a normal ran-
dom variable, we used Table 3 backward. Finding values of a Student t random variable
is considerably easier. Table 4 in Appendix B (reproduced here as Table 8.2) lists values
of , which are the values of a Student t random variable with � degrees of freedom
such that

Figure 8.26 depicts this notation.

P1t 7 tA,n2 = A

tA,n

0

A 

t
tA

FIGURE 8.26 Student t Distribution with tA
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Observe that tA,� is provided for degrees of freedom ranging from 1 to 200 and �.
To read this table, simply identify the degrees of freedom and find that value or the clos-
est number to it if it is not listed. Then locate the column representing the tA value you
wish. For example, if we want the value of t with 10 degrees of freedom such that the area
under the Student t curve is .05, we locate 10 in the first column and move across this
row until we locate the number under the heading t.05. From Table 8.3, we find

t.05,10 � 1.812

If the number of degrees of freedom is not shown, find its closest value. For exam-
ple, suppose we wanted to find t.025,32. Because 32 degrees of freedom is not listed, we
find the closest number of degrees of freedom, which is 30 and use t.025,30 � 2.042 as an
approximation.

� t.100 t.050 t.025 t.010 t.005 � t.100 t.050 t.025 t.010 t.005

1 3.078 6.314 12.71 31.82 63.66 29 1.311 1.699 2.045 2.462 2.756

2 1.886 2.920 4.303 6.965 9.925 30 1.310 1.697 2.042 2.457 2.750

3 1.638 2.353 3.182 4.541 5.841 35 1.306 1.690 2.030 2.438 2.724

4 1.533 2.132 2.776 3.747 4.604 40 1.303 1.684 2.021 2.423 2.704

5 1.476 2.015 2.571 3.365 4.032 45 1.301 1.679 2.014 2.412 2.690

6 1.440 1.943 2.447 3.143 3.707 50 1.299 1.676 2.009 2.403 2.678

7 1.415 1.895 2.365 2.998 3.499 55 1.297 1.673 2.004 2.396 2.668

8 1.397 1.860 2.306 2.896 3.355 60 1.296 1.671 2.000 2.390 2.660

9 1.383 1.833 2.262 2.821 3.250 65 1.295 1.669 1.997 2.385 2.654

10 1.372 1.812 2.228 2.764 3.169 70 1.294 1.667 1.994 2.381 2.648

11 1.363 1.796 2.201 2.718 3.106 75 1.293 1.665 1.992 2.377 2.643

12 1.356 1.782 2.179 2.681 3.055 80 1.292 1.664 1.990 2.374 2.639

13 1.350 1.771 2.160 2.650 3.012 85 1.292 1.663 1.988 2.371 2.635

14 1.345 1.761 2.145 2.624 2.977 90 1.291 1.662 1.987 2.368 2.632

15 1.341 1.753 2.131 2.602 2.947 95 1.291 1.661 1.985 2.366 2.629

16 1.337 1.746 2.120 2.583 2.921 100 1.290 1.660 1.984 2.364 2.626

17 1.333 1.740 2.110 2.567 2.898 110 1.289 1.659 1.982 2.361 2.621

18 1.330 1.734 2.101 2.552 2.878 120 1.289 1.658 1.980 2.358 2.617

19 1.328 1.729 2.093 2.539 2.861 130 1.288 1.657 1.978 2.355 2.614

20 1.325 1.725 2.086 2.528 2.845 140 1.288 1.656 1.977 2.353 2.611

21 1.323 1.721 2.080 2.518 2.831 150 1.287 1.655 1.976 2.351 2.609

22 1.321 1.717 2.074 2.508 2.819 160 1.287 1.654 1.975 2.350 2.607

23 1.319 1.714 2.069 2.500 2.807 170 1.287 1.654 1.974 2.348 2.605

24 1.318 1.711 2.064 2.492 2.797 180 1.286 1.653 1.973 2.347 2.603

25 1.316 1.708 2.060 2.485 2.787 190 1.286 1.653 1.973 2.346 2.602

26 1.315 1.706 2.056 2.479 2.779 200 1.286 1.653 1.972 2.345 2.601

27 1.314 1.703 2.052 2.473 2.771 � 1.282 1.645 1.960 2.326 2.576

28 1.313 1.701 2.048 2.467 2.763

TABLE 8.2 Critical Values of t
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TABLE 8.3 Finding t.05,10

Because the Student t distribution is symmetric about 0, the value of t such that the
area to its left is A is � tA,�. For example, the value of t with 10 degrees of freedom such
that the area to its left is .05 is

Notice the last row in the Student t table. The number of degrees of freedom is
infinite, and the t values are identical (except for the number of decimal places) to the
values of z. For example,

In the previous section, we showed (or showed how we determine) that

z.005 = 2.575

z.01 = 2.23

z.025 = 1.96

z.05 = 1.645

z.10 = 1.28

t.005,q
= 2.576

t.01,q
= 2.326

t.025,q
= 1.960

t.05,q
= 1.645

t.10,q
= 1.282

- t.05,10 = - 1.812

DEGREES OF 
FREEDOM t.10 t.05 t.025 t.01 t.005

1 3.078 6.314 12.706 31.821 63.657

2 1.886 2.920 4.303 6.965 9.925

3 1.638 2.353 3.182 4.541 5.841

4 1.533 2.132 2.776 3.747 4.604

5 1.476 2.015 2.571 3.365 4.032

6 1.440 1.943 2.447 3.143 3.707

7 1.415 1.895 2.365 2.998 3.499

8 1.397 1.860 2.306 2.896 3.355

9 1.383 1.833 2.262 2.821 3.250

10 1.372 1.812 2.228 2.764 3.169

11 1.363 1.796 2.201 2.718 3.106

12 1.356 1.782 2.179 2.681 3.055
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Using the Computer

E X C E L

I N S T R U C T I O N S

To compute Student t probabilities, type

where x must be positive, � is the number of degrees of freedom, and “Tails” is 1 or 2.
Typing 1 for “Tails” produces the area to the right of x. Typing 2 for “Tails” produces the
area to the right of x plus the area to the left of �x. For example,

and

To determine tA, type

For example, to find t.05,200 enter

yielding 1.6525.

= TINV1.10, 2002

= TINV132A4,  3n42

= TDIST12, 50, 22 = .05095

= TDIST12, 50, 12 = .02547

= TDIST13x4, 3n4, 3Tails42

M I N I T A B

I N S T R U C T I O N S

Click Calc, Probability Distributions, and t . . . and type the Degrees of freedom.

SEEING STATISTICS

The Student t distribution applet allows

you to see for yourself the shape of the

distribution, how the degrees of

freedom change the shape, and its

resemblance to the standard normal

curve. The first graph shows the

comparison of the normal distribution

(red curve) to the Student t distribution

(blue curve). Use the right slider to

change the degrees of freedom for the 

t distribution. Use the text boxes to

change either the value of t or the two-

tail probability. Remember to press the

RReettuurrnn key in the text box to record the

change.

applet 6 Student t Distribution
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Chi-Squared Distribution  The density function of another very useful random vari-
able is exhibited next.

The second graph is the same as the one

above except the comparison to the

normal distribution has been removed.

This graph is a little easier to use to find

critical values of t or to find the

probability of specific values of t.

Applet Exercises

The following exercises refer to Graph 1.

6.1 Set the degrees of freedom equal 

to 2. For values (on the horizontal

axis) near 0, which curve is higher?

The higher curve is more likely to

have observations in that region.

6.2 Again for df � 2, for values around

either �4 or �4, which curve is

higher? In other words, which

distribution is more likely to have

extreme values—the normal (red) or

Student t (blue) distribution?

The following exercises refer to Graph 2.

6.3 As you use the scrollbar to increase

(slowly) the degrees of freedom,

what happens to the value of t.025

and �t.025?

6.4 When the degrees of freedom �

100, is there still a small difference

between the critical values of t.025

and z.025? How large do you think

the degrees of freedom would have

to be before the two sets of critical

values were identical?

Chi-Squared Density Function
The chi-squared density function is

The parameter � is the number of degrees of freedom, which like the
degrees of freedom of the Student t distribution affects the shape.

 f1x22 =

1
≠1n>22 

1
2n>21x221n>22-1e-x2>2 x2

7 0

Figure 8.27 depicts a chi-squared distribution. As you can see, it is positively
skewed ranging between 0 and �. Like that of the Student t distribution, its shape
depends on its number of degrees of freedom. The effect of increasing the degrees of
freedom is seen in Figure 8.28.

0
x2

f(x2)

n = 1 n = 5

n = 10

FIGURE 8.28  Chi-Squared Distribution with 

� = 1, 5, and 10

0
x2

f(x2)

FIGURE 8.27  Chi-Squared Distribution
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The mean and variance of a chi-squared random variable are

and

Determining Chi-Squared Values  The value of 
2 with � degrees of freedom such
that the area to its right under the chi-squared curve is equal to A is denoted 
2

A,�. We
cannot use �
2

A,� to represent the point such that the area to its left is A (as we did with
the standard normal and Student t values) because 
2 is always greater than 0. To repre-
sent left-tail critical values, we note that if the area to the left of a point is A, the area to
its right must be 1 � A because the entire area under the chi-squared curve (as well as
all continuous distributions) must equal 1. Thus, denotes the point such that the
area to its left is A. See Figure 8.29.

x2
1-A,n

V1x22 = 2n

E1x22 = n

0

A

A

x2

x2

f(x2)

1 – A x2
A

FIGURE 8.29 
2
A and 
2

1-A

Table 5 in Appendix B (reproduced here as Table 8.4) lists critical values of the
chi-squared distribution for degrees of freedom equal to 1 to 30, 40, 50, 60, 70, 80, 90,
and 100. For example, to find the point in a chi-squared distribution with 8 degrees of
freedom such that the area to its right is .05, locate 8 degrees of freedom in the left col-
umn and across the top. The intersection of the row and column contains the
number we seek as shown in Table 8.5; that is,

To find the point in the same distribution such that the area to its left is .05, find the
point such that the area to its right is .95. Locate across the top row and 8 degrees
of freedom down the left column (also shown in Table 8.5). You should see that

x2
.950,8 = 2.73

x2
.950

x2
.050,8 = 15.5

x2
.050
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�

1 0.000039 0.000157 0.000982 0.00393 0.0158 2.71 3.84 5.02 6.63 7.88

2 0.0100 0.0201 0.0506 0.103 0.211 4.61 5.99 7.38 9.21 10.6

3 0.072 0.115 0.216 0.352 0.584 6.25 7.81 9.35 11.3 12.8

4 0.207 0.297 0.484 0.711 1.06 7.78 9.49 11.1 13.3 14.9

5 0.412 0.554 0.831 1.15 1.61 9.24 11.1 12.8 15.1 16.7

6 0.676 0.872 1.24 1.64 2.20 10.6 12.6 14.4 16.8 18.5

7 0.989 1.24 1.69 2.17 2.83 12.0 14.1 16.0 18.5 20.3

8 1.34 1.65 2.18 2.73 3.49 13.4 15.5 17.5 20.1 22.0

9 1.73 2.09 2.70 3.33 4.17 14.7 16.9 19.0 21.7 23.6

10 2.16 2.56 3.25 3.94 4.87 16.0 18.3 20.5 23.2 25.2

11 2.60 3.05 3.82 4.57 5.58 17.3 19.7 21.9 24.7 26.8

12 3.07 3.57 4.40 5.23 6.30 18.5 21.0 23.3 26.2 28.3

13 3.57 4.11 5.01 5.89 7.04 19.8 22.4 24.7 27.7 29.8

14 4.07 4.66 5.63 6.57 7.79 21.1 23.7 26.1 29.1 31.3

15 4.60 5.23 6.26 7.26 8.55 22.3 25.0 27.5 30.6 32.8

16 5.14 5.81 6.91 7.96 9.31 23.5 26.3 28.8 32.0 34.3

17 5.70 6.41 7.56 8.67 10.09 24.8 27.6 30.2 33.4 35.7

18 6.26 7.01 8.23 9.39 10.86 26.0 28.9 31.5 34.8 37.2

19 6.84 7.63 8.91 10.12 11.65 27.2 30.1 32.9 36.2 38.6

20 7.43 8.26 9.59 10.85 12.44 28.4 31.4 34.2 37.6 40.0

21 8.03 8.90 10.28 11.59 13.24 29.6 32.7 35.5 38.9 41.4

22 8.64 9.54 10.98 12.34 14.04 30.8 33.9 36.8 40.3 42.8

23 9.26 10.20 11.69 13.09 14.85 32.0 35.2 38.1 41.6 44.2

24 9.89 10.86 12.40 13.85 15.66 33.2 36.4 39.4 43.0 45.6

25 10.52 11.52 13.12 14.61 16.47 34.4 37.7 40.6 44.3 46.9

26 11.16 12.20 13.84 15.38 17.29 35.6 38.9 41.9 45.6 48.3

27 11.81 12.88 14.57 16.15 18.11 36.7 40.1 43.2 47.0 49.6

28 12.46 13.56 15.31 16.93 18.94 37.9 41.3 44.5 48.3 51.0

29 13.12 14.26 16.05 17.71 19.77 39.1 42.6 45.7 49.6 52.3

30 13.79 14.95 16.79 18.49 20.60 40.3 43.8 47.0 50.9 53.7

40 20.71 22.16 24.43 26.51 29.05 51.8 55.8 59.3 63.7 66.8

50 27.99 29.71 32.36 34.76 37.69 63.2 67.5 71.4 76.2 79.5

60 35.53 37.48 40.48 43.19 46.46 74.4 79.1 83.3 88.4 92.0

70 43.28 45.44 48.76 51.74 55.33 85.5 90.5 95.0 100 104

80 51.17 53.54 57.15 60.39 64.28 96.6 102 107 112 116

90 59.20 61.75 65.65 69.13 73.29 108 113 118 124 128

100 67.33 70.06 74.22 77.93 82.36 118 124 130 136 140

x2
.005x2

.010x2
.025x2

.050x2
.100x2

.900x2
.950x2

.975x2
.990x2

.995

TABLE 8.4 Critical Values of 
2

TABLE 8.5 Critical Values of and x2
.950,8x2

.05,8

DEGREES OF
FREEDOM

1 0.000039 0.000157 0.000982 0.00393 0.0158 2.71 3.84 5.02 6.63 7.88

2 0.0100 0.0201 0.0506 0.103 0.211 4.61 5.99 7.38 9.21 10.6

3 0.072 0.115 0.216 0.352 0.584 6.25 7.81 9.35 11.3 12.8

4 0.207 0.297 0.484 0.711 1.06 7.78 9.49 11.1 13.3 14.9

5 0.412 0.554 0.831 1.15 1.61 9.24 11.1 12.8 15.1 16.7

6 0.676 0.872 1.24 1.64 2.20 10.6 12.6 14.4 16.8 18.5

7 0.989 1.24 1.69 2.17 2.83 12.0 14.1 16.0 18.5 20.3

8 1.34 1.65 2.18 2.73 3.49 13.4 15.5 17.5 20.1 22.0

9 1.73 2.09 2.70 3.33 4.17 14.7 16.9 19.0 21.7 23.6

10 2.16 2.56 3.25 3.94 4.87 16.0 18.3 20.5 23.2 25.2

11 2.60 3.05 3.82 4.57 5.58 17.3 19.7 21.9 24.7 26.8

x2
.005x2

.010x2
.025x2

.050x2
.100x2

.900x2
.950x2

.975x2
.990x2

.995
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300 C H A P T E R  8

For values of degrees of freedom greater than 100, the chi-squared distribution can
be approximated by a normal distribution with � � � and .

Using the Computer

s = 22n

E X C E L

I N S T R U C T I O N S

To calculate , type into any cell

For example, .

To determine , type

For example, =  CHIINV1.10, 32 = 6.25

=  CHIINV13A4, 3n42
xA,n

CHIDIST16.25, 32 = .100

=  CHIDIST13x4, 3n42
P1x2

7 x2

M I N I T A B

I N S T R U C T I O N S

Click Calc, Probability Distributions, and Chi-square . . . . Specify the Degrees of
freedom.

SEEING STATISTICS

Like the Student t applet, this applet

allows you to see how the degrees of

freedom affect the shape of the chi-

squared distribution. Additionally, you

can use the applet to determine

probabilities and values of the chi-

squared random variable.

Use the right slider to change the

degrees of freedom. Use the text boxes

to change either the value of ChiSq or

the probability. Remember to press the

RReettuurrnn key in the text box to record the

change.

Applet Exercises

7.1 What happens to the shape of the

chi-squared distribution as the

degrees of freedom increase?

7.2 Describe what happens to when

the degrees of freedom increase.

x2
.05 7.3 Describe what happens to when

the degrees of freedom increase.

x2
.95

applet 7 Chi-Squared Distribution
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F Distribution

The density function of the F distribution is given in the box.

F Density Function

where F ranges from 0 to � and �1 and �2 are the parameters of the distrib-
ution called degrees of freedom. For reasons that are clearer in Chapter 13,
we call �1 the numerator degrees of freedom and �2 the denominator degrees of
freedom.

f1F2 =

≠¢ n1 + n2

2
≤

≠¢ n1

2
≤≠¢ n2

2
≤ ¢ n1

n2
≤ n1

2
 

F
n1 -2

2¢1 +

n1F

n2
≤ n1 +n2

2

 F 7 0

The mean and variance of an F random variable are

and

Notice that the mean depends only on the denominator degrees of freedom and that for
large �2 the mean of the F distribution is approximately 1. Figure 8.30 describes the
density function when it is graphed. As you can see, the F distribution is positively
skewed. Its actual shape depends on the two numbers of degrees of freedom.

V1F2 =

2n2
21n1 + n2 - 22

n11n2 - 2221n2 - 42 n2 7 4

E1F2 =

n2

n2 - 2
 n2 7 2

Determining Values of F We define as the value of F with �1 and �2 degrees
of freedom such that the area to its right under the curve is A; that is,

P1F 7 FA,n1,n2
2 = A

FA,n1,n2

0

f(F)

F

FIGURE 8.30 F Distribution
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302 C H A P T E R  8

�1

�2 1 2 3 4 5 6 7 8 9 10

1 161 199 216 225 230 234 237 239 241 242

2 18.5 19.0 19.2 19.2 19.3 19.3 19.4 19.4 19.4 19.4

3 10.1 9.55 9.28 9.12 9.01 8.94 8.89 8.85 8.81 8.79

4 7.71 6.94 6.59 6.39 6.26 6.16 6.09 6.04 6.00 5.96

5 6.61 5.79 5.41 5.19 5.05 4.95 4.88 4.82 4.77 4.74

6 5.99 5.14 4.76 4.53 4.39 4.28 4.21 4.15 4.10 4.06

7 5.59 4.74 4.35 4.12 3.97 3.87 3.79 3.73 3.68 3.64

8 5.32 4.46 4.07 3.84 3.69 3.58 3.50 3.44 3.39 3.35

9 5.12 4.26 3.86 3.63 3.48 3.37 3.29 3.23 3.18 3.14

10 4.96 4.10 3.71 3.48 3.33 3.22 3.14 3.07 3.02 2.98

11 4.84 3.98 3.59 3.36 3.20 3.09 3.01 2.95 2.90 2.85

12 4.75 3.89 3.49 3.26 3.11 3.00 2.91 2.85 2.80 2.75

13 4.67 3.81 3.41 3.18 3.03 2.92 2.83 2.77 2.71 2.67

14 4.60 3.74 3.34 3.11 2.96 2.85 2.76 2.70 2.65 2.60

15 4.54 3.68 3.29 3.06 2.90 2.79 2.71 2.64 2.59 2.54

16 4.49 3.63 3.24 3.01 2.85 2.74 2.66 2.59 2.54 2.49

17 4.45 3.59 3.20 2.96 2.81 2.70 2.61 2.55 2.49 2.45

18 4.41 3.55 3.16 2.93 2.77 2.66 2.58 2.51 2.46 2.41

19 4.38 3.52 3.13 2.90 2.74 2.63 2.54 2.48 2.42 2.38

20 4.35 3.49 3.10 2.87 2.71 2.60 2.51 2.45 2.39 2.35

22 4.30 3.44 3.05 2.82 2.66 2.55 2.46 2.40 2.34 2.30

24 4.26 3.40 3.01 2.78 2.62 2.51 2.42 2.36 2.30 2.25

26 4.23 3.37 2.98 2.74 2.59 2.47 2.39 2.32 2.27 2.22

28 4.20 3.34 2.95 2.71 2.56 2.45 2.36 2.29 2.24 2.19

30 4.17 3.32 2.92 2.69 2.53 2.42 2.33 2.27 2.21 2.16

35 4.12 3.27 2.87 2.64 2.49 2.37 2.29 2.22 2.16 2.11

40 4.08 3.23 2.84 2.61 2.45 2.34 2.25 2.18 2.12 2.08

45 4.06 3.20 2.81 2.58 2.42 2.31 2.22 2.15 2.10 2.05

50 4.03 3.18 2.79 2.56 2.40 2.29 2.20 2.13 2.07 2.03

60 4.00 3.15 2.76 2.53 2.37 2.25 2.17 2.10 2.04 1.99

70 3.98 3.13 2.74 2.50 2.35 2.23 2.14 2.07 2.02 1.97

80 3.96 3.11 2.72 2.49 2.33 2.21 2.13 2.06 2.00 1.95

90 3.95 3.10 2.71 2.47 2.32 2.20 2.11 2.04 1.99 1.94

100 3.94 3.09 2.70 2.46 2.31 2.19 2.10 2.03 1.97 1.93

120 3.92 3.07 2.68 2.45 2.29 2.18 2.09 2.02 1.96 1.91

140 3.91 3.06 2.67 2.44 2.28 2.16 2.08 2.01 1.95 1.90

160 3.90 3.05 2.66 2.43 2.27 2.16 2.07 2.00 1.94 1.89

180 3.89 3.05 2.65 2.42 2.26 2.15 2.06 1.99 1.93 1.88

200 3.89 3.04 2.65 2.42 2.26 2.14 2.06 1.98 1.93 1.88

� 3.84 3.00 2.61 2.37 2.21 2.10 2.01 1.94 1.88 1.83

TABLE 8.6 Critical Values of FA for A � .05

Because the F random variable like the chi-squared can equal only positive values,
we define as the value such that the area to its left is A. Figure 8.31 depicts this

notation. Table 6 in Appendix B provides values of for A � .05, .025, .01, and .005.
Part of Table 6 is reproduced here as Table 8.6.

FA,n1,n2

F1-A,n1,n2
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0

A

A

F
F1 – A FA

f(F)

FIGURE 8.31 F1–A and FA

Values of are unavailable. However, we do not need them because we can

determine from . Statisticians can show that

To determine any critical value, find the numerator degrees of freedom �1 across
the top of Table 6 and the denominator degrees of freedom �2 down the left column.
The intersection of the row and column contains the number we seek. To illustrate,
suppose that we want to find F.05,5,7. Table 8.7 shows how this point is found. Locate
the numerator degrees of freedom, 5, across the top and the denominator degrees of
freedom, 7, down the left column. The intersection is 3.97. Thus, F.05,5,7 � 3.97.

F1-A,n1,n2
=

1
FA,n2,n1

FA,n1,n2
F1-A,n1,n2

F1-A,n1,n2

TABLE 8.7 F.05,5,7

�1 NUMERATOR DEGREES OF FREEDOM

�2 1 2 3 4 5 6 7 8 9

1 161 199 216 225 230 234 237 239 241

2 18.5 19.0 19.2 19.2 19.3 19.3 19.4 19.4 19.4

3 10.1 9.55 9.28 9.12 9.01 8.94 8.89 8.85 8.81

4 7.71 6.94 6.59 6.39 6.26 6.16 6.09 6.04 6.00

5 6.61 5.79 5.41 5.19 5.05 4.95 4.88 4.82 4.77

6 5.99 5.14 4.76 4.53 4.39 4.28 4.21 4.15 4.1

7 5.59 4.74 4.35 4.12 3.97 3.87 3.79 3.73 3.68

8 5.32 4.46 4.07 3.84 3.69 3.58 3.5 3.44 3.39

9 5.12 4.26 3.86 3.63 3.48 3.37 3.29 3.23 3.18

10 4.96 4.10 3.71 3.48 3.33 3.22 3.14 3.07 3.02

Denominator Degrees 

of Freedom 

Note that the order in which the degrees of freedom appear is important. To find
F.05,7,5 (numerator degrees of freedom � 7, and denominator degrees of freedom � 5),
we locate 7 across the top and 5 down the side. The intersection is F.05,7,5 � 4.88.

Suppose that we want to determine the point in an F distribution with �1 � 4 and
�2 � 8 such that the area to its right is .95. Thus,

F.95,4,8 =

1
F.05,8,4

=

1
6.04

= .166
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Using the Computer

E X C E L

I N S T R U C T I O N S

For probabilities, type

For example, .
To determine , type

For example, .=  FINV1.05, 5, 72 = 3.97

=  FINV13A4, 3n14, 3n242
FA,n1,n2

=  FDIST13.97, 5, 72 = .05

=  FDIST13X4, 3n14, 3n242

M I N I T A B

I N S T R U C T I O N S

Click Calc, Probability Distributions, and F . . . . Specify the Numerator degrees of
freedom and the Denominator degrees of freedom.

SEEING STATISTICS

The graph shows the F distribution. Use

the left and right sliders to change the

numerator and denominator degrees of

freedom, respectively. Use the text boxes

to change either the value of F or the

probability. Remember to press the RReettuurrnn

key in the text box to record the change.

Applet Exercises

8.1 Set the numerator degrees of

freedom equal to 1. What happens

to the shape of the F distribution as

the denominator degrees of

freedom increase?

8.2 Set the numerator degrees of

freedom equal to 10. What happens

to the shape of the F distribution as

the denominator degrees of

freedom increase?

8.3 Describe what happens to F.05 when

either the numerator or the

denominator degrees of freedom

increase.

8.4 Describe what happens to F.95 when

either the numerator or the denom-

inator degrees of freedom increase.

applet 8 F Distribution
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Some of the following exercises require the use of a computer and
software.

8.83 Use the t table (Table 4) to find the following values
of t.
a. t.10,15 b. t.10,23 c. t.025,83 d. t.05,195

8.84 Use the t table (Table 4) to find the following values
of t.
a. t.005,33 b. t.10,600 c. t.05,4 d. t.01,20

8.85 Use a computer to find the following values of t.
a. t.10,15 b. t.10,23 c. t.025,83 d. t.05,195

8.86 Use a computer to find the following values of t.
a. t.05,143 b. t.01,12 c. t.025,� d. t.05,100

8.87 Use a computer to find the following probabilities.
a. b.
c. d.

8.88 Use a computer to find the following probabilities.
a. b.
c. d.

8.89 Use the 
2 table (Table 5) to find the following 
values of 
2.
a. b. c. d.

8.90 Use the 
2 table (Table 5) to find the following val-
ues of 
2.
a. b. c. d.

8.91 Use a computer to find the following values of 
2.
a. b. c. d. x2

.10,17x2
.50,17x2

.40,100x2
.25,66

x2
.99,80x2

.10,1x2
.01,30x2

.90,26

x2
.99,60x2

.95,18x2
.01,100x2

.10,5

P1t82 7 1.962P1t1000 7 1.962
P1t421 7 2.002P1t141 7 .942

P1t550 7 1.852P1t159 7 1.332
P1t27 7 1.902P1t64 7 2.122

8.92 Use a computer to find the following values of 
2.
a. b. c. d.

8.93 Use a computer to find the following probabilities.
a. b.
c. d.

8.94 Use a computer to find the following probabilities.
a. b.
c. d.

8.95 Use the F table (Table 6) to find the following values
of F.
a. F.05,3,7 b. F.05,7,3 c. F.025,5,20 d. F.01,12,60

8.96 Use the F table (Table 6) to find the following values
of F.
a. F.025,8,22 b. F.05,20,30
c. F.01,9,18 d. F.025,24,10

8.97 Use a computer to find the following values of F.
a. F.05,70,70 b. F.01,45,100
c. F.025,36,50 d. F.05,500,500

8.98 Use a computer to find the following values of F.
a. F.01,100,150 b. F.05,25,125
c. F.01,11,33 d. F.05,300,800

8.99 Use a computer to find the following probabilities.
a. b. 
c. d. 

8.100 Use a computer to find the following probabilities.
a. b. 
c. d. P1F17,37 7 2.82P1F66,148 7 2.12

P1F35,100 7 1.32P1F600,800 7 1.12

P1F200,400 7 1.12P1F34,62 7 1.82
P1F18,63 7 1.42P1F7,20 7 2.52

P1x2
120 7 1002P1x2

600 7 5002
P1x2

36 7 252P1x2
250 7 2502

P1x2
1000 7 4502P1x2

88 7 602
P1x2

200 7 1252P1x2
73 7 802

x2
.10,233x2

.99,43x2
.05,800x2

.99,55

E X E R C I S E S

C H A P T E R S U M M A R Y

This chapter dealt with continuous random variables and
their distributions. Because a continuous random variable
can assume an infinite number of values, the probability
that the random variable equals any single value is 0.
Consequently, we address the problem of computing the
probability of a range of values. We showed that the proba-
bility of any interval is the area in the interval under the
curve representing the density function.

We introduced the most important distribution in
statistics and showed how to compute the probability that

a normal random variable falls into any interval.
Additionally, we demonstrated how to use the normal
table backward to find values of a normal random variable
given a probability. Next we introduced the exponential
distribution, a distribution that is particularly useful in
several management-science applications. Finally, we pre-
sented three more continuous random variables and their
probability density functions. The Student t, chi-
squared, and F distributions will be used extensively in
statistical inference.
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Probability/Random Variable Excel Minitab

Normal probability 282 282
Normal random variable 282 282
Exponential probability 289 290
Exponential random variable 289 290
Student t probability 296 296
Student t random variable 296 296
Chi-squared probability 300 300
Chi-squared random variable 300 300
F probability 304 304
F random variable 304 304

306 C H A P T E R  8

I M P O R T A N T  T E R M S

Probability density function 265
Uniform probability distribution 266
Rectangular probability distribution 266
Normal distribution 270
Normal random variable 270
Standard normal random variable 272

Exponential distribution 287
Student t distribution 291
Degrees of freedom 292
Chi-squared distribution 297
F distribution 301

S Y M B O L S

Symbol Pronounced Represents

� pi 3.14159 . . .
zA z-sub-A or z-A Value of Z such that area to its right is A
� nu Degrees of freedom
tA t-sub-A or t-A Value of t such that area to its right is A

chi-squared-sub-A Value of chi-squared such that area to its right 
or chi-squared-A is A

F-sub-A or F-A Value of F such that area to its right is A
�1 nu-sub-one or nu-one Numerator degrees of freedom
�2 nu-sub-two or nu-two Denominator degrees of freedom

FA

x2
A
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9
SAMPLING DISTRIBUTIONS

9.1 Sampling Distribution of the Mean

9.2 Sampling Distribution of a Proportion

9.3 Sampling Distribution of the Difference between Two Means

9.4 From Here to Inference

Salaries of a Business School’s Graduates

Deans and other faculty members in professional schools often monitor how well the graduates of

their programs fare in the job market. Information about the types of jobs and their salaries may

provide useful information about the success of a program.

In the advertisements for a large university, the dean of the School of Business claims that the

average salary of the school’s graduates one year after graduation is $800 per week, with a standard

deviation of $100. A second-year student in the business school who has just completed his statistics

course would like to check whether the claim about the mean is correct. He does a survey of 25 people

who graduated one year earlier and determines their weekly salary. He discovers the sample mean to be

$750. To interpret his finding, he needs to calculate the probability that a sample of 25 graduates

would have a mean of $750 or less when the population mean is $800 and the standard deviation is

$100. After calculating the probability, he needs to draw some conclusion.

See page 317 for the

answer.

© Lester Lefkowitz/Getty Images
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9.1 SAMPLING DISTRIBUTION OF THE MEAN

A sampling distribution is created by, as the name suggests, sampling. There are two
ways to create a sampling distribution. The first is to actually draw samples of the same
size from a population, calculate the statistic of interest, and then use descriptive tech-
niques to learn more about the sampling distribution. The second method relies on the
rules of probability and the laws of expected value and variance to derive the sampling
distribution. We’ll demonstrate the latter approach by developing the sampling distrib-
ution of the mean of two dice.

Sampling Distribution of the Mean of Two Dice

The population is created by throwing a fair die infinitely many times, with the random
variable X indicating the number of spots showing on any one throw. The probability
distribution of the random variable X is as follows:

x 1 2 3 4 5 6

p(x) 1/6 1/6 1/6 1/6 1/6 1/6

The population is infinitely large because we can throw the die infinitely many
times (or at least imagine doing so). From the definitions of expected value and variance
presented in Section 7.1, we calculate the population mean, variance, and standard 
deviation.

Population mean:

= 3.5

= 1(1>6) + 2(1>6) + 3(1>6) + 4(1>6) + 5(1>6) + 6(1>6)

m = a xP(x)

T
his chapter introduces the sampling distribution, a fundamental element in statisti-
cal inference. We remind you that statistical inference is the process of converting
data into information. Here are the parts of the process we have thus far dis-

cussed:

1. Parameters describe populations.

2. Parameters are almost always unknown.

3. We take a random sample of a population to obtain the necessary data.

4. We calculate one or more statistics from the data.

For example, to estimate a population mean, we compute the sample mean.
Although there is very little chance that the sample mean and the population mean are
identical, we would expect them to be quite close. However, for the purposes of statisti-
cal inference, we need to be able to measure how close. The sampling distribution pro-
vides this service. It plays a crucial role in the process because the measure of proximity
it provides is the key to statistical inference.

INTRODUCTION
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Population variance:

Population standard deviation:

The sampling distribution is created by drawing samples of size 2 from the popula-
tion. In other words, we toss two dice. Figure 9.1 depicts this process in which we com-
pute the mean for each sample. Because the value of the sample mean varies randomly
from sample to sample, we can regard as a new random variable created by sampling.
Table 9.1 lists all the possible samples and their corresponding values of .x

X

s = 2s2
= 22.92 = 1.71

= 2.92

+ (5 - 3.5)2(1>6) + (6 - 3.5)2(1>6)

= (1 - 3.5)2(1>6) + (2 - 3.5)2(1>6) + (3 - 3.5)2(1>6) + (4 - 3.5)2(1>6)

s2
= a (x - m)2P(x)

Infinitely many
1's, 2's, . . . , 6's

Parameters:

Population
1, 1  x– = 1.0

1, 2  x– = 1.5

.

.

.

6, 6  x– = 6.0

m = 3.5
s 2 = 2.92

FIGURE 9.1 Drawing Samples of Size 2 from a Population

TABLE 9.1 All Samples of Size 2 and Their Means

SAMPLE x SAMPLE x SAMPLE x

1, 1 1.0 3, 1 2.0 5, 1 3.0

1, 2 1.5 3, 2 2.5 5, 2 3.5

1, 3 2.0 3, 3 3.0 5, 3 4.0

1, 4 2.5 3, 4 3.5 5, 4 4.5

1, 5 3.0 3, 5 4.0 5, 5 5.0

1, 6 3.5 3, 6 4.5 5, 6 5.5

2, 1 1.5 4, 1 2.5 6, 1 3.5

2, 2 2.0 4, 2 3.0 6, 2 4.0

2, 3 2.5 4, 3 3.5 6, 3 4.5

2, 4 3.0 4, 4 4.0 6, 4 5.0

2, 5 3.5 4, 5 4.5 6, 5 5.5

2, 6 4.0 4, 6 5.0 6, 6 6.0

There are 36 different possible samples of size 2; because each sample is equally likely,
the probability of any one sample being selected is 1/36. However, can assume only 11
different possible values: 1.0, 1.5, 2.0, . . . , 6.0, with certain values of occurring more fre-
quently than others. The value occurs only once, so its probability is 1/36. 
The value can occur in two ways—(1, 2) and (2, 1)—each having the same 
probability (1/36). Thus, . The probabilities of the other values of xP(x = 1.5) = 2>36

x = 1.5
x = 1.0

x
x
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310 C H A P T E R  9

are determined in similar fashion, and the resulting sampling distribution of the 
sample mean is shown in Table 9.2.

TABLE 9.2 Sampling Distribution of X
—

xx— P(xx—)

1.0 1/36

1.5 2/36

2.0 3/36

2.5 4/36

3.0 5/36

3.5 6/36

4.0 5/36

4.5 4/36

5.0 3/36

5.5 2/36

6.0 1/36

The most interesting aspect of the sampling distribution of is how different it is
from the distribution of X, as can be seen in Figure 9.2.

X

p(
x)

1 2 3 4 5 6

(a)   Distribution of X (b)   Sampling distribution of X

1
–
6

x

p(
x– )

2 3 4 5 6

6––36

4––36

2––36

1
 x–

FIGURE 9.2 Distributions of X and X
—

We can also compute the mean, variance, and standard deviation of the sampling
distribution. Once again using the definitions of expected value and variance, we deter-
mine the following parameters of the sampling distribution.

Mean of the sampling distribution of :

Notice that the mean of the sampling distribution of is equal to the mean of the pop-
ulation of the toss of a die computed previously.

Variance of the sampling distribution of :

It is no coincidence that the variance of the sampling distribution of is exactly half
of the variance of the population of the toss of a die (computed previously as �2 � 2.92).

Standard deviation of the sampling distribution of :

sx = 2s2
x = 21.46 = 1.21

X

X

= 1.46

= (1.0 - 3.5)2(1>36) + (1.5 - 3.5)2(2>36) +
Á

+ (6.0 - 3.5)2(1>36)

s2
 x = a (x - mx)

2P(x)

X

X

= 3.5

= 1.0(1>36) + 1.5(2>36) +
Á

+ 6.0(1>36)

mx = a xP(x)

X
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311S A M P L I N G  D I S T R I B U T I O N S

It is important to recognize that the distribution of is different from the distrib-
ution of X as depicted in Figure 9.2. However, the two random variables are related.
Their means are the same and their variances are related .(sx

2
= s2/2)(mx = m = 3.5)

X

FIGURE 9.3 Sampling Distributions of X
—

for n � 5, 10, and 25

1

.6

.5

.4

.3

.2

.1

0

3.5 6
x

p(
x– )

1

.6

.5

.4

.3

.2

.1

0

3.5 6

.7

.8

p(
x– )

x

1

1

.8

.6

.4

.2

0

3.5 6

1.2

1.4

p(
x– )

x

Don’t get lost in the terminology and notation. Remember that and �2 are the
parameters of the population of X. To create the sampling distribution of , we repeat-
edly drew samples of size n � 2 from the population and calculated for each sample.
Thus, we treat as a brand-new random variable, with its own distribution, mean, and
variance. The mean is denoted , and the variance is denoted .sx

2mx

X
x

X
m

If we now repeat the sampling process with the same population but with other val-
ues of n, we produce somewhat different sampling distributions of . Figure 9.3 shows
the sampling distributions of when n � 5, 10, and 25.X

X
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312 C H A P T E R  9

For each value of n, the mean of the sampling distribution of is the mean of the
population from which we’re sampling; that is,

The variance of the sampling distribution of the sample mean is the variance of the
population divided by the sample size:

The standard deviation of the sampling distribution is called the standard error of
the mean; that is,

As you can see, the variance of the sampling distribution of is less than the vari-
ance of the population we’re sampling from all sample sizes. Thus, a randomly selected
value of (the mean of the number of spots observed in, say, five throws of the die) is
likely to be closer to the mean value of 3.5 than is a randomly selected value of X (the
number of spots observed in one throw). Indeed, this is what you would expect, because
in five throws of the die you are likely to get some 5s and 6s and some 1s and 2s, which
will tend to offset one another in the averaging process and produce a sample mean rea-
sonably close to 3.5. As the number of throws of the die increases, the probability that
the sample mean will be close to 3.5 also increases. Thus, we observe in Figure 9.3 that
the sampling distribution of becomes narrower (or more concentrated about the
mean) as n increases.

Another thing that happens as n gets larger is that the sampling distribution of 
becomes increasingly bell shaped. This phenomenon is summarized in the central
limit theorem.

x

X

X

X

sx =

s

2n

sx
2

=

s2

n

mx = m = 3.5

X

Central Limit Theorem
The sampling distribution of the mean of a random sample drawn from any
population is approximately normal for a sufficiently large sample size. The
larger the sample size, the more closely the sampling distribution of will
resemble a normal distribution.

X

The accuracy of the approximation alluded to in the central limit theorem depends
on the probability distribution of the population and on the sample size. If the popula-
tion is normal, then is normally distributed for all values of n. If the population is
nonnormal, then is approximately normal only for larger values of n. In many practi-
cal situations, a sample size of 30 may be sufficiently large to allow us to use the normal
distribution as an approximation for the sampling distribution of . However, if the
population is extremely nonnormal (for example, bimodal and highly skewed distribu-
tions), the sampling distribution will also be nonnormal even for moderately large 
values of n.

Sampling Distribution of the Mean of Any Population We can extend the dis-
coveries we’ve made to all infinitely large populations. Statisticians have shown that the
mean of the sampling distribution is always equal to the mean of the population and that

X

X
X
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the standard error is equal to for infinitely large populations. (In Keller’s website
Appendix Using the Laws of Expected Value and Variance to Derive the Parameters of
Sampling Distributions we describe how to mathematically prove that and

.) However, if the population is finite the standard error is

where N is the population size and is called the finite population correction
factor. (The source of the correction factor is provided in Keller’s website Appendix
Hypergeometric Distribution.) An analysis (see Exercises 9.13 and 9.14) reveals that if
the population size is large relative to the sample size, then the finite population correc-
tion factor is close to 1 and can be ignored. As a rule of thumb, we will treat any popu-
lation that is at least 20 times larger than the sample size as large. In practice, most
applications involve populations that qualify as large because if the population is small,
it may be possible to investigate each member of the population, and in so doing, calcu-
late the parameters precisely. As a consequence, the finite population correction factor
is usually omitted.

We can now summarize what we know about the sampling distribution of the 
sample mean for large populations.

3N - n
N - 1

sx =

s

2nA
N - n
N - 1

sx
2

= s2>n
mx = m

s>2n

Sampling Distribution of the Sample Mean

1.
2. and 
3. If X is normal, then is normal. If X is nonnormal, then is

approximately normal for sufficiently large sample sizes. The definition
of “sufficiently large” depends on the extent of nonnormality of X.

XX

sx = s>2ns2
x = s2>n
mx = m

Creating the Sampling Distribution Empirically

In the previous analysis, we created the sampling distribution of the mean theoreti-
cally. We did so by listing all the possible samples of size 2 and their probabilities.
(They were all equally likely with probability 1/36.) From this distribution, we pro-
duced the sampling distribution. We could also create the distribution empirically by
actually tossing two fair dice repeatedly, calculating the sample mean for each sample,
counting the number of times each value of occurs, and computing the relative fre-
quencies to estimate the theoretical probabilities. If we toss the two dice a large
enough number of times, the relative frequencies and theoretical probabilities (com-
puted previously) will be similar. Try it yourself. Toss two dice 500 times, calculate
the mean of the two tosses, count the number of times each sample mean occurs, and
construct the histogram representing the sampling distribution. Obviously, this
approach is far from ideal because of the excessive amount of time required to toss the
dice enough times to make the relative frequencies good approximations for the the-
oretical probabilities. However, we can use the computer to quickly simulate tossing
dice many times.

X
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SEEING STATISTICS

This applet has two parts. The first part

simulates the tossing of one fair die.

You can toss 1 at a time, 10 at a time, or

100 at a time. The histogram of the

cumulative results is shown. The second

part allows you to simulate tossing 

2 dice one set at a time, 10 sets a time,

or 100 sets a time. The histogram of the

means of the cumulative results is

exhibited. To start again, click RReeffrreesshh or

RReellooaadd on the browser menu. The value

N represents the number of sets. The

larger the value of N, the closer the

histogram approximates the theoretical

distribution.

Applet Exercises

Simulate 2,500 tosses of one fair die

and 2,500 tosses of two fair dice.

9.1 Does the simulated probability

distribution of one die look like the

theoretical distribution displayed in

Figure 9.2? Discuss the reason for

the deviations.

9.2 Does the simulated sampling

distribution of the mean of two dice

look like the theoretical distribution

displayed in Figure 9.2? Discuss the

reason for the deviations.

9.3 Do the distribution of one die and

the sampling distribution of the

mean of two dice have the same or

different shapes? How would you

characterize the difference?

9.4 Do the centers of the distribution of

one die and the sampling

distribution of the mean of two

dice appear to be about the same?

9.5 Do the spreads of the distribution

of one die and the sampling

distribution of the mean of two

dice appear to be about the same?

Which one has the smaller spread?

applet 9 Fair Dice 1

SEEING STATISTICS

This applet allows you to simulate

tossing 12 fair dice and drawing the

sampling distribution of the mean. As

was the case with the previous applet,

you can toss 1 set, 10 sets, or 100 sets.

To start again, click RReeffrreesshh or RReellooaadd

on the browser menu.

Applet Exercises

Simulate 2,500 tosses of 12 fair dice.

10.1 Does the simulated sampling

distribution of appear to be bell

shaped?

10.2 Does it appear that the simulated

sampling distribution of the mean

of 12 fair dice is narrower than that

of 2 fair dice? Explain why this is so.

X

applet 10 Fair Dice 2
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SEEING STATISTICS

This applet has two parts. The first part

simulates the tossing of a loaded die.

“Loaded” refers to the inequality of the

probabilities of the six outcomes. You

can toss 1 at a time, 10 at a time, or 

100 at a time. The second part allows

you to simulate tossing 12 loaded dice 1

set at a time, 10 sets a time, or 100 sets

at a time.

Applet Exercises

Simulate 2,500 tosses of one loaded die.

11.1 Estimate the probability of each

value of X.

11.2 Use the estimated probabilities to

compute the expected value, vari-

ance, and standard deviation of X.

Simulate 2,500 tosses of 12 loaded dice.

11.3 Does it appear that the mean of

the simulated sampling

distribution of is equal to 3.5?

11.4 Does it appear that the standard

deviation of the simulated

sampling distribution of the mean

X

of 12 loaded dice is greater than

that for 12 fair dice? Explain why

this is so.

11.5 Does the simulated sampling

distribution of the mean of 12

loaded dice appear to be bell

shaped? Explain why this is so.

applet 11 Loaded Dice

SEEING STATISTICS

This applet has two parts. The first part

simulates the tossing of a skewed die.

You can toss it 1 at a time, 10 at a time,

or 100 at a time. The second part allows

you to simulate tossing 2 dice 1 set at a

time, 10 sets a time, or 100 sets at a

time

Applet Exercises

Simulate 2,500 tosses of one skewed die.

12.1 Estimate the probability of each

value of X.

12.2 Use the estimated probabilities to

compute the expected value, vari-

ance, and standard deviation of X.

Simulate 2,500 tosses of 12 skewed dice.

12.3. Does it appear that the mean of

the simulated sampling

distribution of is less than 3.5?X

12.4. Does the simulated sampling

distribution of the mean of 12

skewed dice appear to be bell

shaped? Explain why this is so.

applet 12 Skewed Dice
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E X A M P L E 9.1 Contents of a 32-Ounce Bottle

The foreman of a bottling plant has observed that the amount of soda in each 32-ounce
bottle is actually a normally distributed random variable, with a mean of 32.2 ounces
and a standard deviation of .3 ounce.

a. If a customer buys one bottle, what is the probability that the bottle will contain
more than 32 ounces?

b. If a customer buys a carton of four bottles, what is the probability that the mean
amount of the four bottles will be greater than 32 ounces?

S O L U T I O N

a. Because the random variable is the amount of soda in one bottle, we want to find
, where X is normally distributed, � � 32.2, and � � .3. Hence,

b. Now we want to find the probability that the mean amount of four filled bottles
exceeds 32 ounces; that is, we want . From our previous analysis and
from the central limit theorem, we know the following:

1. is normally distributed.

2.

3.

Hence,

= 1 - P(Z 6 -1.33) = 1 - .0918 = .9082

P(X 7 32) = P¢X - mx

sx

7

32 - 32.2
.15

≤ = P(Z 7 -1.33)

sx = s>2n = .3>24 = .15

mx = m = 32.2

X

P(X 7 32)

= 1 - .2514 = .7486

= 1 - P(Z 6 - .67)

= P(Z 7 - .67)

P(X 7 32) = PaX - m

s
7

32 - 32.2
.3

b
P(X 7 32)

Figure 9.4 illustrates the distributions used in this example.

31.3 31.6 31.9

32

x

.7486

m = 32.2 32.5 32.8 33.1

31.3 31.6 31.9

32

x–

.9082

m– = 32.2 32.5 32.8 33.1x

FIGURE 9.4 Distribution of X and Sampling Distribution of X
—
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In Example 9.l(b), we began with the assumption that both � and � were known.
Then, using the sampling distribution, we made a probability statement about .
Unfortunately, the values of � and � are not usually known, so an analysis such as that
in Example 9.1 cannot usually be conducted. However, we can use the sampling distri-
bution to infer something about an unknown value of � on the basis of a sample mean.

X

Salaries of a Business School’s Graduates: Solution

We want to find the probability that the sample mean is less than $750. Thus, we seek

The distribution of X, the weekly income, is likely to be positively skewed, but not sufficiently so to

make the distribution of nonnormal. As a result, we may assume that is normal with mean

and standard deviation . Thus,

Figure 9.5 illustrates the distribution.

P(X 6 750) = P¢X - mx

sx

6

750 - 800

20
≤ = P(Z 6 -2.5) = .0062

sx = s>2n = 100>225 = 20mx = m = 800

XX

P(X 6 750)

©
 L

el
an

d 
B

ob
be

/G
et

ty
 Im

ag
es

750

.0062

800
x–

FIGURE 9.5 P(X
—

� 750)

The probability of observing a sample mean as low as $750 when the population mean is

$800 is extremely small. Because this event is quite unlikely, we would have to conclude that the

dean’s claim is not justified.

Using the Sampling Distribution for Inference

Our conclusion in the chapter-opening example illustrates how the sampling distribu-
tion can be used to make inferences about population parameters. The first form of
inference is estimation, which we introduce in the next chapter. In preparation for this
momentous occasion, we’ll present another way of expressing the probability associated
with the sampling distribution.

Recall the notation introduced in Section 8.2 (see page 278). We defined zA to be
the value of z such that the area to the right of zA under the standard normal curve is
equal to A. We also showed that z.025 � 1.96. Because the standard normal distribution
is symmetric about 0, the area to the left of �1.96 is also .025. The area between 
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In this section, we established that

is standard normally distributed. Substituting this form of Z into the previous probabil-
ity statement, we produce

With a little algebraic manipulation (multiply all three terms by and add �
to all three terms), we determine

Returning to the chapter-opening example where � � 800, � � 100, and n � 25,
we compute

Thus, we can say that

This tells us that there is a 95% probability that a sample mean will fall between 760.8
and 839.2. Because the sample mean was computed to be $750, we would have to con-
clude that the dean’s claim is not supported by the statistic.

Changing the probability from .95 to .90 changes the probability statement to

We can also produce a general form of this statement:

P¢m - z
a>2
s

2n
6 X 6 m + z

a>2
s

2n
≤ = 1 - a

P¢m - 1.645
s

2n
6 X 6 m + 1.645

s

2n
≤ = .90

P(760.8 6 X 6 839.2) = .95

P¢800 - 1.96
100

225
6 X 6 800 + 1.96

100

225
≤ = .95

P¢m - 1.96
s

2n
6 X 6 m + 1.96

s

2n
≤ = .95

s>2n

P¢ - 1.96 6

X - m

s>2n
6 1.96≤ = .95

Z =

X - m

s>2n

0

z

–1.96 1.96

.025

.95

.025

FIGURE 9.6 P(�1.96 � Z � 1.96) � .05

�1.96 and 1.96 is .95. Figure 9.6 depicts this notation. We can express the notation
algebraically as

P(-1.96 6 Z 6 1.96) = .95
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In this formula (Greek letter alpha) is the probability that does not fall into the
interval. To apply this formula, all we need do is substitute the values for �, �, n, and �.
For example, with � � 800, � � 100, n � 25, and � � .01, we produce

which is another probability statement about . In Section 10.2, we will use a similar
type of probability statement to derive the first statistical inference technique.

X

P(748.5 6 X 6 851.5) = .99

P¢800 - 2.575
100

225
6 X 6 800 + 2.575

100

225
≤ = .99

P¢m - z.005
s

2n
6 X 6 m + z.005

s

2n
≤ = 1 - .01

Xa

9.1 Let X represent the result of the toss of a fair die.
Find the following probabilities.
a.
b.

9.2 Let represent the mean of the toss of two fair dice.
Use the probabilities listed in Table 9.2 to determine
the following probabilities.
a.
b.

9.3 An experiment consists of tossing five balanced dice.
Find the following probabilities. (Determine the
exact probabilities as we did in Tables 9.1 and 9.2 for
two dice.)
a.
b.

9.4 Refer to Exercises 9.1 to 9.3. What do the probabil-
ities tell you about the variances of X and ?

9.5 A normally distributed population has a mean of 40
and a standard deviation of 12. What does the cen-
tral limit theorem say about the sampling distribu-
tion of the mean if samples of size 100 are drawn
from this population?

9.6 Refer to Exercise 9.5. Suppose that the population is
not normally distributed. Does this change your
answer? Explain.

9.7 A sample of n � 16 observations is drawn from a
normal population with � � 1,000 and � � 200.
Find the following.
a.
b.
c.

9.8 Repeat Exercise 9.7 with n � 25.

P(X 7 1,100)
P(X 6 960)
P(X 7 1,050)

X

P(X = 6)
P(X = 1)

P(X = 6)
P(X = 1)

X

P(X = 6)
P(X = 1)

9.9 Repeat Exercise 9.7 with n � 100.

9.10 Given a normal population whose mean is 50 and
whose standard deviation is 5, find the probability
that a random sample of
a. 4 has a mean between 49 and 52.
b. 16 has a mean between 49 and 52.
c. 25 has a mean between 49 and 52.

9.11 Repeat Exercise 9.10 for a standard deviation of 10.

9.12 Repeat Exercise 9.10 for a standard deviation of 20.

9.13 a. Calculate the finite population correction factor
when the population size is N � 1,000 and the
sample size is n � 100.

b. Repeat part (a) when N � 3,000.
c. Repeat part (a) when N � 5,000.
d. What have you learned about the finite population

correction factor when N is large relative to n?

9.14 a. Suppose that the standard deviation of a popula-
tion with N � 10,000 members is 500. Determine
the standard error of the sampling distribution of
the mean when the sample size is 1,000.

b. Repeat part (a) when n � 500.
c. Repeat part (a) when n � 100.

9.15 The heights of North American women are nor-
mally distributed with a mean of 64 inches and a
standard deviation of 2 inches.
a. What is the probability that a randomly selected

woman is taller than 66 inches?
b. A random sample of four women is selected.

What is the probability that the sample mean
height is greater than 66 inches?

c. What is the probability that the mean height of a
random sample of 100 women is greater than 
66 inches?

E X E R C I S E S
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9.16 Refer to Exercise 9.15. If the population of women’s
heights is not normally distributed, which, if any, of
the questions can you answer? Explain.

9.17 An automatic machine in a manufacturing process is
operating properly if the lengths of an important
subcomponent are normally distributed with
mean � 117 cm and standard deviation � 5.2 cm.
a. Find the probability that one selected subcompo-

nent is longer than 120 cm.
b. Find the probability that if four subcomponents

are randomly selected, their mean length exceeds
120 cm.

c. Find the probability that if four subcomponents
are randomly selected, all four have lengths that
exceed 120 cm.

9.18 The amount of time the university professors devote
to their jobs per week is normally distributed with a
mean of 52 hours and a standard deviation of 
6 hours.
a. What is the probability that a professor works for

more than 60 hours per week?
b. Find the probability that the mean amount of

work per week for three randomly selected pro-
fessors is more than 60 hours.

c. Find the probability that if three professors are
randomly selected all three work for more than
60 hours per week.

9.19 The number of pizzas consumed per month by uni-
versity students is normally distributed with a mean
of 10 and a standard deviation of 3.
a. What proportion of students consume more than

12 pizzas per month?
b. What is the probability that in a random sample

of 25 students more than 275 pizzas are con-
sumed? (Hint: What is the mean number of piz-
zas consumed by the sample of 25 students?)

9.20 The marks on a statistics midterm test are normally
distributed with a mean of 78 and a standard devia-
tion of 6.
a. What proportion of the class has a midterm mark

of less than 75?
b. What is the probability that a class of 50 has an

average midterm mark that is less than 75?

9.21 The amount of time spent by North American
adults watching television per day is normally dis-
tributed with a mean of 6 hours and a standard devi-
ation of 1.5 hours.
a. What is the probability that a randomly selected

North American adult watches television for
more than 7 hours per day?

b. What is the probability that the average time
watching television by a random sample of five
North American adults is more than 7 hours?

c. What is the probability that, in a random sample
of five North American adults, all watch televi-
sion for more than 7 hours per day?

9.22 The manufacturer of cans of salmon that are supposed
to have a net weight of 6 ounces tells you that the net
weight is actually a normal random variable with a
mean of 6.05 ounces and a standard deviation of 
.18 ounces. Suppose that you draw a random sample of 
36 cans.
a. Find the probability that the mean weight of the

sample is less than 5.97 ounces.
b. Suppose your random sample of 36 cans of

salmon produced a mean weight that is less than
5.97 ounces. Comment on the statement made
by the manufacturer.

9.23 The number of customers who enter a supermarket
each hour is normally distributed with a mean of 600
and a standard deviation of 200. The supermarket is
open 16 hours per day. What is the probability that
the total number of customers who enter the super-
market in one day is greater than 10,000? (Hint:
Calculate the average hourly number of customers
necessary to exceed 10,000 in one 16-hour day.)

9.24 The sign on the elevator in the Peters Building,
which houses the School of Business and Economics
at Wilfrid Laurier University, states, “Maximum
Capacity 1,140 kilograms (2,500 pounds) or 
16 Persons.” A professor of statistics wonders what
the probability is that 16 persons would weigh more
than 1,140 kilograms. Discuss what the professor
needs (besides the ability to perform the calcula-
tions) in order to satisfy his curiosity.

9.25 Refer to Exercise 9.24. Suppose that the professor dis-
covers that the weights of people who use the elevator
are normally distributed with an average of 
75 kilograms and a standard deviation of 10 kilograms.
Calculate the probability that the professor seeks.

9.26 The time it takes for a statistics professor to mark
his midterm test is normally distributed with a mean
of 4.8 minutes and a standard deviation of 1.3 min-
utes. There are 60 students in the professor’s class.
What is the probability that he needs more than 
5 hours to mark all the midterm tests? (The 
60 midterm tests of the students in this year’s class
can be considered a random sample of the many
thousands of midterm tests the professor has marked
and will mark.)

9.27 Refer to Exercise 9.26. Does your answer change if
you discover that the times needed to mark a
midterm test are not normally distributed?

9.28 The restaurant in a large commercial building 
provides coffee for the building’s occupants. The
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restaurateur has determined that the mean number of
cups of coffee consumed in a day by all the occupants
is 2.0 with a standard deviation of .6. A new tenant of
the building intends to have a total of 125 new
employees. What is the probability that the new
employees will consume more than 240 cups per day?

9.29 The number of pages produced by a fax machine in
a busy office is normally distributed with a mean of
275 and a standard deviation of 75. Determine the
probability that in 1 week (5 days) more than 1,500
faxes will be received?

9. 2 SAMPLING DISTRIBUTION OF A PROPORTION

In Section 7.4, we introduced the binomial distribution whose parameter is p, the prob-
ability of success in any trial. In order to compute binomial probabilities, we assumed
that p was known. However, in the real world p is unknown, requiring the statistics
practitioner to estimate its value from a sample. The estimator of a population propor-
tion of successes is the sample proportion; that is, we count the number of successes in
a sample and compute

( is read as p hat ) where X is the number of successes and n is the sample size. When
we take a sample of size n, we’re actually conducting a binomial experiment; as a result,
X is binomially distributed. Thus, the probability of any value of can be calculated
from its value of X. For example, suppose that we have a binomial experiment with
n � 10 and p � .4. To find the probability that the sample proportion is less than or
equal to .50, we find the probability that X is less than or equal to 5 (because
5/10 � .50). From Table 1 in Appendix B we find with n � 10 and p � .4

We can calculate the probability associated with other values of similarly.
Discrete distributions such as the binomial do not lend themselves easily to the

kinds of calculation needed for inference. And inference is the reason we need sampling
distributions. Fortunately, we can approximate the binomial distribution by a normal
distribution.

What follows is an explanation of how and why the normal distribution can be used
to approximate a binomial distribution. Disinterested readers can skip to page 325,
where we present the approximate sampling distribution of a sample proportion.

(Optional) Normal Approximation to the Binomial Distribution

Recall how we introduced continuous probability distributions in Chapter 8. We devel-
oped the density function by converting a histogram so that the total area in the rectan-
gles equaled 1. We can do the same for a binomial distribution. To illustrate, let X be a
binomial random variable with n � 20 and p � .5. We can easily determine the proba-
bility of each value of X, where X � 0, 1, 2, . . . , 19, 20. A rectangle representing a value
of x is drawn so that its area equals the probability. We accomplish this by letting the
height of the rectangle equal the probability and the base of the rectangle equal 1.
Thus, the base of each rectangle for x is the interval x � .5 to x � .5. Figure 9.7 depicts
this graph. As you can see, the rectangle representing x � 10 is the rectangle whose
base is the interval 9.5 to 10.5 and whose height is P(X � 10) � .1762.

PN

P(PN … .50) = P(X … 5) = .8338

PN

PN

PN

PN =

X
n
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If we now smooth the ends of the rectangles, we produce a bell-shaped curve as
seen in Figure 9.8. Thus, to use the normal approximation, all we need do is find the
area under the normal curve between 9.5 and 10.5.

To find normal probabilities requires us to first standardize x by subtracting the
mean and dividing by the standard deviation. The values for � and � are derived from
the binomial distribution being approximated. In Section 7.4 we pointed out that

m = np

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20

.20

P(x)

.15

.10

.05

0 x

FIGURE 9.7 Binomial Distribution with n � 20 and p � .5

0 1 2 3 4 5 6 7 8 9
9.5 10.5

10 11 12 13 14 15 16 17 18 19 20

.20

.15

.10

.05

0 x

P(x)

FIGURE 9.8 Binomial Distribution with n � 20 and p � .5 and Normal

Approximation
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and

For n � 20 and p � .5, we have

and

To calculate the probability that X � 10 using the normal distribution requires that
we find the area under the normal curve between 9.5 and 10.5; that is,

where Y is a normal random variable approximating the binomial random variable X.
We standardize Y and use Table 3 of Appendix B to find

The actual probability that X equals 10 is

As you can see, the approximation is quite good.
Notice that to draw a binomial distribution, which is discrete, it was necessary to

draw rectangles whose bases were constructed by adding and subtracting .5 to the val-
ues of X. The .5 is called the continuity correction factor.

The approximation for any other value of X would proceed in the same manner. In
general, the binomial probability P(X � x) is approximated by the area under a normal
curve between x � .5 and x � .5. To find the binomial probability , we calculate
the area under the normal curve to the left of x � .5. For the same binomial random vari-
able, the probability that its value is less than or equal to 8 is . The 
normal approximation is

We find the area under the normal curve to the right of x � .5 to determine the binomial
probability . To illustrate, the probability that the binomial random variable
(with n � 20 and p � .5) is greater than or equal to 14 is . The nor-
mal approximation is

P(X Ú 14) L P(Y 7 13.5) = P¢Y - m

s
7

13.5 - 10
2.24

≤ = P(Z 7 1.56) = .0594

P(X Ú 14) = .0577
P(X Ú x)

P(X … 8) L P(Y 6 8.5) = P¢Y - m

s
6

8.5 - 10
2.24

≤ = P(Z 6 - .67) = .2514

P(X … 8) = .2517

P(X … x)

P(X = 10) = .1762

= .5871 - .4129 = .1742

= P(- .22 6 Z 6 .22) = (Z 6 .22) - P(Z 6 - .22)

P(9.5 6 Y 6 10.5) = P¢9.5 - 10
2.24

6

Y - m

s
6

10.5 - 10
2.24

≤
P(X = 10) L P(9.5 6 Y 6 10.5)

s = 2np(1 - p) = 220(.5)(1 - .5) = 2.24

m = np = 20(.5) = 10

s = 2np(1 - p)

CH009.qxd  11/22/10  6:28 PM  Page 323

    Copyright 2011 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). 
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



324 C H A P T E R  9

SEEING STATISTICS

This applet shows how well the normal

distribution approximates the binomial

distribution. Select values for n and p,

which will specify a binomial distri-

bution. Then set a value for k. The applet

calculates and graphs both the binomial

and normal probabilities for .

Applet Exercises

13.1 Given a binomial distribution with

n � 5 and p � .2, use the applet to

compute the actual and normal

approximations of the following.

a.

b.

c.

d.

Describe how well the normal

distribution approximates the

binomial when n and p are small.

13.2 Repeat Exercise 13.1 with p � .5.

Describe how well the normal

distribution approximates the

P(X … 3)

P(X … 2)

P(X … 1)

P(X … 0)

P(X … k)

binomial when n is small and

when p is .5.

13.3 Suppose that X is a binomial

random variable with n � 10 and

p � .2. Use the applet to calculate

the actual and normal approx-

imations of the following.

a.

b.

c.

d. P(X … 5)

P(X … 4)

P(X … 3)

P(X … 2)

Describe how well the normal distri-

bution approximates the binomial

when n � 10 and when p is small.

13.4 Repeat Exercise 13.3 with p � .5.

Describe how well the normal dist-

ribution approximates the binomial

when n � 10 and when p is .5.

13.5 Describe the effect on the normal

approximation to the binomial as

n increases.

applet 13 Normal Approximation to Binomial Probabilities

Omitting the Correction Factor for Continuity

When calculating the probability of individual values of X as we did when we computed
the probability that X equals 10 above, the correction factor must be used. If we don’t, we
are left with finding the area in a line, which is 0. When computing the probability of a
range of values of X, we can omit the correction factor. However, the omission of the cor-
rection factor will decrease the accuracy of the approximation. For example, if we
approximate as we did previously except without the correction factor, we find

The absolute size of the error between the actual cumulative binomial probability
and its normal approximation is quite small when the values of x are in the tail regions
of the distribution. For example, the probability that a binomial random variable with
n � 20 and p � .5 is less than or equal to 3 is

The normal approximation with the correction factor is

P(X … 3) L P(Y 6 3.5) = P¢Y - m

s
6

3.5 - 10
2.24

≤ = P(Z 6 -2.90) = .0019

P(X … 3) = .0013

P(X … 8) L P(Y 6 8) = PaY - m

s
6

8 - 10
2.24

b = P(Z 6 - .89) = .1867

P(X … 8)
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The normal approximation without the correction factor is (using Excel)

For larger values of n, the differences between the normal approximation with and
without the correction factor are small even for values of X near the center of the distri-
bution. For example, the probability that a binomial random variable with
n � 1000 and p � .3 is less than or equal to 260 is

The normal approximation with the correction factor is

The normal approximation without the correction factor is

As we pointed out, the normal approximation of the binomial distribution is made nec-
essary by the needs of statistical inference. As you will discover, statistical inference
generally involves the use of large values of n, and the part of the sampling distribution
that is of greatest interest lies in the tail regions. The correction factor was a temporary
tool that allowed us to convince you that a binomial distribution can be approximated
by a normal distribution. Now that we have done so, we will use the normal approxima-
tion of the binomial distribution to approximate the sampling distribution of a sample
proportion, and in such applications the correction factor will be omitted.

Approximate Sampling Distribution of a Sample Proportion

Using the laws of expected value and variance (see Keller’s website Appendix Using the
Laws of Expected Value and Variance to Derive the Parameters of Sampling
Distributions), we can determine the mean, variance, and standard deviation of . We
will summarize what we have learned.

PN

P(X … 260) L P(Y 6 260) = PaY - m

s
6

260 - 300
14.49

b = P(Z 6 -2.76) = .0029

P(X … 260) L P(Y 6 260.5) = PaY - m

s
6

260.5 - 300
14.49

b = P(Z 6 -2.73) = .0032

P(X … 260) = .0029 (using Excel)

P(X … 3) L P(Y 6 3) = P¢Y - m

s
6

3 - 10
2.24

≤ = P(Z 6 - 3.13) = .0009

Sampling Distribution of a Sample Proportion
1. is approximately normally distributed provided that np and n(1 � p)

are greater than or equal to 5.
2. The expected value: 

3. The variance: 

4. The standard deviation: 

(The standard deviation of is called the standard error of the proportion.)PN

spN = 1p(1 - p)�n

V(PN ) = s2
pN =

p(1 - p)

n

*
E(PN ) = p

PN

*As was the case with the standard error of the mean (page 313), the standard error of a proportion is
when sampling from infinitely large populations. When the population is finite, the stan-

dard error of the proportion must include the finite population correction factor, which can be omitted
when the population is large relative to the sample size, a very common occurrence in practice.

1p(1 - p)>n
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The sample size requirement is theoretical because, in practice, much larger sam-
ple sizes are needed for the normal approximation to be useful.

E X A M P L E 9. 2 Political Survey

In the last election, a state representative received 52% of the votes cast. One year after
the election, the representative organized a survey that asked a random sample of 
300 people whether they would vote for him in the next election. If we assume that his
popularity has not changed, what is the probability that more than half of the sample
would vote for him?

S O L U T I O N

The number of respondents who would vote for the representative is a binomial ran-
dom variable with n � 300 and p � .52. We want to determine the probability that the
sample proportion is greater than 50%. In other words, we want to find .

We now know that the sample proportion is approximately normally distributed 
with mean p � .52 and standard deviation 

Thus, we calculate

If we assume that the level of support remains at 52%, the probability that more
than half the sample of 300 people would vote for the representative is .7549.

= P(Z 7 - .69) = 1 - P(Z 6 - .69) = 1 - .2451 = .7549

 P(PN 7 .50) = Pa PN - p

1p(1 - p)�n
7

.50 - .52
.0288

b

= 1p(1 - p)�n = 1(.52)(.48)�300 = .0288.
PN

P(PN 7 .50)

Use the normal approximation without the correction factor to
find the probabilities in the following exercises.

9.30 a. In a binomial experiment with n � 300 and
p � .5, find the probability that is greater 
than 60%.

b. Repeat part (a) with p � .55.
c. Repeat part (a) with p � .6

9.31 a. The probability of success on any trial of a bino-
mial experiment is 25%. Find the probability
that the proportion of successes in a sample of
500 is less than 22%.

b. Repeat part (a) with n � 800.
c. Repeat part (a) with n � 1,000.

9.32 Determine the probability that in a sample of 100
the sample proportion is less than .75 if p � .80.

9.33 A binomial experiment where p � .4 is conducted.
Find the probability that in a sample of 60 the pro-
portion of successes exceeds .35.

9.34 The proportion of eligible voters in the next elec-
tion who will vote for the incumbent is assumed to

PN

be 55%. What is the probability that in a random
sample of 500 voters less than 49% say they will vote
for the incumbent?

9.35 The assembly line that produces an electronic com-
ponent of a missile system has historically resulted in
a 2% defective rate. A random sample of 800 compo-
nents is drawn. What is the probability that the 
defective rate is greater than 4%? Suppose that in the
random sample the defective rate is 4%. What does that
suggest about the defective rate on the assembly line?

9.36 a. The manufacturer of aspirin claims that the pro-
portion of headache sufferers who get relief with
just two aspirins is 53%. What is the probability
that in a random sample of 400 headache suffer-
ers, less than 50% obtain relief? If 50% of the
sample actually obtained relief, what does this
suggest about the manufacturer’s claim?

b. Repeat part (a) using a sample of 1,000.

9.37 The manager of a restaurant in a commercial build-
ing has determined that the proportion of customers
who drink tea is 14%. What is the probability that in

E X E R C I S E S
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9.3 SAMPLING DISTRIBUTION OF THE DIFFERENCE BET WEEN TWO

MEANS

Another sampling distribution that you will soon encounter is that of the difference
between two sample means. The sampling plan calls for independent random samples
drawn from each of two normal populations. The samples are said to be independent if
the selection of the members of one sample is independent of the selection of the mem-
bers of the second sample. We will expand upon this discussion in Chapter 13. We are
interested in the sampling distribution of the difference between the two sample means.

In Section 9.1, we introduced the central limit theorem, which states that in
repeated sampling from a normal population whose mean is � and whose standard devi-
ation is �, the sampling distribution of the sample mean is normal with mean � and
standard deviation . Statisticians have shown that the difference between two
independent normal random variables is also normally distributed. Thus, the difference
between two sample means is normally distributed if both populations are
normal.

Through the use of the laws of expected value and variance we derive the expected
value and variance of the sampling distribution of :

and

sx1

2 
-x2

=

s1
2

n1
+

s2
2

n2

mx1 -x2
= m1 - m2

X1 - X2

X1 - X2

s>1n

the next 100 customers at least 10% will be tea
drinkers?

9.38 A commercial for a manufacturer of household
appliances claims that 3% of all its products require
a service call in the first year. A consumer protection
association wants to check the claim by surveying
400 households that recently purchased one of the
company’s appliances. What is the probability that
more than 5% require a service call within the first
year? What would you say about the commercial’s
honesty if in a random sample of 400 households 5%
report at least one service call?

9.39 The Laurier Company’s brand has a market share of
30%. Suppose that 1,000 consumers of the product
are asked in a survey which brand they prefer. What
is the probability that more than 32% of the respon-
dents say they prefer the Laurier brand?

9.40 A university bookstore claims that 50% of its cus-
tomers are satisfied with the service and prices.
a. If this claim is true, what is the probability that in

a random sample of 600 customers less than 45%
are satisfied?

b. Suppose that in a random sample of 600 
customers, 270 express satisfaction with the
bookstore. What does this tell you about the
bookstore’s claim?

9.41 A psychologist believes that 80% of male drivers
when lost continue to drive hoping to find the loca-
tion they seek rather than ask directions. To examine
this belief, he took a random sample of 350 male dri-
vers and asked each what they did when lost. If the
belief is true, determine the probability that less
than 75% said they continue driving.

9.42 The Red Lobster restaurant chain regularly sur-
veys its customers. On the basis of these surveys,
the management of the chain claims that 75% of its
customers rate the food as excellent. A consumer
testing service wants to examine the claim by ask-
ing 460 customers to rate the food. What is the
probability that less than 70% rate the food as
excellent?

9.43 An accounting professor claims that no more than
one-quarter of undergraduate business students
will major in accounting. What is the probability
that in a random sample of 1,200 undergraduate
business students, 336 or more will major in
accounting?

9.44 Refer to Exercise 9.43. A survey of a random 
sample of 1,200 undergraduate business students
indicates that 336 students plan to major in
accounting. What does this tell you about the pro-
fessor’s claim?
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Thus, it follows that in repeated independent sampling from two populations with
means and and standard deviations �1 and �2, respectively, the sampling distribu-
tion of is normal with mean

and standard deviation (which is the standard error of the difference between two
means)

If the populations are nonnormal, then the sampling distribution is only approxi-
mately normal for large sample sizes. The required sample sizes depend on the extent of
nonnormality. However, for most populations, sample sizes of 30 or more are sufficient.

Figure 9.9 depicts the sampling distribution of the difference between two means.

sx1 -x2
=

B

s2
1

n1
+

s2
2

n2

mx1 -x2
= m1 - m2

X1 - X2

m2m1

m1 – m2

x1 – x2

FIGURE 9.9 Sampling Distribution of X
—

1
� X

—

2

E X A M P L E 9.3 Starting Salaries of MBAs

Suppose that the starting salaries of MBAs at Wilfrid Laurier University (WLU) are
normally distributed, with a mean of $62,000 and a standard deviation of $14,500. The
starting salaries of MBAs at the University of Western Ontario (UWO) are normally
distributed, with a mean of $60,000 and a standard deviation of $18,300. If a random
sample of 50 WLU MBAs and a random sample of 60 UWO MBAs are selected, what
is the probability that the sample mean starting salary of WLU graduates will exceed
that of the UWO graduates?

S O L U T I O N

We want to determine . We know that is normally distributed
with mean and standard deviation

We can standardize the variable and refer to Table 3 of Appendix B:

= P(Z 7 - .64) = 1 - P(Z 6 - .64) = 1 - .2611 = .7389

P(X1 - X2 7 0) = P ± (X1 - X2) - (m1 - m2)

B

s2
1

n1
+

s2
2

n2

7

0 - 2,000
3,128

≤

B

s2
1

n1
+

s2
2

n2
=

B

14,5002

50
+

18,3002

60
= 3,128

m1 - m2 = 62,000 - 60,000 = 2,000
X1 - X2P(X1 - X2 7 0)
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329S A M P L I N G  D I S T R I B U T I O N S

There is a .7389 probability that for a sample of size 50 from the WLU graduates
and a sample of size 60 from the UWO graduates, the sample mean starting salary of
WLU graduates will exceed the sample mean of UWO graduates.

SEEING STATISTICS

The first part of this applet depicts two

graphs. The first graph shows the

distribution of the random variable of

two populations. Moving the top slider

shifts the first distribution left or right.

The right slider controls the value of the

population standard deviations, which

are assumed to be equal. By moving

each slider, you can see the relationship

between the two populations.

The second graph describes the

sampling distribution of the mean of

each population in the first graph.

Moving the right slider increases or

decreases the sample size, which is the

same for both samples.

The second part of the applet has

three graphs. The first two graphs are

identical to the graphs in the first part.

The third graph depicts the sampling

distribution of the difference between

the two sample means from the

populations described previously.

Moving the sliders allows you to

see the effect on the sampling

distribution of of changing thex1 - x2

relationship among the two population

means, the common population

standard deviation, and the sample size.

Applet Exercises

14.1 Describe the effect of changing

the difference between population

means from � 5.0 to 4.5 on the

population random variables, the

sampling distribution of , the

sampling distribution of , and

the sampling distribution of

. Describe what happened.

14.2 Describe the effect of changing

the standard deviations from

x1 - x2

x2

x1

to

on the population

random variables, the sampling

distribution of , the sampling

distribution of , and the

sampling distribution of .

Describe what happened.

14.3 Describe the effect of changing the

sample sizes from to

on the sampling

distribution of , the sampling

distribution of , and the sampling

distribution of . Describe

the effect.

x1 - x2

x2

x1

n1 = n2 = 20

n1 = n2 = 2

x1 - x2

x2

x1

s1 = s2 = 3.0

s1 = s2 = 1.1

applet 14 Distribution of the Differences between Means

9.45 Independent random samples of 10 observations
each are drawn from normal populations. The para-
meters of these populations are

Population 1: � � 280, � � 25
Population 2: � � 270, � � 30

Find the probability that the mean of sample 1 is
greater than the mean of sample 2 by more than 25.

9.46 Repeat Exercise 9.45 with samples of size 50.

9.47 Repeat Exercise 9.45 with samples of size 100.

E X E R C I S E S
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9.4 FROM HERE TO INFERENCE

The primary function of the sampling distribution is statistical inference. To see how
the sampling distribution contributes to the development of inferential methods, we
need to briefly review how we got to this point.

In Chapters 7 and 8, we introduced probability distributions, which allowed us to
make probability statements about values of the random variable. A prerequisite of this
calculation is knowledge of the distribution and the relevant parameters. In Example 7.9, 
we needed to know that the probability that Pat Statsdud guesses the correct answer is
20% ( p � .2) and that the number of correct answers (successes) in 10 questions (tri-
als) is a binomial random variable. We could then compute the probability of any num-
ber of successes. In Example 8.3, we needed to know that the return on investment is
normally distributed with a mean of 10% and a standard deviation of 5%. These three
bits of information allowed us to calculate the probability of various values of the 
random variable.

Figure 9.10 symbolically represents the use of probability distributions. Simply
put, knowledge of the population and its parameter(s) allows us to use the probabil-
ity distribution to make probability statements about individual members of 
the population. The direction of the arrows indicates the direction of the flow 
of information.

9.48 Suppose that we have two normal populations with
the means and standard deviations listed here. If
random samples of size 25 are drawn from each pop-
ulation, what is the probability that the mean of
sample 1 is greater than the mean of sample 2?

Population 1: � � 40, � � 6
Population 2: � � 38, � � 8

9.49 Repeat Exercise 9.48 assuming that the standard
deviations are 12 and 16, respectively.

9.50 Repeat Exercise 9.48 assuming that the means are
140 and 138, respectively.

9.51 A factory’s worker productivity is normally distrib-
uted. One worker produces an average of 75 units
per day with a standard deviation of 20. Another
worker produces at an average rate of 65 per day
with a standard deviation of 21. What is the proba-
bility that during one week (5 working days), worker
1 will outproduce worker 2?

9.52 A professor of statistics noticed that the marks in his
course are normally distributed. He has also noticed
that his morning classes average 73%, with a stan-
dard deviation of 12% on their final exams. His
afternoon classes average 77%, with a standard devi-
ation of 10%. What is the probability that the mean
mark of four randomly selected students from a
morning class is greater than the average mark of

four randomly selected students from an afternoon
class?

9.53 The manager of a restaurant believes that waiters
and waitresses who introduce themselves by telling
customers their names will get larger tips than those
who don’t. In fact, she claims that the average tip
for the former group is 18%, whereas that of the
latter is only 15%. If tips are normally distributed
with a standard deviation of 3%, what is the proba-
bility that in a random sample of 10 tips recorded
from waiters and waitresses who introduce them-
selves and 10 tips from waiters and waitresses who
don’t, the mean of the former will exceed that of the
latter?

9.54 The average North American loses an average of 
15 days per year to colds and flu. The natural rem-
edy echinacea reputedly boosts the immune system.
One manufacturer of echinacea pills claims that con-
sumers of its product will reduce the number of days
lost to colds and flu by one-third. To test the claim, a
random sample of 50 people was drawn. Half took
echinacea, and the other half took placebos. If we
assume that the standard deviation of the number of
days lost to colds and flu with and without echinacea
is 3 days, find the probability that the mean number
of days lost for echinacea users is less than that for
nonusers.

CH009.qxd  11/22/10  6:28 PM  Page 330

    Copyright 2011 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). 
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



331S A M P L I N G  D I S T R I B U T I O N S

In this chapter, we developed the sampling distribution, wherein knowledge of the
parameter(s) and some information about the distribution allow us to make probability
statements about a sample statistic. In Example 9.1(b), knowing the population mean
and standard deviation and assuming that the population is not extremely nonnormal
enabled us to calculate a probability statement about a sample mean. Figure 9.11
describes the application of sampling distributions.

Population

& Parameter(s)

Probability distribution
Individual

FIGURE 9.10 Probability Distribution

Population

& Parameter(s)

Sampling distribution
Statistic

FIGURE 9.11 Sampling Distribution

Sampling distribution
ParameterStatistic

FIGURE 9.12 Sampling Distribution in Inference

Notice that in applying both probability distributions and sampling distributions,
we must know the value of the relevant parameters, a highly unlikely circumstance. In
the real world, parameters are almost always unknown because they represent descriptive
measurements about extremely large populations. Statistical inference addresses this
problem. It does so by reversing the direction of the flow of knowledge in Figure 9.11. 
In Figure 9.12, we display the character of statistical inference. Starting in 
Chapter 10, we will assume that most population parameters are unknown. The sta-
tistics practitioner will sample from the population and compute the required statis-
tic. The sampling distribution of that statistic will enable us to draw inferences about
the parameter.

You may be surprised to learn that, by and large, that is all we do in the remainder of
this book. Why then do we need another 14 chapters? They are necessary because there
are many more parameter and sampling distribution combinations that define the infer-
ential procedures to be presented in an introductory statistics course. However, they all
work in the same way. If you understand how one procedure is developed, then you will
likely understand all of them. Our task in the next two chapters is to ensure that you
understand the first inferential method. Your job is identical.
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C H A P T E R S U M M A R Y

The sampling distribution of a statistic is created by
repeated sampling from one population. In this chapter, we
introduced the sampling distribution of the mean, the 

proportion, and the difference between two means. We
described how these distributions are created theoretically
and empirically.

I M P O R T A N T  T E R M S

Sampling distribution 308
Sampling distribution of the sample mean 310
Standard error of the mean 312
Central limit theorem 312
Finite population correction factor 313
Sampling distribution of a sample proportion 321

Continuity correction factor 323
Standard error of the proportion 325
Difference between two sample means 327
Sampling distribution of 327
Standard error of the difference between two 

means 328

X1 - X2

S Y M B O L S

Symbol Pronounced Represents

mu x bar Mean of the sampling distribution of the sample mean
sigma squared x bar Variance of the sampling distribution of the sample

mean
sigma x bar Standard deviation (standard error) of the sampling 

distribution of the sample mean
� alpha Probability

p hat Sample proportion
sigma squared p hat Variance of the sampling distribution of the sample 

proportion
sigma p hat Standard deviation (standard error) of the sampling 

distribution of the sample proportion
mu x bar 1 minus x bar 2 Mean of the sampling distribution of the difference 

between two sample means
sigma squared x bar 1 minus x bar 2 Variance of the sampling distribution of the difference 

between two sample means
sigma x bar 1 minus x bar 2 Standard deviation (standard error) of the sampling 

distribution of the difference between two sample means
sx1 -x2

sx 1

2
-x2

mx1 -x2

spN

spN
2

PN

sx

sx
2
mx

F O R M U L A S

Expected value of the sample mean

Variance of the sample mean

Standard error of the sample mean

Standardizing the sample mean

Z =

X - m

s�1n

sx =  
s

1n

V(X ) = sx
2

=

s2

n

E(X ) = mx = m

Expected value of the sample proportion

Variance of the sample proportion

Standard error of the sample proportion

Standardizing the sample proportion

Z =

PN - p

1p(1 - p)�n

spN =

B

p(1 - p)
n

V(PN ) = s2
pN =

p(1 - p)
n

E(PN ) = mpN = p
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Expected value of the difference between two means

Variance of the difference between two means

Standard error of the difference between two means

sx1 -x2
=

B

s1
2

n1
+

s2
2

n2

V(X1 - X2) = sx1

2 
- x2

=

s1
2

n1
+

s2
2

n2

E(X1 - X2) = mx1 -x2
= m1 - m2

Standardizing the difference between two sample means

Z =

(X1 - X2) - (m1 - m2)

B

s2
1

n1
+

s2
2

n2
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10
INTRODUCTION TO

ESTIMATION

10.1 Concepts of Estimation

10.2 Estimating the Population Mean When the Population 

Standard Deviation Is Known

10.3 Selecting the Sample Size

Determining the Sample Size to Estimate 
the Mean Tree Diameter

A lumber company has just acquired the rights to a large tract of land containing thousands of trees.

A lumber company needs to be able to estimate the amount of lumber it can harvest in a

tract of land to determine whether the effort will be profitable. To do so, it must estimate the

mean diameter of the trees. It decides to estimate that parameter to within 1 inch with 90% con-

fidence. A forester familiar with the territory guesses that the diameters of the trees are normally

distributed with a standard deviation of 6 inches. Using the formula on page 355, he determines

that he should sample 98 trees. After sampling those 98 trees, the forester calculates the sample

mean to be 25 inches. Suppose that after he has completed his sampling and calculations, he 

discovers that the actual standard deviation is 12 inches. Will he be satisfied with the result? 

See page 355 for the

solution.
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336 C H A P T E R  1 0

10.1 CONCEPTS OF ESTIMATION

As its name suggests, the objective of estimation is to determine the approximate value
of a population parameter on the basis of a sample statistic. For example, the sample
mean is employed to estimate the population mean. We refer to the sample mean as the
estimator of the population mean. Once the sample mean has been computed, its value
is called the estimate. In this chapter, we will introduce the statistical process whereby
we estimate a population mean using sample data. In the rest of the book, we use the
concepts and techniques introduced here for other parameters.

Point and Interval Estimators

We can use sample data to estimate a population parameter in two ways. First, we can
compute the value of the estimator and consider that value as the estimate of the para-
meter. Such an estimator is called a point estimator.

H
aving discussed descriptive statistics (Chapter 4), probability distributions
(Chapters 7 and 8), and sampling distributions (Chapter 9), we are ready to
tackle statistical inference. As we explained in Chapter 1, statistical inference is the

process by which we acquire information and draw conclusions about populations from
samples. There are two general procedures for making inferences about populations:
estimation and hypothesis testing. In this chapter, we introduce the concepts and founda-
tions of estimation and demonstrate them with simple examples. In Chapter 11, we
describe the fundamentals of hypothesis testing. Because most of what we do in the
remainder of this book applies the concepts of estimation and hypothesis testing, under-
standing Chapters 10 and 11 is vital to your development as a statistics practitioner.

INTRODUCTION

Point Estimator
A point estimator draws inferences about a population by estimating the
value of an unknown parameter using a single value or point.

Interval Estimator
An interval estimator draws inferences about a population by estimating
the value of an unknown parameter using an interval.

There are three drawbacks to using point estimators. First, it is virtually certain
that the estimate will be wrong. (The probability that a continuous random variable will
equal a specific value is 0; that is, the probability that will exactly equal � is 0.) Second,
we often need to know how close the estimator is to the parameter. Third, in drawing
inferences about a population, it is intuitively reasonable to expect that a large sample
will produce more accurate results because it contains more information than a smaller
sample does. But point estimators don’t have the capacity to reflect the effects of larger
sample sizes. As a consequence, we use the second method of estimating a population
parameter, the interval estimator.

x
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As you will see, the interval estimator is affected by the sample size; because it pos-
sesses this feature, we will deal mostly with interval estimators in this text.

To illustrate the difference between point and interval estimators, suppose that a
statistics professor wants to estimate the mean summer income of his second-year busi-
ness students. Selecting 25 students at random, he calculates the sample mean weekly
income to be $400. The point estimate is the sample mean. In other words, he estimates
the mean weekly summer income of all second-year business students to be $400. Using
the technique described subsequently, he may instead use an interval estimate; he esti-
mates that the mean weekly summer income of second-year business students to lie
between $380 and $420.

Numerous applications of estimation occur in the real world. For example, tele-
vision network executives want to know the proportion of television viewers who are
tuned in to their networks; an economist wants to know the mean income of univer-
sity graduates; and a medical researcher wishes to estimate the recovery rate of heart
attack victims treated with a new drug. In each of these cases, to accomplish the
objective exactly, the statistics practitioner would have to examine each member of
the population and then calculate the parameter of interest. For instance, network
executives would have to ask each person in the country what he or she is watching to
determine the proportion of people who are watching their shows. Because there are
millions of television viewers, the task is both impractical and prohibitively expensive.
An alternative would be to take a random sample from this population, calculate the
sample proportion, and use that as an estimator of the population proportion. The
use of the sample proportion to estimate the population proportion seems logical.
The selection of the sample statistic to be used as an estimator, however, depends on
the characteristics of that statistic. Naturally, we want to use the statistic with the
most desirable qualities for our purposes.

One desirable quality of an estimator is unbiasedness.

Unbiased Estimator
An unbiased estimator of a population parameter is an estimator whose
expected value is equal to that parameter.

This means that if you were to take an infinite number of samples and calculate the
value of the estimator in each sample, the average value of the estimators would equal
the parameter. This amounts to saying that, on average, the sample statistic is equal to
the parameter.

We know that the sample mean is an unbiased estimator of the population mean �. 
In presenting the sampling distribution of in Section 9.1, we stated that . 
We also know that the sample proportion is an unbiased estimator of the population
proportion because and that the difference between two sample means is an
unbiased estimator of the difference between two population means because

.
Recall that in Chapter 4 we defined the sample variance as

At the time, it seemed odd that we divided by n � 1 rather than by n. The reason for
choosing n � 1 was to make so that this definition makes the sample variance
an unbiased estimator of the population variance. (The proof of this statement requires

E1s22 = s2

s2 = a
1xi - x22

n - 1

E1X1 - X22 = m1 - m2

E(PN ) = p

E1X2 = mX
X
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338 C H A P T E R  1 0

about a page of algebraic manipulation, which is more than we would be comfortable
presenting here.) Had we defined the sample variance using n in the denominator, the
resulting statistic would be a biased estimator of the population variance, one whose
expected value is less than the parameter.

Knowing that an estimator is unbiased only assures us that its expected value equals
the parameter; it does not tell us how close the estimator is to the parameter. Another
desirable quality is that as the sample size grows larger, the sample statistic should come
closer to the population parameter. This quality is called consistency.

Consistency
An unbiased estimator is said to be consistent if the difference between the
estimator and the parameter grows smaller as the sample size grows larger.

The measure we use to gauge closeness is the variance (or the standard deviation).
Thus, is a consistent estimator of � because the variance of is �2/n. This implies
that as n grows larger, the variance of grows smaller. As a consequence, an increasing
proportion of sample means falls close to �.

Figure 10.1 depicts two sampling distributions of when samples are drawn from
a population whose mean is 0 and whose standard deviation is 10. One sampling distri-
bution is based on samples of size 25, and the other is based on samples of size 100. The
former is more spread out than the latter.

FIGURE 10.1 Sampling Distribution of with n � 25 and n � 100X

X

X
XX

m

x–

Sampling distribution
of X: n = 100

Sampling distribution
of X: n = 25

Similarly, is a consistent estimator of p because it is unbiased and the variance of 
is , which grows smaller as n grows larger.

A third desirable quality is relative efficiency, which compares two unbiased estima-
tors of a parameter.

p11 - p2>nPN
PN

Relative Efficiency
If there are two unbiased estimators of a parameter, the one whose variance
is smaller is said to have relative efficiency.

We have already seen that the sample mean is an unbiased estimator of the popula-
tion mean and that its variance is �2/n. In the next section, we will discuss the use of the
sample median as an estimator of the population mean. Statisticians have established that
the sample median is an unbiased estimator but that its variance is greater than that of
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the sample mean (when the population is normal). As a consequence, the sample mean is
relatively more efficient than the sample median when estimating the population mean.

In the remaining chapters of this book, we will present the statistical inference of a
number of different population parameters. In each case, we will select a sample statis-
tic that is unbiased and consistent. When there is more than one such statistic, we will
choose the one that is relatively efficient to serve as the estimator.

Developing an Understanding of Statistical Concepts

In this section, we described three desirable characteristics of estimators: unbiasedness,
consistency, and relative efficiency. An understanding of statistics requires that you
know that there are several potential estimators for each parameter, but that we choose
the estimators used in this book because they possess these characteristics.

10.1 How do point estimators and interval estimators differ?

10.2 Define unbiasedness.

10.3 Draw a sampling distribution of an unbiased esti-
mator.

10.4 Draw a sampling distribution of a biased estimator.

10.5 Define consistency.

10.6 Draw diagrams representing what happens to the
sampling distribution of a consistent estimator when
the sample size increases.

10.7 Define relative efficiency.

10.8 Draw a diagram that shows the sampling distribu-
tion representing two unbiased estimators, one of
which is relatively efficient.

E X E R C I S E S

10. 2 ESTIMATING THE POPULATION MEAN WHEN THE POPULATION

STANDARD DEVIATION IS KNOWN

We now describe how an interval estimator is produced from a sampling distribution.
We choose to demonstrate estimation with an example that is unrealistic. However, this
liability is offset by the example’s simplicity. When you understand more about estima-
tion, you will be able to apply the technique to more realistic situations.

Suppose we have a population with mean � and standard deviation �. The population
mean is assumed to be unknown, and our task is to estimate its value. As we just discussed,
the estimation procedure requires the statistics practitioner to draw a random sample of
size n and calculate the sample mean .

The central limit theorem presented in Section 9.1 stated that is normally dis-
tributed if X is normally distributed, or approximately normally distributed if X is non-
normal and n is sufficiently large. This means that the variable

is standard normally distributed (or approximately so). In Section 9.1 (page 318) we
developed the following probability statement associated with the sampling distribution
of the mean:

Pam - Z
a>2
s

2n
6 X 6 m + Z

a>2
s

2n
b = 1 - a

Z =

X - m

s>2n

X
x
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which was derived from

Using a similar algebraic manipulation, we can express the probability in a slightly
different form:

Notice that in this form the population mean is in the center of the interval created
by adding and subtracting Z�/2 standard errors to and from the sample mean. It is
important for you to understand that this is merely another form of probability state-
ment about the sample mean. This equation says that, with repeated sampling from this
population, the proportion of values of for which the interval

includes the population mean � is equal to 1 � �. This form of probability statement is
very useful to us because it is the confidence interval estimator of ��.

X - Z
a>2
s

2n
,   X + Z

a>2
s

2n

X

PaX - Z
a>2
s

2n
6 m 6 X + Z

a>2
s

2n
b = 1 - a

Pa -Z
a>2 6

X - m

s>2n
6 Z

a>2b = 1 - a

*Since Chapter 7, we’ve been using the convention whereby an uppercase letter (usually X) represents a
random variable and a lowercase letter (usually x) represents one of its values. However, in the formulas
used in statistical inference, the distinction between the variable and its value becomes blurred.
Accordingly, we will discontinue the notational convention and simply use lowercase letters except when
we wish to make a probability statement.

Confidence Interval Estimator of ��**

The probability 1 � � is called the confidence level.

is called the lower confidence limit (LCL).

is called the upper confidence limit (UCL).

We often represent the confidence interval estimator as

where the minus sign defines the lower confidence limit and the plus sign
defines the upper confidence limit.

x ; z
a>2
s

2n

x + z
a>2
s

2n

x - z
a>2
s

2n

x - z
a>2
s

2n
,   x + z

a>2
s

2n

To apply this formula, we specify the confidence level 1 � �, from which we deter-
mine �, �/2, z�/2 (from Table 3 in Appendix B). Because the confidence level is the
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The following example illustrates how statistical techniques are applied. It also
illustrates how we intend to solve problems in the rest of this book. The solution
process that we advocate and use throughout this book is by and large the same one
that statistics practitioners use to apply their skills in the real world. The process is
divided into three stages. Simply stated, the stages are (1) the activities we perform
before the calculations, (2) the calculations, and (3) the activities we perform after the
calculations.

In stage 1, we determine the appropriate statistical technique to employ. Of course,
for this example you will have no difficulty identifying the technique because you know
only one at this point. (In practice, stage 1 also addresses the problem of how to gather
the data. The methods used in the examples, exercises, and cases are described in the
problem.)

In the second stage we calculate the statistics. We will do this in three ways.* To
illustrate how the computations are completed, we will do the arithmetic manually with
the assistance of a calculator. Solving problems by hand often provides insights into the
statistical inference technique. Additionally, we will use the computer in two ways.
First, in Excel we will use the Analysis ToolPak (Data menu item Data Analysis) or the
add-ins we created for this book (Add-Ins menu item Data Analysis Plus).
(Additionally, we will teach how to create do-it-yourself Excel spreadsheets that use
built-in statistical functions.) Finally, we will use Minitab, one of the easiest software
packages to use.

In the third and last stage of the solution, we intend to interpret the results and deal
with the question presented in the problem. To be capable of properly interpreting sta-
tistical results, one needs to have an understanding of the fundamental principles
underlying statistical inference.
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probability that the interval includes the actual value of �, we generally set 1 � � close
to 1 (usually between .90 and .99).

In Table 10.1, we list four commonly used confidence levels and their associated
values of z�/2. For example, if the confidence level is 1 � � � .95, � � .05, �/2 � .025,
and z�/2 � z0.25 � 1.96. The resulting confidence interval estimator is then called the
95% confidence interval estimator of ��.

1 � �� �� ��/2 Z��/2

.90 .10 .05 z0.05 � 1.645

.95 .05 .025 z0.25 � 1.96

.98 .02 .01 z.01 � 2.33

.99 .01 .005 z.005 � 2.575

TABLE 10.1 Four Commonly Used Confidence Levels and z�/2

*We anticipate that students in most statistics classes will use only one of the three methods of comput-
ing statistics: the choice made by the instructor. If such is the case, readers are directed to ignore the
other two.
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A P P L I C A T I O N S i n  O P E R A T I O N S  M A N A G E M E N T

Inventory Management

Operations managers use inventory models to determine the stock level that min-

imizes total costs. In Section 8.2, we showed how the probabilistic model is used

to make the inventory level decision (see page 287). One component of that

model is the mean demand during lead time. Recall that lead time refers to the

interval between the time an order is made and when it is delivered. Demand

during lead time is a random variable that is often assumed to be normally distrib-

uted. There are several ways to determine mean demand during lead time, but the sim-

plest is to estimate that quantity from a sample.
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E X A M P L E 10.1 Doll Computer Company

The Doll Computer Company makes its own computers and delivers them directly to
customers who order them via the Internet. Doll competes primarily on price and speed
of delivery. To achieve its objective of speed, Doll makes each of its five most popular
computers and transports them to warehouses across the country. The computers are
stored in the warehouses from which it generally takes 1 day to deliver a computer to
the customer. This strategy requires high levels of inventory that add considerably to
the cost. To lower these costs, the operations manager wants to use an inventory model.
He notes that both daily demand and lead time are random variables. He concludes that
demand during lead time is normally distributed, and he needs to know the mean to
compute the optimum inventory level. He observes 25 lead time periods and records
the demand during each period. These data are listed here. The manager would like a
95% confidence interval estimate of the mean demand during lead time. From long
experience, the manager knows that the standard deviation is 75 computers.

Demand During Lead Time

235 374 309 499 253

421 361 514 462 369

394 439 348 344 330

261 374 302 466 535

386 316 296 332 334

S O L U T I O N

DATA

Xm10-01

I D E N T I F Y

To ultimately determine the optimum inventory level, the manager must know the
mean demand during lead time. Thus, the parameter to be estimated is �. At this point,
we have described only one estimator. Thus, the confidence interval estimator that we
intend to use is

x ; z
a>2
s

2n
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E X C E L

I N S T R U C T I O N S

1. Type or import the data into one column. (Open Xm10-01.)

2. Click Add-Ins, Data Analysis Plus, and Z-Estimate: Mean.

3. Fill in the dialog box: Input Range (A1:A26), type the value for the Standard
Deviation (75), click Labels if the first row contains the name of the variable, and
specify the confidence level by typing the value of � (.05).

1
2
3
4
5
6
7
8
9

A B C
z-Estimate: Mean

Demand
Mean
Standard Deviation
Observations
SIGMA
LCL
UCL

370.16
80.783
25
75

340.76
399.56

C O M P U T E

M A N U A L L Y

We need four values to construct the confidence interval estimate of �. They are

Using a calculator, we determine the summation . From this, we find

The confidence level is set at 95%; thus, 1 � � � .95, � � 1 � .95 � .05, and 
�/2 � .025.

From Table 3 in Appendix B or from Table 10.1, we find

The population standard deviation is � � 75, and the sample size is 25. Substituting ,
Z�/2, �, and n into the confidence interval estimator, we find

The lower and upper confidence limits are LCL � 340.76 and UCL � 399.56, 
respectively.

x ; z
a>2
s

2n
= 370.16 ; z.025

75

225
= 370.16 ; 1.96

75

225
= 370.16 ; 29.40

x

z
a>2 = z.025 = 1.96

x =

a xi

n
=

9,254
25

= 370.16

a xi = 9,254

x,  z
a>2,  
s ,  

n
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The next step is to perform the calculations. As we discussed previously, we will
perform the calculations in three ways: manually, using Excel, and using Minitab.
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D O - I T - Y O U R S E L F E X C E L

There is another way to produce the interval estimate

for this problem. If you have already calculated the

sample mean and know the sample size and

population standard deviation, you need not employ

the data set and Data Analysis Plus described above.

Instead you can create a spreadsheet that performs

the calculations. Our suggested spreadsheet is shown

next.

1
2
3
4
5
6

A B C D E
z-Estimate of a Mean

Sample mean 370.16 Confidence Interval Estimate
Population standard deviation 75 370.16 29.40
Sample size 25 Lower confidence limit 340.76
Confidence level 0.95 Upper confidence limit 399.56

±

Here are the tools (Excel functions) you will need to create this spreadsheet.
SSQQRRTT:: Syntax: SQRT(X) Computes the square root of the quantity in parentheses.

Use the IInnsseerrtt and �� SSyymmbbooll to input the � sign.

NNOORRMMSSIINNVV:: Syntax: NORMSINV (Probability) This function calculates the value of
z such that � the probability in parentheses. For example, NORMSINV(.95)
determines the value of z.05, which is 1.645. You will need to figure out how to convert
the confidence level specified in Cell B6 into the value for z�/2.

We recommend that you save the spreadsheet. It can be used to solve some of the
exercises at the end of this section.

In addition to providing another method of using Excel, this spreadsheet allows you
to perform a “what-if” analysis; that is, this worksheet provides you the opportunity to
learn how changing some of the inputs affects the estimate. For example, type 0.99 in cell
B6 to see what happens to the size of the interval when you increase the confidence level.
Type 1000 in cell B5 to examine the effect of increasing the sample size. Type 10 in cell
B4 to see what happens when the population standard deviation is smaller.

P1Z 6 z2

M I N I T A B

The output includes the sample standard deviation (StDev � 80.783), which is not needed
for this interval estimate. Also printed is the standard error , 
and last, but not least, the 95% confidence interval estimate of the population mean.

I N S T R U C T I O N S

1. Type or import that data into one column. (Open Xm10-01.)

2. Click Stat, Basic Statistics, and 1-Sample Z . . . .

1SE Mean = s>1n = 15.02

One-Sample Z : Demand 

The assumed standard deviation = 75

Variable      N        Mean     StDev    SE Mean            95% CI
Demand    25    370.160    80.783       15.000     (340.761, 399.559)

©
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3. Type or use the Select button to specify the name of the variable or the column it is
stored in. In the Samples in columns box (Demand), type the value of the population
standard deviation (75), and click Options . . . .

4. Type the value for the confidence level (.95) and in the Alternative box select not
equal.

345I N T R O D U C T I O N  T O  E S T I M A T I O N

I N T E R P R E T

The operations manager estimates that the mean demand during lead time lies between
340.76 and 399.56. He can use this estimate as an input in developing an inventory policy.
The model discussed in Section 8.2 computes the reorder point, assuming a particular
value of the mean demand during lead time. In this example, he could have used the sam-
ple mean as a point estimator of the mean demand, from which the inventory policy could
be determined. However, the use of the confidence interval estimator allows the manager
to use both the lower and upper limits so that he can understand the possible outcomes.

Interpreting the Confidence Interval Estimate

Some people erroneously interpret the confidence interval estimate in Example 10.1 to
mean that there is a 95% probability that the population mean lies between 340.76 and
399.56. This interpretation is wrong because it implies that the population mean is a
variable about which we can make probability statements. In fact, the population mean
is a fixed but unknown quantity. Consequently, we cannot interpret the confidence
interval estimate of � as a probability statement about �. To translate the confidence
interval estimate properly, we must remember that the confidence interval estimator
was derived from the sampling distribution of the sample mean. In Section 9.1, we used
the sampling distribution to make probability statements about the sample mean.
Although the form has changed, the confidence interval estimator is also a probability
statement about the sample mean. It states that there is 1 � � probability that the sam-
ple mean will be equal to a value such that the interval to 

will include the population mean. Once the sample mean is computed, the interval acts
as the lower and upper limits of the interval estimate of the population mean.

As an illustration, suppose we want to estimate the mean value of the distribution
resulting from the throw of a fair die. Because we know the distribution, we also know
that � � 3.5 and � � 1.71. Pretend now that we know only that � � 1.71, that � is
unknown, and that we want to estimate its value. To estimate �, we draw a sample of
size n � 100 and calculate . The confidence interval estimator of � is

The 90% confidence interval estimator is

This notation means that, if we repeatedly draw samples of size 100 from this popula-
tion, 90% of the values of will be such that � would lie somewhere between 
and , and 10% of the values of will produce intervals that would not include �. 
Now, imagine that we draw 40 samples of 100 observations each. The values of and thex

xx + .281
x - .281x

x ; z
a>2
s

1n
= x ; 1.645

1.71

2100
= x ; .281

x ; z
a>2
s

1n

x

x + z
a>2s>1nx - z

a>2s>1n
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resulting confidence interval estimates of � are shown in Table 10.2. Notice that not all
the intervals include the true value of the parameter. Samples 5, 16, 22, and 34 produce
values of that in turn produce intervals that exclude �.

Students often react to this situation by asking, What went wrong with samples 
5, 16, 22, and 34? The answer is nothing. Statistics does not promise 100% certainty. In
fact, in this illustration, we expected 90% of the intervals to include � and 10% to
exclude �. Since we produced 40 intervals, we expected that 4.0 (10% of 40) intervals
would not contain � � 3.5.* It is important to understand that, even when the statistics
practitioner performs experiments properly, a certain proportion (in this example, 10%)
of the experiments will produce incorrect estimates by random chance.

x

*In this illustration, exactly 10% of the sample means produced interval estimates that excluded the value
of �, but this will not always be the case. Remember, we expect 10% of the sample means in the long run
to result in intervals excluding �. This group of 40 sample means does not constitute “the long run.”

DOES INTERVAL
SAMPLE x– LCL � x– � .281 UCL � x– � .281 INCLUDE �� � 3.5?

1 3.550 3.269 3.831 Yes

2 3.610 3.329 3.891 Yes

3 3.470 3.189 3.751 Yes

4 3.480 3.199 3.761 Yes

5 3.800 3.519 4.081 No

6 3.370 3.089 3.651 Yes

7 3.480 3.199 3.761 Yes

8 3.520 3.239 3.801 Yes

9 3.740 3.459 4.021 Yes

10 3.510 3.229 3.791 Yes

11 3.230 2.949 3.511 Yes

12 3.450 3.169 3.731 Yes

13 3.570 3.289 3.851 Yes

14 3.770 3.489 4.051 Yes

15 3.310 3.029 3.591 Yes

16 3.100 2.819 3.381 No

17 3.500 3.219 3.781 Yes

18 3.550 3.269 3.831 Yes

19 3.650 3.369 3.931 Yes

20 3.280 2.999 3.561 Yes

21 3.400 3.119 3.681 Yes

TABLE 10.2 90% Confidence Interval Estimates of ��

(Continued)
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We can improve the confidence associated with the interval estimate. If we let the
confidence level 1 � � equal .95, the 95% confidence interval estimator is

Because this interval is wider, it is more likely to include the value of �. If you redo
Table 10.2, this time using a 95% confidence interval estimator, only samples 16, 22,
and 34 will produce intervals that do not include �. (Notice that we expected 5% of the
intervals to exclude � and that we actually observed 3/40 � 7.5%.) The 99% confi-
dence interval estimator is

Applying this interval estimate to the sample means listed in Table 10.2 would
result in having all 40 interval estimates include the population mean � � 3.5. (We
expected 1% of the intervals to exclude �; we observed 0/40 � 0%.)

x ; z
a>2
s

2n
= x ; 2.575

1.71

2100
= x ; .440

x ; z
a>2
s

2n
= x ; 1.96

1.71

2100
= x ; .335

DOES INTERVAL
SAMPLE x– LCL � x– � .281 UCL � x– � .281 INCLUDE �� � 3.5?

22 3.880 3.599 4.161 No

23 3.760 3.479 4.041 Yes

24 3.400 3.119 3.681 Yes

25 3.340 3.059 3.621 Yes

26 3.650 3.369 3.931 Yes

27 3.450 3.169 3.731 Yes

28 3.470 3.189 3.751 Yes

29 3.580 3.299 3.861 Yes

30 3.360 3.079 3.641 Yes

31 3.710 3.429 3.991 Yes

32 3.510 3.229 3.791 Yes

33 3.420 3.139 3.701 Yes

34 3.110 2.829 3.391 No

35 3.290 3.009 3.571 Yes

36 3.640 3.359 3.921 Yes

37 3.390 3.109 3.671 Yes

38 3.750 3.469 4.031 Yes

39 3.260 2.979 3.541 Yes

40 3.540 3.259 3.821 Yes

TABLE 10.2 (Continued)
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SEEING STATISTICS

The simulations used in the applets

introduced in Chapter 9 can be used

here to demonstrate how confidence

interval estimates are interpreted. This

applet generates samples of size 100

from the population of the toss of a die.

We know that the population mean is 

� � 3.5 and that the standard deviation

is 1.71. The 95% confidence interval

estimator is

The applet will generate one sample,

10 samples, or 100 samples at a time. The

resulting confidence interval is displayed

as a horizontal line between the upper

and lower ends of the confidence interval.

The true mean of 3.5 is the green vertical

= x ; .335

x ; z
a>2
s

2n
= x ; 1.96 

1.71

2100

line. If the confidence interval includes the

true population mean of 3.5 (i.e., if the

confidence interval line overlaps the green

vertical line), it is displayed in blue. If the

confidence interval does not include the

true mean, it is displayed in red.

After you understand the basics,

click the Sample 10 button a few times

to see 10 confidence intervals (but not

their calculations) at once. Then click on

the Sample 100 button to generate 

100 samples and confidence intervals.

Applet Exercises

Simulate 100 samples.

15.1 Are all the confidence interval

estimates identical?

15.2 Count the number of confidence

interval estimates that include the

true value of the mean.

15.3 How many intervals did you expect

to see that correctly included the

mean?

15.4 What do these exercises tell 

you about the proper interpre-

tation of a confidence interval

estimate?

applet 15 Confidence Interval Estimates of a Mean

In actual practice, only one sample will be drawn, and thus only one value of 
will be calculated. The resulting interval estimate will either correctly include the
parameter or incorrectly exclude it. Unfortunately, statistics practitioners do not
know whether they are correct in each case; they know only that, in the long run, they
will incorrectly estimate the parameter some of the time. Statistics practitioners
accept that as a fact of life.

We summarize our calculations in Example 10.1 as follows. We estimate that the
mean demand during lead time falls between 340.76 and 399.56, and this type of estima-
tor is correct 95% of the time. Thus, the confidence level applies to our estimation pro-
cedure and not to any one interval. Incidentally, the media often refer to the 95% figure
as “19 times out of 20,” which emphasizes the long-run aspect of the confidence level.

Information and the Width of the Interval

Interval estimation, like all other statistical techniques, is designed to convert data into
information. However, a wide interval provides little information. For example, sup-
pose that as a result of a statistical study we estimate with 95% confidence that the aver-
age starting salary of an accountant lies between $15,000 and $100,000. This interval is
so wide that very little information was derived from the data. Suppose, however, that
the interval estimate was $52,000 to $55,000. This interval is much narrower, providing
accounting students more precise information about the mean starting salary.

x
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The width of the confidence interval estimate is a function of the population stan-
dard deviation, the confidence level, and the sample size. Consider Example 10.1,
where � was assumed to be 75. The interval estimate was 370.16 � 29.40. If � equaled
150, the 95% confidence interval estimate would become

Thus, doubling the population standard deviation has the effect of doubling the width
of the confidence interval estimate. This result is quite logical. If there is a great deal of
variation in the random variable (measured by a large standard deviation), it is more dif-
ficult to accurately estimate the population mean. That difficulty is translated into a
wider interval.

Although we have no control over the value of �, we do have the power to select
values for the other two elements. In Example 10.1, we chose a 95% confidence level. If
we had chosen 90% instead, the interval estimate would have been

A 99% confidence level results in this interval estimate:

As you can see, decreasing the confidence level narrows the interval; increasing it
widens the interval. However, a large confidence level is generally desirable because
that means a larger proportion of confidence interval estimates that will be correct in
the long run. There is a direct relationship between the width of the interval and the
confidence level. This is because we need to widen the interval to be more confident in
the estimate. (The analogy is that to be more likely to capture a butterfly, we need a
larger butterfly net.) The trade-off between increased confidence and the resulting
wider confidence interval estimates must be resolved by the statistics practitioner. As a
general rule, however, 95% confidence is considered “standard.”

The third element is the sample size. Had the sample size been 100 instead of 25,
the confidence interval estimate would become

Increasing the sample size fourfold decreases the width of the interval by half. 
A larger sample size provides more potential information. The increased amount of
information is reflected in a narrower interval. However, there is another trade-off:
Increasing the sample size increases the sampling cost. We will discuss these issues
when we present sample size selection in Section 10.3.

(Optional) Estimating the Population Mean Using the Sample
Median

To understand why the sample mean is most often used to estimate a population mean,
let’s examine the properties of the sampling distribution of the sample median (denoted
here as m). The sampling distribution of a sample median is normally distributed pro-
vided that the population is normal. Its mean and standard deviation are

mm = m

x ; z
a>2
s

2n
= 370.16 ; z.025 

75

2100
= 370.16 ; 1.96 

75

2100
= 370.16 ; 14.70

x ; z
a>2
s

2n
= 370.16 ; z.005

75

225
= 370.16 ; 2.575

75

225
= 370.16 ; 38.63

x ; z
a>2
s

2n
= 370.16 ; z.05

75

225
= 370.16 ; 1.645

75

225
= 370.16 ; 24.68

x ; z
a>2
s

2n
= 370.16 ; z.025

150

225
= 370.16 ; 1.96

150

225
= 370.16 ; 58.80

CH010.qxd  11/22/10  6:29 PM  Page 349

    Copyright 2011 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). 
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



350 C H A P T E R  1 0

and

Using the same algebraic steps that we used above, we derive the confidence interval
estimator of a population mean using the sample median

To illustrate, suppose that we have drawn the following random sample from a nor-
mal population whose standard deviation is 2.

1 1 1 3 4 5 6 7 8

The sample mean is , and the median is m � 4.
The 95% confidence interval estimates using the sample mean and the sample

median are

As you can see, the interval based on the sample mean is narrower; as we pointed out
previously, narrower intervals provide more precise information. To understand why
the sample mean produces better estimators than the sample median, recall how the
median is calculated. We simply put the data in order and select the observation that
falls in the middle. Thus, as far as the median is concerned the data appear as

1 2 3 4 5 6 7 8 9

By ignoring the actual observations and using their ranks instead, we lose informa-
tion. With less information, we have less precision in the interval estimators and so ulti-
mately make poorer decisions.

m ; z
a>2 

1.2533s

2n
= 4.0 ; 1.96 

11.25332 122
29

= 4 ; 1.638

x ; z
a>2 
s

2n
= 4.0 ; 1.96 

2

29
= 4 ; 1.307

x = 4

m ; z
a>2

1.2533s

2n

sm =

1.2533s

2n

Developing an Understanding of Statistical Concepts

Exercises 10.9 to 10.16 are “what-if ” analyses designed to deter-
mine what happens to the interval estimate when the confidence
level, sample size, and standard deviation change. These problems
can be solved manually, using the spreadsheet you created (that is,
if you did create one), or Minitab.

10.9 a. A statistics practitioner took a random sample of
50 observations from a population with a stan-
dard deviation of 25 and computed the sample
mean to be 100. Estimate the population mean
with 90% confidence.

b. Repeat part (a) using a 95% confidence level.
c. Repeat part (a) using a 99% confidence level.
d. Describe the effect on the confidence interval

estimate of increasing the confidence level.

10.10 a. The mean of a random sample of 25 observations
from a normal population with a standard devia-
tion of 50 is 200. Estimate the population mean
with 95% confidence.

b. Repeat part (a) changing the population standard
deviation to 25.

c. Repeat part (a) changing the population standard
deviation to 10.

d. Describe what happens to the confidence inter-
val estimate when the standard deviation is
decreased.

10.11 a. A random sample of 25 was drawn from a normal
distribution with a standard deviation of 5. The
sample mean is 80. Determine the 95% confi-
dence interval estimate of the population mean.

b. Repeat part (a) with a sample size of 100.

E X E R C I S E S
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c. Repeat part (a) with a sample size of 400.
d. Describe what happens to the confidence interval

estimate when the sample size increases.

10.12 a. Given the following information, determine the
98% confidence interval estimate of the popula-
tion mean:

b. Repeat part (a) using a 95% confidence level.
c. Repeat part (a) using a 90% confidence level.
d. Review parts (a)–(c) and discuss the effect on the

confidence interval estimator of decreasing the
confidence level.

10.13 a. The mean of a sample of 25 was calculated as
. The sample was randomly drawn from

a population with a standard deviation of 15. 
Estimate the population mean with 99% confi-
dence.

b. Repeat part (a) changing the population standard
deviation to 30.

c. Repeat part (a) changing the population standard
deviation to 60.

d. Describe what happens to the confidence interval
estimate when the standard deviation is
increased.

10.14 a. A statistics practitioner randomly sampled 100
observations from a population with a standard
deviation of 5 and found that is 10. Estimate
the population mean with 90% confidence.

b. Repeat part (a) with a sample size of 25.
c. Repeat part (a) with a sample size of 10.
d. Describe what happens to the confidence interval

estimate when the sample size decreases.

10.15 a. From the information given here determine the
95% confidence interval estimate of the popula-
tion mean.

b. Repeat part (a) with .
c. Repeat part (a) with .
d. Describe what happens to the width of the confi-

dence interval estimate when the sample mean
increases.

10.16 a. A random sample of 100 observations was ran-
domly drawn from a population with a standard
deviation of 5. The sample mean was calculated
as . Estimate the population mean with
99% confidence.

b. Repeat part (a) with .
c. Repeat part (a) with .
d. Describe what happens to the width of the confi-

dence interval estimate when the sample mean
decreases.

x = 100
x = 200

x = 400

x = 500
x = 200

x = 100 s = 20 n = 25

x

x = 500

x = 500 s = 12 n = 50

Exercises 10.17 to 10.20 are based on the optional subsection
“Estimating the Population Mean Using the Sample Median.”
All exercises assume that the population is normal.
10.17 Is the sample median an unbiased estimator of the

population mean? Explain.

10.18 Is the sample median a consistent estimator of the
population mean? Explain.

10.19 Show that the sample mean is relatively more effi-
cient than the sample median when estimating the
population mean.

10.20 a. Given the following information, determine the
90% confidence interval estimate of the popula-
tion mean using the sample median.

b. Compare your answer in part (a) to that pro-
duced in part (c) of Exercise 10.12. Why is the
confidence interval estimate based on the sample
median wider than that based on the sample
mean?

Applications

The following exercises may be answered manually or with the
assistance of a computer. The names of the files containing the
data are shown.
10.21 Xr10-21 The following data represent a random sam-

ple of 9 marks (out of 10) on a statistics quiz. The
marks are normally distributed with a standard devi-
ation of 2. Estimate the population mean with 90%
confidence.

7 9 7 5 4 8 3 10 9

10.22 Xr10-22 The following observations are the ages of a
random sample of 8 men in a bar. It is known that
the ages are normally distributed with a standard
deviation of 10. Determine the 95% confidence
interval estimate of the population mean. Interpret
the interval estimate.

52 68 22 35 30 56 39 48

10.23 Xr10-23 How many rounds of golf do physicians (who
play golf) play per year? A survey of 12 physicians
revealed the following numbers:

3 41 17 1 33 37 18 15 17 12 29 51

Estimate with 95% confidence the mean number of
rounds per year played by physicians, assuming that
the number of rounds is normally distributed with a
standard deviation of 12.

10.24 Xr10-24 Among the most exciting aspects of a univer-
sity professor’s life are the departmental meetings
where such critical issues as the color of the walls
will be painted and who gets a new desk are decided. 

Sample median = 500, s = 12, and n = 50
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A sample of 20 professors was asked how many
hours per year are devoted to these meetings. The
responses are listed here. Assuming that the variable
is normally distributed with a standard deviation of 
8 hours, estimate the mean number of hours spent at
departmental meetings by all professors. Use a con-
fidence level of 90%.

14 17 3 6 17 3 8 4 20 15

7 9 0 5 11 15 18 13 8 4

10.25 Xr10-25 The number of cars sold annually by used car
salespeople is normally distributed with a standard
deviation of 15. A random sample of 15 salespeople
was taken, and the number of cars each sold is listed
here. Find the 95% confidence interval estimate of
the population mean. Interpret the interval estimate.

79 43 58 66 101 63 79 33 58

71 60 101 74 55 88

10.26 Xr10-26 It is known that the amount of time needed
to change the oil on a car is normally distributed
with a standard deviation of 5 minutes. The amount
of time to complete a random sample of 10 oil
changes was recorded and listed here. Compute the
99% confidence interval estimate of the mean of the
population.

11 10 16 15 18 12 25 20 18 24

10.27 Xr10-27 Suppose that the amount of time teenagers
spend weekly working at part-time jobs is normally
distributed with a standard deviation of 40 minutes.
A random sample of 15 teenagers was drawn, and
each reported the amount of time spent at part-time
jobs (in minutes). These are listed here. Determine
the 95% confidence interval estimate of the popula-
tion mean.

180 130 150 165 90 130 120 60 200

180 80 240 210 150 125

10.28 Xr10-28 One of the few negative side effects of quit-
ting smoking is weight gain. Suppose that the weight
gain in the 12 months following a cessation in smok-
ing is normally distributed with a standard deviation
of 6 pounds. To estimate the mean weight gain, a
random sample of 13 quitters was drawn; their
recorded weights are listed here. Determine the
90% confidence interval estimate of the mean 
12-month weight gain for all quitters.

16 23 8 2 14 22 18 11 10 19 5 8 15

10.29 Xr10-29 Because of different sales ability, experience,
and devotion, the incomes of real estate agents vary
considerably. Suppose that in a large city the annual
income is normally distributed with a standard devi-
ation of $15,000. A random sample of 16 real estate
agents was asked to report their annual income (in

$1,000). The responses are listed here. Determine
the 99% confidence interval estimate of the mean
annual income of all real estate agents in the city.

65 94 57 111 83 61 50 73 68 80

93 84 113 41 60 77

The following exercises require the use of a computer and software.
The answers may be calculated manually. See Appendix A for the
sample statistics.

10.30 Xr10-30 A survey of 400 statistics professors was
undertaken. Each professor was asked how much
time was devoted to teaching graphical techniques.
We believe that the times are normally distributed
with a standard deviation of 30 minutes. Estimate
the population mean with 95% confidence.

10.31 Xr10-31 In a survey conducted to determine, among
other things, the cost of vacations, 64 individuals were
randomly sampled. Each person was asked to compute
the cost of her or his most recent vacation. Assuming
that the standard deviation is $400, estimate with 95%
confidence the average cost of all vacations.

10.32 Xr10-32 In an article about disinflation, various invest-
ments were examined. The investments included
stocks, bonds, and real estate. Suppose that a ran-
dom sample of 200 rates of return on real estate
investments was computed and recorded. Assuming
that the standard deviation of all rates of return on
real estate investments is 2.1%, estimate the mean
rate of return on all real estate investments with
90% confidence. Interpret the estimate.

10.33 Xr10-33 A statistics professor is in the process of
investigating how many classes university students
miss each semester. To help answer this question,
she took a random sample of 100 university students
and asked each to report how many classes he or she
had missed in the previous semester. Estimate the
mean number of classes missed by all students at the
university. Use a 99% confidence level and assume
that the population standard deviation is known to
be 2.2 classes.

10.34 Xr10-34 As part of a project to develop better lawn
fertilizers, a research chemist wanted to determine
the mean weekly growth rate of Kentucky bluegrass,
a common type of grass. A sample of 250 blades of
grass was measured, and the amount of growth in 
1 week was recorded. Assuming that weekly growth
is normally distributed with a standard deviation of
.10 inch, estimate with 99% confidence the mean
weekly growth of Kentucky bluegrass. Briefly
describe what the interval estimate tells you about
the growth of Kentucky bluegrass.

10.35 Xr10-35 A time study of a large production facility was
undertaken to determine the mean time required to
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assemble a cell phone. A random sample of the times
to assemble 50 cell phones was recorded. An analysis
of the assembly times reveals that they are normally
distributed with a standard deviation of 1.3 minutes.
Estimate with 95% confidence the mean assembly
time for all cell phones. What do your results tell you
about the assembly times?

10.36 Xr10-36 The image of the Japanese manager is that of
a workaholic with little or no leisure time. In a sur-
vey, a random sample of 250 Japanese middle man-
agers was asked how many hours per week they
spent in leisure activities (e.g., sports, movies, televi-
sion). The results of the survey were recorded.
Assuming that the population standard deviation is 
6 hours, estimate with 90% confidence the mean
leisure time per week for all Japanese middle man-
agers. What do these results tell you?

10.37 Xr10-37 One measure of physical fitness is the
amount of time it takes for the pulse rate to return to
normal after exercise. A random sample of 
100 women age 40 to 50 exercised on stationary
bicycles for 30 minutes. The amount of time it took

for their pulse rates to return to pre-exercise levels
was measured and recorded. If the times are nor-
mally distributed with a standard deviation of 
2.3 minutes, estimate with 99% confidence the true
mean pulse-recovery time for all 40- to 50-year-old
women. Interpret the results.

10.38 Xr10-38 A survey of 80 randomly selected companies
asked them to report the annual income of their
presidents. Assuming that incomes are normally dis-
tributed with a standard deviation of $30,000, deter-
mine the 90% confidence interval estimate of the
mean annual income of all company presidents.
Interpret the statistical results.

10.39 Xr10-39 To help make a decision about expansion
plans, the president of a music company needs to
know how many compact discs teenagers buy annu-
ally. Accordingly, he commissions a survey of 
250 teenagers. Each is asked to report how many
CDs he or she purchased in the previous 12 months.
Estimate with 90% confidence the mean annual
number of CDs purchased by all teenagers. Assume
that the population standard deviation is three CDs.

10.40 Xr10-40 The sponsors of television shows targeted at
the children’s market wanted to know the amount of
time children spend watching television because the
types and number of programs and commercials are
greatly influenced by this information. As a result, it
was decided to survey 100 North American children
and ask them to keep track of the number of hours of

television they watch each week. From past experi-
ence, it is known that the population standard 
deviation of the weekly amount of television 
watched is � � 8.0 hours. The television sponsors 
want an estimate of the amount of television 
watched by the average North American child. 
A confidence level of 95% is judged to be appropriate.

A P P L I C A T I O N S i n  M A R K E T I N G

Advertising

One of the major tools in the promotion mix is advertising. An important decision

to be made by the advertising manager is how to allocate the company’s total

advertising budget among the various competing media types, including televi-

sion, radio, and newspapers. Ultimately, the manager wants to know, for exam-

ple, which television programs are most watched by potential customers, and

how effective it is to sponsor these programs through advertising. But first the

manager must assess the size of the audience, which involves estimating the amount

of exposure potential customers have to the various media types, such as television.
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10.3 SELECTING THE SAMPLE SIZE

As we discussed in the previous section, if the interval estimate is too wide, it provides
little information. In Example 10.1 the interval estimate was 340.76 to 399.56. If the
manager is to use this estimate as input for an inventory model, he needs greater preci-
sion. Fortunately, statistics practitioners can control the width of the interval by deter-
mining the sample size necessary to produce narrow intervals.
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To understand how and why we can determine the sample size, we discuss the sam-
pling error.

Error of Estimation

In Chapter 5, we pointed out that sampling error is the difference between the sample
and the population that exists only because of the observations that happened to be
selected for the sample. Now that we have discussed estimation, we can define the sam-
pling error as the difference between an estimator and a parameter. We can also define
this difference as the error of estimation. In this chapter, this can be expressed as the
difference between and �. In our derivation of the confidence interval estimator of �
(see page 318), we expressed the following probability,

which can also be expressed as

This tells us that the difference between and � lies between and

with probability 1 � �. Expressed another way, we have with probability

1 � �,

In other words, the error of estimation is less than . We interpret this to mean

that is the maximum error of estimation that we are willing to tolerate. We

label this value B, which stands for the bound on the error of estimation; that is,

Determining the Sample Size

We can solve the equation for n if the population standard deviation �, the confidence
level 1 � �, and the bound on the error of estimation B are known. Solving for n, we
produce the following.

B = Z
a>2
s

2n

Z
a>2s>1n

Z
a>2s>1n

ƒ X - m ƒ 6 Z
a>2
s

2n

+Z
a>2s>1n

-Z
a>2s>1nX

Pa -Z
a>2
s

2n
6 X - m 6 + Z

a>2
s

2n
b = 1 - a

Pa -Z
a>2 6

X - m

s>2n
6 Z

a>2b = 1 - a

X

Sample Size to Estimate a Mean

n = a z
a>2s
B
b2

To illustrate, suppose that in Example 10.1 before gathering the data, the manager
had decided that he needed to estimate the mean demand during lead time to within 
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16 units, which is the bound on the error of estimation. We also have 1 � � � .95 and 
� � 75. We calculate

Because n must be an integer and because we want the bound on the error of esti-
mation to be no more than 16, any noninteger value must be rounded up. Thus, the
value of n is rounded to 85, which means that to be 95% confident that the error of esti-
mation will be no larger than 16, we need to randomly sample 85 lead time intervals.

n = a z
a>2s
B
b2

= a 11.962 1752
16

b2
= 84.41

Determining the Sample Size to Estimate 
the Mean Tree Diameter: Solution

Before the sample was taken, the forester determined the sample size as follows.

The bound on the error of estimation is B � 1. The confidence level is 90% (1 � � � .90).

Thus. � � .10 and �/2 � .05. It follows that za/2 = 1.645. The population standard deviation is

assumed to be � � 6. Thus,

which is rounded to 98.

However, after the sample is taken the forester discovered that � � 12. The 90% confidence

interval estimate is

As you can see, the bound on the error of estimation is 2 and not 1. The interval is twice as wide

as it was designed to be. The resulting estimate will not be as precise as needed.

x ; z
a>2 
s

1n
= 25 ; z.05 

12

298
= 25 ; 1.645 

12

298
= 25 ; 2

n = a z
a>2s

B
b2

= a 1.645 * 6

1
b2

= 97.42
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In this chapter, we have assumed that we know the value of the population standard
deviation. In practice, this is seldom the case. (In Chapter 12, we introduce a more real-
istic confidence interval estimator of the population mean.) It is frequently necessary to
“guesstimate” the value of � to calculate the sample size; that is, we must use our knowl-
edge of the variable with which we’re dealing to assign some value to �.

Unfortunately, we cannot be very precise in this guess. However, in guesstimating
the value of �, we prefer to err on the high side. For the chapter-opening example, if the
forester had determined the sample size using � � 12, he would have computed

Using n � 390 (assuming that the sample mean is again 25), the 90% confidence inter-
val estimate is

x ; z
a>2
s

2n
= 25 ; 1.645

12

2390
= 25 ; 1

n = a z
a>2s
B
b2

= a 11.64521122
1

b2
= 389.67 1rounded to 3902

CH010.qxd  11/22/10  6:29 PM  Page 355

    Copyright 2011 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). 
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



356 C H A P T E R  1 0

This interval is as narrow as the forester wanted.
What happens if the standard deviation is smaller than assumed? If we discover that

the standard deviation is less than we assumed when we determined the sample size, the
confidence interval estimator will be narrower and therefore more precise. Suppose
that after the sample of 98 trees was taken (assuming again that � � 6), the forester dis-
covers that � � 3. The confidence interval estimate is

which is narrower than the forester wanted. Although this means that he would have
sampled more trees than needed, the additional cost is relatively low when compared to
the value of the information derived.

x ; z
a>2
s

2n
= 25 ; 1.645

3

298
= 25 ; 0.5

Developing an Understanding of Statistical Concepts

10.41 a. Determine the sample size required to estimate a
population mean to within 10 units given that the
population standard deviation is 50. A confidence
level of 90% is judged to be appropriate.

b. Repeat part (a) changing the standard deviation
to 100.

c. Redo part (a) using a 95% confidence level.
d. Repeat part (a) wherein we wish to estimate the

population mean to within 20 units.

10.42 Review Exercise 10.41. Describe what happens to
the sample size when
a. the population standard deviation increases.
b. the confidence level increases.
c. the bound on the error of estimation increases.

10.43 a. A statistics practitioner would like to estimate a
population mean to within 50 units with 99% con-
fidence given that the population standard devia-
tion is 250. What sample size should be used?

b. Re-do part (a) changing the standard deviation 
to 50.

c. Re-do part (a) using a 95% confidence level.
d. Re-do part (a) wherein we wish to estimate the

population mean to within 10 units.

10.44 Review the results of Exercise 10.43. Describe what
happens to the sample size when
a. the population standard deviation decreases.
b. the confidence level decreases.
c. the bound on the error of estimation decreases.

10.45 a. Determine the sample size necessary to estimate a
population mean to within 1 with 90% confidence
given that the population standard deviation is 10.

b. Suppose that the sample mean was calculated as
150. Estimate the population mean with 90%
confidence.

10.46 a. Repeat part (b) in Exercise 10.45 after discover-
ing that the population standard deviation is
actually 5.

b. Repeat part (b) in Exercise 10.45 after discover-
ing that the population standard deviation is
actually 20.

10.47 Review Exercises 10.45 and 10.46. Describe what
happens to the confidence interval estimate when
a. the standard deviation is equal to the value used

to determine the sample size.
b. the standard deviation is smaller than the one

used to determine the sample size.
c. the standard deviation is larger than the one used

to determine the sample size.

10.48 a. A statistics practitioner would like to estimate a
population mean to within 10 units. The confi-
dence level has been set at 95% and � � 200.
Determine the sample size.

b. Suppose that the sample mean was calculated as
500. Estimate the population mean with 95%
confidence.

10.49 a. Repeat part (b) of Exercise 10.48 after discover-
ing that the population standard deviation is
actually 100.

b. Repeat part (b) of Exercise 10.48 after discover-
ing that the population standard deviation is
actually 400.

10.50 Review Exercises 10.48 and 10.49. Describe what
happens to the confidence interval estimate when
a. the standard deviation is equal to the value used

to determine the sample size.
b. the standard deviation is smaller than the one

used to determine the sample size.
c. the standard deviation is larger than the one used

to determine the sample size.

E X E R C I S E S
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Applications

10.51 A medical statistician wants to estimate the average
weight loss of people who are on a new diet plan. In
a preliminary study, he guesses that the standard
deviation of the population of weight losses is about
10 pounds. How large a sample should he take to
estimate the mean weight loss to within 2 pounds,
with 90% confidence?

10.52 The operations manager of a large production plant
would like to estimate the average amount of time
workers take to assemble a new electronic component.
After observing a number of workers assembling 
similar devices, she guesses that the standard deviation
is 6 minutes. How large a sample of workers should
she take if she wishes to estimate the mean assembly
time to within 20 seconds? Assume that the confi-
dence level is to be 99%.

10.53 A statistics professor wants to compare today’s stu-
dents with those 25 years ago. All his current students’
marks are stored on a computer so that he can easily
determine the population mean. However, the marks
25 years ago reside only in his musty files. He does not
want to retrieve all the marks and will be satisfied with
a 95% confidence interval estimate of the mean mark
25 years ago. If he assumes that the population stan-
dard deviation is 12, how large a sample should he take
to estimate the mean to within 2 marks?

10.54 A medical researcher wants to investigate the amount
of time it takes for patients’ headache pain to be
relieved after taking a new prescription painkiller.
She plans to use statistical methods to estimate the
mean of the population of relief times. She believes
that the population is normally distributed with a
standard deviation of 20 minutes. How large a sam-
ple should she take to estimate the mean time to
within 1 minute with 90% confidence?

10.55 The label on 1-gallon cans of paint states that the
amount of paint in the can is sufficient to paint 
400 square feet. However, this number is quite vari-
able. In fact, the amount of coverage is known to be
approximately normally distributed with a standard
deviation of 25 square feet. How large a sample
should be taken to estimate the true mean coverage
of all 1-gallon cans to within 5 square feet with 95%
confidence?

10.56 The operations manager of a plant making cellular
telephones has proposed rearranging the produc-
tion process to be more efficient. She wants to
estimate the time to assemble the telephone using
the new arrangement. She believes that the popu-
lation standard deviation is 15 seconds. How large
a sample of workers should she take to estimate
the mean assembly time to within 2 seconds with
95% confidence?

variance is known. It also presented a formula to calculate
the sample size necessary to estimate a population mean.

I M P O R T A N T  T E R M S

Point estimator 336
Interval estimator 336
Unbiased estimator 337
Consistency 338
Relative efficiency 338
Confidence interval estimator of � 340

Confidence level 340
Lower confidence limit (LCL) 340
Upper confidence limit (UCL) 340
95% confidence interval estimator of � 341
Error of estimation 354
Bound on the error of estimation 354

S Y M B O L S

Symbol Pronounced Represents

1 � � One minus alpha Confidence level
B Bound on the error of estimation
z�/2 z alpha by 2 Value of Z such that the area to its right is equal to �/2

C H A P T E R S U M M A R Y

This chapter introduced the concepts of estimation and
the estimator of a population mean when the population
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F O R M U L A S

Confidence interval estimator of � with � known

x ; z
a>2
s

2n

Sample size to estimate �

n = a z
a>2s
B
b2

C O M P U T E R  O U T P U T  A N D  I N S T R U C T I O N S

Technique Excel Minitab

Confidence interval estimate of � 343 344
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SSA Envelope Plan

Federal Express (FedEx) sends invoices to customers requesting payment within 

30 days. Each bill lists an address, and customers are expected to use their own

envelopes to return their payments. Currently, the mean and standard deviation of 

the amount of time taken to pay bills are 24 days and 6 days, respectively. The chief financial 

officer (CFO) believes that including a stamped self-addressed (SSA) envelope would decrease the

amount of time. She calculates that the improved cash flow from a 2-day decrease in the payment

period would pay for the costs of the envelopes and stamps. Any further decrease in the payment

period would generate a profit. To test her belief, she randomly selects 220 customers and includes a

stamped self-addressed envelope with their invoices. The numbers of days until payment is received

were recorded. Can the CFO conclude that the plan will be profitable?

After we’ve introduced

the required tools, we’ll

return to this question

and answer it (see

page 374).

INTRODUCTION TO

HYPOTHESIS TESTING

11.1 Concepts of Hypothesis Testing

11.2 Testing the Population Mean When the Population 

Standard Deviation Is Known

11.3 Calculating the Probability of a Type II Error

11.4 The Road Ahead

DATA
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11 .1 CONCEPTS OF HYPOTHESIS TESTING

The term hypothesis testing is likely new to most readers, but the concepts underly-
ing hypothesis testing are quite familiar. There are a variety of nonstatistical applica-
tions of hypothesis testing, the best known of which is a criminal trial.

When a person is accused of a crime, he or she faces a trial. The prosecution pre-
sents its case, and a jury must make a decision on the basis of the evidence presented.
In fact, the jury conducts a test of hypothesis. There are actually two hypotheses that
are tested. The first is called the null hypothesis and is represented by H0 (pronounced
H nought—nought is a British term for zero). It is

The second is called the alternative hypothesis (or research hypothesis) and is
denoted H1. In a criminal trial it is

Of course, the jury does not know which hypothesis is correct. The members must
make a decision on the basis of the evidence presented by both the prosecution and the
defense. There are only two possible decisions. Convict or acquit the defendant. In sta-
tistical parlance, convicting the defendant is equivalent to rejecting the null hypothesis in
favor of the alternative; that is, the jury is saying that there was enough evidence to con-
clude that the defendant was guilty. Acquitting a defendant is phrased as not rejecting the
null hypothesis in favor of the alternative, which means that the jury decided that there was
not enough evidence to conclude that the defendant was guilty. Notice that we do not
say that we accept the null hypothesis. In a criminal trial, that would be interpreted as
finding the defendant innocent. Our justice system does not allow this decision.

There are two possible errors. A Type I error occurs when we reject a true null
hypothesis. A Type II error is defined as not rejecting a false null hypothesis. In the crim-
inal trial, a Type I error is made when an innocent person is wrongly convicted. A Type II
error occurs when a guilty defendant is acquitted. The probability of a Type I error is
denoted by �, which is also called the significance level. The probability of a Type II
error is denoted by � (Greek letter beta). The error probabilities � and � are inversely
related, meaning that any attempt to reduce one will increase the other. Table 11.1 sum-
marizes the terminology and the concepts.

H1: The defendant is guilty.

H0: The defendant is innocent.

I
n Chapter 10, we introduced estimation and showed how it is used. Now we’re going
to present the second general procedure of making inferences about a population—
hypothesis testing. The purpose of this type of inference is to determine whether

enough statistical evidence exists to enable us to conclude that a belief or hypothesis
about a parameter is supported by the data. You will discover that hypothesis testing has
a wide variety of applications in business and economics, as well as many other fields.
This chapter will lay the foundation upon which the rest of the book is based. As such it
represents a critical contribution to your development as a statistics practitioner.

In the next section, we will introduce the concepts of hypothesis testing, and in
Section 11.2 we will develop the method employed to test a hypothesis about a popula-
tion mean when the population standard deviation is known. The rest of the chapter
deals with related topics.

INTRODUCTION
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In our justice system, Type I errors are regarded as more serious. As a consequence,
the system is set up so that the probability of a Type I error is small. This is arranged by
placing the burden of proof on the prosecution (the prosecution must prove guilt—the
defense need not prove anything) and by having judges instruct the jury to find the defen-
dant guilty only if there is “evidence beyond a reasonable doubt.” In the absence of enough
evidence, the jury must acquit even though there may be some evidence of guilt. The con-
sequence of this arrangement is that the probability of acquitting guilty people is relatively
large. Oliver Wendell Holmes, a United States Supreme Court justice, once phrased the
relationship between the probabilities of Type I and Type II errors in the following way:
“Better to acquit 100 guilty men than convict one innocent one.” In Justice Holmes’s opin-
ion, the probability of a Type I error should be 1/100 of the probability of a Type II error.

The critical concepts in hypothesis testing follow.

1. There are two hypotheses. One is called the null hypothesis, and the other the
alternative or research hypothesis.

2. The testing procedure begins with the assumption that the null hypothesis is true.

3. The goal of the process is to determine whether there is enough evidence to infer
that the alternative hypothesis is true.

4. There are two possible decisions:

Conclude that there is enough evidence to support the alternative hypothesis
Conclude that there is not enough evidence to support the alternative hypothesis

5. Two possible errors can be made in any test. A Type I error occurs when we reject
a true null hypothesis, and a Type II error occurs when we don’t reject a false null
hypothesis. The probabilities of Type I and Type II errors are

Let’s extend these concepts to statistical hypothesis testing.
In statistics we frequently test hypotheses about parameters. The hypotheses we

test are generated by questions that managers need to answer. To illustrate, suppose that
in Example 10.1 (page 342) the operations manager did not want to estimate the mean
demand during lead time but instead wanted to know whether the mean is different
from 350, which may be the point at which the current inventory policy needs to be
altered. In other words, the manager wants to determine whether he can infer that � is
not equal to 350. We can rephrase the question so that it now reads, Is there enough
evidence to conclude that � is not equal to 350? This wording is analogous to the

P1Type II error2 = b

P1Type I error2 = a

H0 IS TRUE H0 IS FALSE
DECISION (DEFENDANT IS INNOCENT) (DEFENDANT IS GUILTY)

REJECT H0 Type I Error Correct decision

Convict defendant P (Type I Error) � �

DO NOT REJECT H0 Correct decision Type II Error

Acquit defendant P (Type II Error) � �

TABLE 11.1  Terminology of Hypothesis Testing
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criminal trial wherein the jury is asked to determine whether there is enough evidence
to conclude that the defendant is guilty. Thus, the alternative (research) hypothesis is

In a criminal trial, the process begins with the assumption that the defendant is
innocent. In a similar fashion, we start with the assumption that the parameter equals
the value we’re testing. Consequently, the operations manager would assume that 
� � 350, and the null hypothesis is expressed as

When we state the hypotheses, we list the null first followed by the alternative
hypothesis. To determine whether the mean is different from 350, we test

Now suppose that in this illustration the current inventory policy is based on an
analysis that revealed that the actual mean demand during lead time is 350. After a vig-
orous advertising campaign, the manager suspects that there has been an increase in
demand and thus an increase in mean demand during lead time. To test whether there
is evidence of an increase, the manager would specify the alternative hypothesis as

Because the manager knew that the mean was (and maybe still is) 350, the null hypoth-
esis would state

Further suppose that the manager does not know the actual mean demand during
lead time, but the current inventory policy is based on the assumption that the mean is
less than or equal to 350. If the advertising campaign increases the mean to a quantity
larger than 350, a new inventory plan will have to be instituted. In this scenario, the
hypotheses become

Notice that in both illustrations the alternative hypothesis is designed to determine
whether there is enough evidence to conclude that the mean is greater than 350.
Although the two null hypotheses are different (one states that the mean is equal to 350,
and the other states that the mean is less than or equal to 350), when the test is con-
ducted, the process begins by assuming that the mean is equal to 350. In other words, no
matter the form of the null hypothesis, we use the equal sign in the null hypothesis.
Here is the reason. If there is enough evidence to conclude that the alternative hypoth-
esis (the mean is greater than 350) is true when we assume that the mean is equal to 350,
we would certainly draw the same conclusion when we assume that the mean is a value
that is less than 350. As a result, the null hypothesis will always state that the parameter
equals the value specified in the alternative hypothesis.

To emphasize this point, suppose the manager now wanted to determine whether
there has been a decrease in the mean demand during lead time. We express the null
and alternative hypotheses as

H1: m 6 350

H0: m = 350

H1: m 7 350

H0: m … 350

H0: m = 350

H1: m 7 350

H1: m Z 350

H0: m = 350

H0: m = 350

H1: m Z 350
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The hypotheses are often set up to reflect a manager’s decision problem wherein
the null hypothesis represents the status quo. Often this takes the form of some course of
action such as maintaining a particular inventory policy. If there is evidence of an
increase or decrease in the value of the parameter, a new course of action will be taken.
Examples include deciding to produce a new product, switching to a better drug to treat
an illness, or sentencing a defendant to prison.

The next element in the procedure is to randomly sample the population and cal-
culate the sample mean. This is called the test statistic. The test statistic is the crite-
rion on which we base our decision about the hypotheses. (In the criminal trial analogy,
this is equivalent to the evidence presented in the case.) The test statistic is based on the
best estimator of the parameter. In Chapter 10, we stated that the best estimator of a
population mean is the sample mean.

If the test statistic’s value is inconsistent with the null hypothesis, we reject the
null hypothesis and infer that the alternative hypothesis is true. For example, if we’re
trying to decide whether the mean is greater than 350, a large value of (say, 600)
would provide enough evidence. If is close to 350 (say, 355), we would say that this
does not provide much evidence to infer that the mean is greater than 350. In the
absence of sufficient evidence, we do not reject the null hypothesis in favor of 
the alternative. (In the absence of sufficient evidence of guilt, a jury finds the defen-
dant not guilty.)

In a criminal trial, “sufficient evidence” is defined as “evidence beyond a reasonable
doubt.” In statistics, we need to use the test statistic’s sampling distribution to define
“sufficient evidence.” We will do so in the next section.

x
x

Exercises 11.1–11.5 feature nonstatistical applications of hypothesis
testing. For each, identify the hypotheses, define Type I and Type II
errors, and discuss the consequences of each error. In setting up the
hypotheses, you will have to consider where to place the “burden of
proof.”

11.1 It is the responsibility of the federal government to
judge the safety and effectiveness of new drugs.
There are two possible decisions: approve the drug
or disapprove the drug.

11.2 You are contemplating a Ph.D. in business or eco-
nomics. If you succeed, a life of fame, fortune, and
happiness awaits you. If you fail, you’ve wasted 
5 years of your life. Should you go for it?

11.3 You are the centerfielder of the New York Yankees.
It is the bottom of the ninth inning of the seventh
game of the World Series. The Yanks lead by 2 with
2 outs and men on second and third. The batter is
known to hit for high average and runs very well but
only has mediocre power. A single will tie the game,

and a hit over your head will likely result in the
Yanks losing. Do you play shallow?

11.4 You are faced with two investments. One is very
risky, but the potential returns are high. The other is
safe, but the potential is quite limited. Pick one.

11.5 You are the pilot of a jumbo jet. You smell 
smoke in the cockpit. The nearest airport is less
than 5 minutes away. Should you land the plane
immediately?

11.6 Several years ago in a high-profile case, a defen-
dant was acquitted in a double-murder trial but
was subsequently found responsible for the deaths
in a civil trial. (Guess the name of the defendant—
the answer is in Appendix C.) In a civil trial the
plaintiff (the victims’ relatives) are required only
to show that the preponderance of evidence points
to the guilt of the defendant. Aside from the other
issues in the cases, discuss why these results are
logical.

E X E R C I S E S
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11 . 2 TESTING THE POPULATION MEAN WHEN THE POPULATION

STANDARD DEVIATION IS KNOWN

To illustrate the process, consider the following example.

E X A M P L E 11 .1 Department Store’s New Billing System

The manager of a department store is thinking about establishing a new billing system
for the store’s credit customers. After a thorough financial analysis, she determines that
the new system will be cost-effective only if the mean monthly account is more than
$170. A random sample of 400 monthly accounts is drawn, for which the sample mean
is $178. The manager knows that the accounts are approximately normally distributed
with a standard deviation of $65. Can the manager conclude from this that the new
system will be cost-effective?

S O L U T I O N

DATA

Xm11-01

I D E N T I F Y

This example deals with the population of the credit accounts at the store. To conclude
that the system will be cost-effective requires the manager to show that the mean
account for all customers is greater than $170. Consequently, we set up the alternative
hypothesis to express this circumstance:

If the mean is less than or equal to 170, then the system will not be cost-effective. The
null hypothesis can be expressed as

However, as was discussed in Section 11.1, we will actually test � � 170, which is how
we specify the null hypothesis:

As we previously pointed out, the test statistic is the best estimator of the parameter. In
Chapter 10, we used the sample mean to estimate the population mean. To conduct this
test, we ask and answer the following question: Is a sample mean of 178 sufficiently greater
than 170 to allow us to confidently infer that the population mean is greater than 170?

There are two approaches to answering this question. The first is called the rejection
region method. It can be used in conjunction with the computer, but it is mandatory for
those computing statistics manually. The second is the p-value approach, which in general
can be employed only in conjunction with a computer and statistical software. We rec-
ommend, however, that users of statistical software be familiar with both approaches.

Rejection Region

It seems reasonable to reject the null hypothesis in favor of the alternative if the value of
the sample mean is large relative to 170. If we had calculated the sample mean to be say,
500, it would be quite apparent that the null hypothesis is false and we would reject it.

H0: m = 170

H0: m … 170 1Do not install new system2

H1: m 7 170 1Install new system2
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On the other hand, values of close to 170, such as 171, do not allow us to reject the
null hypothesis because it is entirely possible to observe a sample mean of 171 from a
population whose mean is 170. Unfortunately, the decision is not always so obvious. In
this example, the sample mean was calculated to be 178, a value apparently neither very
far away from nor very close to 170. To make a decision about this sample mean, we set
up the rejection region.

x

Rejection Region
The rejection region is a range of values such that if the test statistic falls
into that range, we decide to reject the null hypothesis in favor of the alter-
native hypothesis.

Suppose we define the value of the sample mean that is just large enough to reject
the null hypothesis as . The rejection region is

Because a Type I error is defined as rejecting a true null hypothesis, and the proba-
bility of committing a Type I error is �, it follows that

Figure 11.1 depicts the sampling distribution and the rejection region.

= P1x 7 xL given that H0 is true2
a = P1rejecting H0 given that H0 is true2

x 7 xL

xL

x–

x–Lm = 170

a

Rejection region

FIGURE 11.1 Sampling Distribution for Example 11.1

From Section 9.1, we know that the sampling distribution of is normal or approx-
imately normal, with mean � and standard deviation . As a result, we can 
standardize and obtain the following probability:

From Section 8.2, we defined z� to be the value of a standard normal random variable
such that

P1Z 7 z
a
2 = a

P¢ x - m

s>2n
7

xL - m

s>2n
≤ = P¢Z 7

xL - m

s>2n
≤ = a

x
s>2n

x
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Because both probability statements involve the same distribution (standard normal)
and the same probability (�), it follows that the limits are identical. Thus,

We know that � � 65 and n � 400. Because the probabilities defined above are con-
ditional on the null hypothesis being true, we have � � 170. To calculate the rejection
region, we need a value of � at the significance level. Suppose that the manager chose �
to be 5%. It follows that z� � z0.5 � 1.645. We can now calculate the value of 

Therefore, the rejection region is

The sample mean was computed to be 178. Because the test statistic (sample mean)
is in the rejection region (it is greater than 175.34), we reject the null hypothesis. Thus,
there is sufficient evidence to infer that the mean monthly account is greater than $170.

Our calculations determined that any value of above 175.34 represents an event
that is quite unlikely when sampling (with n � 400) from a population whose mean is 170 
(and whose standard deviation is 65). This suggests that the assumption that the null
hypothesis is true is incorrect, and consequently we reject the null hypothesis in favor of
the alternative hypothesis.

Standardized Test Statistic

The preceding test used the test statistic ; as a result, the rejection region had to be set
up in terms of . An easier method specifies that the test statistic be the standardized
value of ; that is, we use the standardized test statistic.

and the rejection region consists of all values of z that are greater than . Algebraically,
the rejection region is

We can redo Example 11.1 using the standardized test statistic.
The rejection region is

The value of the test statistic is calculated next:

Because 2.46 is greater than 1.645, reject the null hypothesis and conclude that there is
enough evidence to infer that the mean monthly account is greater than $170.

z =

x - m

s>2n
=

178 - 170

65>2400
= 2.46

z 7 z
a

= z.05 = 1.645

z 7 z
a

z
a

z =

x - m

s>2n

x
x

x

x

x 7 175.34

xL = 175.34

xL - 170

65>2400
= 1.645

xL - m

s>2n
= z

a

xL:

xL - m

s>2n
= z

a
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As you can see, the conclusions we draw from using the test statistic and the stan-
dardized test statistic z are identical. Figures 11.2 and 11.3 depict the two sampling dis-
tributions, highlighting the equivalence of the two tests.

x

Rejection region

178m = 170 175.35
x–

.05

FIGURE 11.2 Sampling Distribution of for Example 11.1X

1.645
Rejection region

2.460
z

.05

FIGURE 11.3 Sampling Distribution of Z for Example 11.1

Because it is convenient and because statistical software packages employ it, the
standardized test statistic will be used throughout this book. For simplicity, we will refer
to the standardized test statistic simply as the test statistic.

Incidentally, when a null hypothesis is rejected, the test is said to be statistically
significant at whatever significance level the test was conducted. Summarizing
Example 11.1, we would say that the test was significant at the 5% significance level.

p-Value

There are several drawbacks to the rejection region method. Foremost among them is
the type of information provided by the result of the test. The rejection region method
produces a yes or no response to the question, Is there sufficient statistical evidence to
infer that the alternative hypothesis is true? The implication is that the result of the test
of hypothesis will be converted automatically into one of two possible courses of action:
one action as a result of rejecting the null hypothesis in favor of the alternative and
another as a result of not rejecting the null hypothesis in favor of the alternative. In
Example 11.1, the rejection of the null hypothesis seems to imply that the new billing
system will be installed.

In fact, this is not the way in which the result of a statistical analysis is utilized. The
statistical procedure is only one of several factors considered by a manager when mak-
ing a decision. In Example 11.1, the manager discovered that there was enough statisti-
cal evidence to conclude that the mean monthly account is greater than $170. However,
before taking any action, the manager would like to consider a number of factors
including the cost and feasibility of restructuring the billing system and the possibility
of making an error, in this case a Type I error.
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What is needed to take full advantage of the information available from the test
result and make a better decision is a measure of the amount of statistical evidence sup-
porting the alternative hypothesis so that it can be weighed in relation to the other 
factors, especially the financial ones. The p-value of a test provides this measure.

p-Value
The p-value of a test is the probability of observing a test statistic at least as
extreme as the one computed given that the null hypothesis is true.

In Example 11.1 the p-value is the probability of observing a sample mean at least
as large as 178 when the population mean is 170. Thus,

Figure 11.4 describes this calculation.

= 1 - P1Z 6 2.462 = 1 - .9931 = .0069

p-value = P1X 7 1782 = P¢X - m

s>2n
7

178 - 170

65>2400
≤ = P1Z 7 2.462

FIGURE 11.4 p-Value for Example 11.1

2.460
z

.0069

Interpreting the p-Value

To properly interpret the results of an inferential procedure, you must remember that
the technique is based on the sampling distribution. The sampling distribution allows
us to make probability statements about a sample statistic assuming knowledge of the
population parameter. Thus, the probability of observing a sample mean at least as large
as 178 from a population whose mean is 170 is .0069, which is very small. In other
words, we have just observed an unlikely event, an event so unlikely that we seriously
doubt the assumption that began the process—that the null hypothesis is true.
Consequently, we have reason to reject the null hypothesis and support the alternative.

Students may be tempted to simplify the interpretation by stating that the p-value
is the probability that the null hypothesis is true. Don’t! As was the case with interpret-
ing the confidence interval estimator, you cannot make a probability statement about a
parameter. It is not a random variable.

The p-value of a test provides valuable information because it is a measure of the
amount of statistical evidence that supports the alternative hypothesis. To understand this
interpretation fully, refer to Table 11.2 where we list several values of , their z-statistics,
and p-values for Example 11.1. Notice that the closer is to the hypothesized mean,
170, the larger the p-value is. The farther is above 170, the smaller the p-value is.
Values of far above 170 tend to indicate that the alternative hypothesis is true. Thus,x

x
x

x
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the smaller the p-value, the more the statistical evidence supports the alternative
hypothesis. Figure 11.5 graphically depicts the information in Table 11.2.

TEST STATISTIC

SAMPLE MEAN p-VALUE

170 0 .5000

172 0.62 .2676

174 1.23 .1093

176 1.85 .0322

178 2.46 .0069

180 3.08 .0010

z �
x � M

S/2n
=

x � 170

65/2400x

TABLE 11.2 Test Statistics and p-Values for Example 11.1

m = 170

.5000

174

172

.2676

 x

m = 170

m = 170

x

x

.1093

176 x
m = 170

.0322

178m = 170 x

180m = 170

.0069

x

.0010  

FIGURE 11.5 p-Values for Example 11.1
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This raises the question, How small does the p-value have to be to infer that the alter-
native hypothesis is true? In general, the answer depends on a number of factors, including
the costs of making Type I and Type II errors. In Example 11.1, a Type I error would occur
if the manager adopts the new billing system when it is not cost-effective. If the cost of this
error is high, we attempt to minimize its probability. In the rejection region method, we do
so by setting the significance level quite low—say, 1%. Using the p-value method, we
would insist that the p-value be quite small, providing sufficient evidence to infer that the
mean monthly account is greater than $170 before proceeding with the new billing system.

Describing the p-Value

Statistics practitioners can translate p-values using the following descriptive terms:

If the p-value is less than .01, we say that there is overwhelming evidence to infer
that the alternative hypothesis is true. We also say that the test is highly
significant.
If the p-value lies between .01 and .05, there is strong evidence to infer that the
alternative hypothesis is true. The result is deemed to be significant.
If the p-value is between .05 and .10, we say that there is weak evidence to indicate
that the alternative hypothesis is true. When the p-value is greater than 5%,we say
that the result is not statistically significant.
When the p-value exceeds .10, we say that there is little to no evidence to infer that
the alternative hypothesis is true.

Figure 11.6 summarizes these terms.

FIGURE 11.6 Test Statistics and p-Values for Example 11.1

Overwhelming
Evidence
(Highly Significant)

Weak Evidence
(Not Significant)

Little to no Evidence
(Not Significant)

0 .01 .05 .10

Strong Evidence
(Significant)

1.0

The p-Value and Rejection Region Methods

If we so choose, we can use the p-value to make the same type of decisions we make in
the rejection region method. The rejection region method requires the decision maker
to select a significance level from which the rejection region is constructed. We then
decide to reject or not reject the null hypothesis. Another way of making that type of
decision is to compare the p-value with the selected value of the significance level. If the
p-value is less than �, we judge the p-value to be small enough to reject the null hypoth-
esis. If the p-value is greater than �, we do not reject the null hypothesis.

Solving Manually, Using Excel, and Using Minitab

As you have already seen, we offer three ways to solve statistical problems. When we
perform the calculations manually, we will use the rejection region approach. We will
set up the rejection region using the test statistic’s sampling distribution and associated
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table (in Appendix B). The calculations will be performed manually and a reject–do not
reject decision will be made. In this chapter, it is possible to compute the p-value of the
test manually. However, in later chapters we will be using test statistics that are not nor-
mally distributed, making it impossible to calculate the p-values manually. In these
instances, manual calculations require the decision to be made via the rejection region
method only.

Most software packages that compute statistics, including Excel and Minitab, print
the p-value of the test. When we employ the computer, we will not set up the rejection
region. Instead we will focus on the interpretation of the p-value.

E X C E L

I N S T R U C T I O N S

1. Type or import the data into one column. (Open Xm11-01.)

2. Click Add-Ins, Data Analysis Plus, and Z-Test: Mean.

3. Fill in the dialog box: Input Range (A1:A401), type the Hypothesized Mean (170),
type a positive value for the Standard Deviation (65), click Labels if the first row
contains the name of the variable, and type the significance level � (.05).

The first part of the printout reports the statistics and the details of the test. As you can
see, the test statistic is z � 2.46. The p-value* of the test is P(Z � 2.46) � .0069. Excel
reports this probability as

Don’t take Excel’s notation literally. It is not giving us the probability that Z is less than or
equal to the value of the z-statistic. Also printed is the critical value of the rejection
region shown as

The printout shown here was produced from the raw data; that is, we input the 400
observations in the data set and the computer calculated the value of the test statistic and
the p-value. Another way of producing the statistical results is through the use of a
spreadsheet that you can create yourself. We describe the required tools for the 
Do-It-Yourself Excel on page 378.

Z Critical one-tail

P1Z 6 = z2 one-tail

1
2
3
4
5
6
7
8
9

10
11
12
13

A B C D
Z-Test: Mean

Accounts
Mean 178.00
Standard Deviation 68.37
Observations 400
Hypothesized Mean 170
SIGMA 65
z Stat 2.46
P(Z<=z) one-tail 0.0069
z Critical one-tail 1.6449
P(Z<=z) two-tail 0.0138
z Critical two-tail 1.96

*Excel provides two probabilities in its printout. The way in which we determine the p-value of the test
from the printout is somewhat more complicated. Interested students are advised to read Keller’s web-
site Appendix Converting Excel’s Probabilities to p-Values.
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Interpreting the Results of a Test

In Example 11.1, we rejected the null hypothesis. Does this prove that the alternative
hypothesis is true? The answer is no; because our conclusion is based on sample data
(and not on the entire population), we can never prove anything by using statistical
inference. Consequently, we summarize the test by stating that there is enough statisti-
cal evidence to infer that the null hypothesis is false and that the alternative hypothesis
is true.

Now suppose that had equaled 174 instead of 178. We would then have calculated
z � 1.23 (p-value � .1093), which is not in the rejection region. Could we conclude on
this basis that there is enough statistical evidence to infer that the null hypothesis is true
and hence that � � 170? Again the answer is “no” because it is absurd to suggest that a
sample mean of 174 provides enough evidence to infer that the population mean is 170.
(If it proved anything, it would prove that the population mean is 174.) Because we’re
testing a single value of the parameter under the null hypothesis, we can never have
enough statistical evidence to establish that the null hypothesis is true (unless we sample
the entire population). (The same argument is valid if you set up the null hypothesis as

. It would be illogical to conclude that a sample mean of 174 provides
enough evidence to conclude that the population mean is less than or equal to 170.)

Consequently, if the value of the test statistic does not fall into the rejection region
(or the p-value is large), rather than say we accept the null hypothesis (which implies
that we’re stating that the null hypothesis is true), we state that we do not reject the null
hypothesis, and we conclude that not enough evidence exists to show that the alterna-
tive hypothesis is true. Although it may appear to be the case, we are not being overly
technical. Your ability to set up tests of hypotheses properly and to interpret their
results correctly very much depends on your understanding of this point. The point is
that the conclusion is based on the alternative hypothesis. In the final analysis, there are
only two possible conclusions of a test of hypothesis.

H0: m … 170

x

M I N I T A B

I N S T R U C T I O N S

1. Type or import the data into one column. (Open Xm11-01.)

2. Click Stat, Basic Statistics, and 1-Sample Z . . . .

3. Type or use the Select button to specify the name of the variable or the column in the
Samples in Columns box (Accounts). Type the value of the Standard deviation (65),
check the Perform hypothesis test box, and type the value of � under the null
hypothesis in the Hypothesized mean box (170).

4. Click Options . . . and specify the form of the alternative hypothesis in the
Alternative box (greater than).

One-Sample Z: Accounts 

Test of mu = 170 vs > 170
The assumed standard deviation = 65

                                                                                      95%
                                                                                    Lower
Variable          N        Mean       StDev    SE Mean      Bound         Z           P
Accounts    400     177.997     68.367          3.250    172.651    2.46    0.007
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SSA ENVELOPE PLAN: SOLUTION

I D E N T I F Y

The objective of the study is to draw a conclusion about the mean payment period. Thus, the 

parameter to be tested is the population mean �. We want to know whether there is enough 

statistical evidence to show that the population mean is less than 22 days. Thus, the alternative

hypothesis is

H1: � � 22

The null hypothesis is

H0: � � 22

The test statistic is the only one we’ve presented thus far. It is

C O M P U T E

M A N U A L L Y

To solve this problem manually, we need to define the rejection region, which requires us to

specify a significance level. A 10% significance level is deemed to be appropriate. (We’ll discuss

our choice later.)

z =

x - m

s>2n

374 C H A P T E R  11

Observe that the alternative hypothesis is the focus of the conclusion. It represents
what we are investigating, which is why it is also called the research hypothesis. Whatever
you’re trying to show statistically must be represented by the alternative hypothesis (bear-
ing in mind that you have only three choices for the alternative hypothesis—the parameter
is greater than, less than, or not equal to the value specified in the null hypothesis).

When we introduced statistical inference in Chapter 10, we pointed out that the first
step in the solution is to identify the technique. When the problem involves hypothesis
testing, part of this process is the specification of the hypotheses. Because the alternative
hypothesis represents the condition we’re researching, we will identify it first. The null
hypothesis automatically follows because the null hypothesis must specify equality.
However, by tradition, when we list the two hypotheses, the null hypothesis comes first,
followed by the alternative hypothesis. All examples in this book will follow that format.

Conclusions of a Test of Hypothesis
If we reject the null hypothesis, we conclude that there is enough statistical
evidence to infer that the alternative hypothesis is true.

If we do not reject the null hypothesis, we conclude that there is not enough
statistical evidence to infer that the alternative hypothesis is true.

©
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We wish to reject the null hypothesis in favor of the alternative only if the sample mean and hence the value of the test

statistic is small enough. As a result, we locate the rejection region in the left tail of the sampling distribution. To understand

why, remember that we’re trying to decide whether there is enough statistical evidence to infer that the mean is less than 22

(which is the alternative hypothesis). If we observe a large sample mean (and hence a large value of z), do we want to reject the

null hypothesis in favor of the alternative? The answer is an emphatic “no.” It is illogical to think that if the sample mean is, say,

30, there is enough evidence to conclude that the mean payment period for all customers would be less than 22.

Consequently, we want to reject the null hypothesis only if the sample mean (and hence the value of the test statistic z) is

small. How small is small enough? The answer is determined by the significance level and the rejection region. Thus, we set up

the rejection region as

z � �z� � �z.10 � �1.28

Note that the direction of the inequality in the rejection region (z � �z�) matches the direction of the inequality in the alter-

native hypothesis (� � 22). Also note that we use the negative sign, because the rejection region is in the left tail (containing

values of z less than 0) of the sampling distribution.

From the data, we compute the sum and the sample mean. They are

We will assume that the standard deviation of the payment periods for the SSA plan is unchanged from its current value of 

� � 6. The sample size is n � 220, and the value of � is hypothesized to be 22. We compute the value of the test statistic as

Because the value of the test statistic, z � �.91, is not less than �1.28, we do not reject the null hypothesis and we do not

conclude that the alternative hypothesis is true. There is insufficient evidence to infer that the mean is less than 22 days.

We can determine the p-value of the test as follows:

p-value � P (Z � �.91) � .1814

In this type of one-tail (left-tail) test of hypothesis, we calculate the p-value as P (Z � z), where z is the actual value of the test

statistic. Figure 11.7 depicts the sampling distribution, rejection region, and p-value.

z =

x - m

s>1n
=

21.63 - 22

6>2220
= - .91

x =

axi

220
=

4,759

220
= 21.63

a xi = 4,759

E X C E L

1
2
3
4
5
6
7
8
9

10
11
12
13

A B C D
Z-Test: Mean

Payment
Mean 21.63
Standard Deviation 5.84
Observations 220
Hypothesized Mean 22
SIGMA 6
z Stat –0.91
P(Z<=z) one-tail 0.1814
z Critical one-tail 1.6449
P(Z<=z) two-tail 0.3628
z Critical two-tail 1.96
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I N T E R P R E T

The value of the test statistic is �.91, and its p-value is .1814, a figure that does not allow us to reject the null hypothesis.

Because we were not able to reject the null hypothesis, we say that there is not enough evidence to infer that the mean payment

period is less than 22 days. Note that there was some evidence to indicate that the mean of the entire population of payment

periods is less than 22 days. We did calculate the sample mean to be 21.63. However, to reject the null hypothesis we need

enough statistical evidence—and in this case we simply did not have enough reason to reject the null hypothesis in favor of the

alternative. In the absence of evidence to show that the mean payment period for all customers sent a stamped self-addressed

envelope would be less than 22 days, we cannot infer that the plan would be profitable.

A Type I error occurs when we conclude that the plan works when it actually does not. The cost of this mistake is not high.

A Type II error occurs when we don’t adopt the SSA envelope plan when it would reduce costs. The cost of this mistake can be

high. As a consequence, we would like to minimize the probability of a Type II error. Thus, we chose a large value for the proba-

bility of a Type I error; we set

� � .10

Figure 11.7 exhibits the sampling distribution for this example.

M I N I T A B

One-Sample Z: Payment 

Test of mu = 22 vs < 22
The assumed standard deviation = 6

                                                                                     95%
                                                                                   Upper
Variable          N        Mean     StDev    SE Mean       Bound         Z           P
Payment     220    21.6318    5.8353       0.4045     22.2972    –0.91    0.181

–.91–1.28
Rejection region

0

z

p-value = .1814

FIGURE 11.7 Sampling Distribution for SSA Envelope Example

One- and Two-Tail Tests

The statistical tests conducted in Example 11.1 and the SSA envelope example are
called one-tail tests because the rejection region is located in only one tail of the sam-
pling distribution. The p-value is also computed by finding the area in one tail of the
sampling distribution. The right tail in Example 11.1 is the important one because the
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alternative hypothesis specifies that the mean is greater than 170. In the SSA envelope
example, the left tail is emphasized because the alternative hypothesis specifies that the
mean is less than 22.

We now present an example that requires a two-tail test.

E X A M P L E 11 . 2 Comparison of AT&T and Its Competitor

In recent years, several companies have been formed to compete with AT&T in long-
distance calls. All advertise that their rates are lower than AT&T’s, and as a result their
bills will be lower. AT&T has responded by arguing that there will be no difference in
billing for the average consumer. Suppose that a statistics practitioner working for
AT&T determines that the mean and standard deviation of monthly long-distance bills
for all its residential customers are $17.09 and $3.87, respectively. He then takes a ran-
dom sample of 100 customers and recalculates their last month’s bill using the rates
quoted by a leading competitor. Assuming that the standard deviation of this population
is the same as for AT&T, can we conclude at the 5% significance level that there is a dif-
ference between the average AT&T bill and that of the leading competitor?

S O L U T I O N

DATA

Xm11-02

I D E N T I F Y

In this problem, we want to know whether the mean monthly long-distance bill is dif-
ferent from $17.09. Consequently, we set up the alternative hypothesis to express this
condition:

The null hypothesis specifies that the mean is equal to the value specified under the
alternative hypothesis. Hence

H0: m = 17.09

H1: m Z 17.09

C O M P U T E

M A N U A L L Y

To set up the rejection region, we need to realize that we can reject the null hypothesis
when the test statistic is large or when it is small. In other words, we must set up a two-
tail rejection region. Because the total area in the rejection region must be �, we divide
this probability by 2. Thus, the rejection region* is

For � � .05, �/2 � .025, and z�/2 � z.025 � 1.96.

z 6 -1.96 or z 7 1.96

z 6 -z
a>2 or z 7 z

a>2

*Statistics practitioners often represent this rejection region as , which reads, “the absolute value

of z is greater than z�/2.” We prefer our method because it is clear that we are performing a two-tail test.

ƒ z ƒ 7 z
a>2
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From the data, we compute

The value of the test statistic is

Because 1.19 is neither greater than 1.96 nor less than �1.96, we cannot reject the null
hypothesis.

We can also calculate the p-value of the test. Because it is a two-tail test, we deter-
mine the p-value by finding the area in both tails; that is,

Or, more simply multiply the probability in one tail by 2.
In general, the p-value in a two-tail test is determined by

where z is the actual value of the test statistic and is its absolute value.ƒ z ƒ

p-value = 2P1Z 7 ƒ z ƒ 2

p-value = P1Z 6 -1.192 + P1Z 7 1.192 = .1170 + .1170 = .2340

z =

x - m

s>2n
=

17.55 - 17.09

3.87>2100
= 1.19

x =

a xi

n
=

1,754.99
100

= 17.55

a xi = 1,754.99

1
2
3
4
5
6
7
8
9

10
11
12
13

A B C D
Z-Test: Mean

Bills
Mean 17.55
Standard Deviation 3.94
Observations 100
Hypothesized Mean 17.09
SIGMA 3.87
z Stat 1.19
P(Z<=z) one-tail 0.1173
z Critical one-tail 1.6449
P(Z<=z) two-tail 0.2346
z Critical two-tail 1.96

E X C E L

D O - I T - Y O U R S E L F E X C E L

As was the case with the spreadsheet you created in

Chapter 10, to estimate a population mean you can

produce a spreadsheet that does the same for testing

a population mean.

Tools: SSQQRRTT and NNOORRMMSSIINNVV are functions described

on page 344.

NNOORRMMSSDDIISSTT: Syntax: NORMSDIST(X): This function

computes the probability that a standard normal

random variable is less than the quantity in parentheses.

For example, NORMSDIST(1.19) � P (z � 1.19). However,

the quantity we show as PP ((ZZ� � zz ))  oonnee--ttaaiill, which is

computed by both Data Analysis and Data Analysis Plus

is actually calculated in the following way. Find the

probability to the left of the zz SSttaatt and the probability to

its right. PP ((ZZ� � zz ))  oonnee--ttaaiill is the smaller of the two

probabilities. PP ((ZZ� � zz))  ttwwoo--ttaaiill is twice PP ((ZZ� � zz))

oonnee--ttaaiill. For more details, we suggest you read the

Keller’s website Appendix Converting Excel’s Probabilities

to p-Values.
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When Do We Conduct One- and Two-Tail Tests?

A two-tail test is conducted whenever the alternative hypothesis specifies that the mean
is not equal to the value stated in the null hypothesis—that is, when the hypotheses
assume the following form:

There are two one-tail tests. We conduct a one-tail test that focuses on the right
tail of the sampling distribution whenever we want to know whether there is enough
evidence to infer that the mean is greater than the quantity specified by the null hypoth-
esis—that is, when the hypotheses are

The second one-tail test involves the left tail of the sampling distribution. It is used
when the statistics practitioner wants to determine whether there is enough evidence to
infer that the mean is less than the value of the mean stated in the null hypothesis. The
resulting hypotheses appear in this form:

H1:   m 6 m0

H0:   m = m0

H1: m 7 m0

H0: m = m0

H1: m Z m0

H0: m = m0

M I N I T A B

I N T E R P R E T

There is not enough evidence to infer that the mean long-distance bill is different from
AT&T’s mean of $17.09. Figure 11.8 depicts the sampling distribution for this example.

–1.96 1.19 1.96
Rejection region Rejection region

0

z

p-value 
2

= .1170

FIGURE 11.8 Sampling Distribution for Example 11.2

One-Sample Z: Bills 

Test of mu = 17.09 vs not = 17.09
The assumed standard deviation = 3.87

Variable      N        Mean      StDev   SE Mean           95% CI                   Z           P
Bills         100    17.5499     3.9382     0.3870    (16.7914, 18.3084)    1.19     0.235
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The techniques introduced in Chapters 12, 13, 16, 17, 18, and 19 require you to
decide which of the three forms of the test to employ. Make your decision in the same
way as we described the process.

Testing Hypotheses and Confidence Interval Estimators

As you’ve seen, the test statistic and the confidence interval estimator are both derived
from the sampling distribution. It shouldn’t be a surprise then that we can use the con-
fidence interval estimator to test hypotheses. To illustrate, consider Example 11.2. The
95% confidence interval estimate of the population mean is

LCL � 16.79 and UCL � 18.31

We estimate that � lies between $16.79 and $18.31. Because this interval includes
17.09, we cannot conclude that there is sufficient evidence to infer that the population
mean differs from 17.09.

In Example 11.1, the 95% confidence interval estimate is LCL � 171.63 and
UCL � 184.37. The interval estimate excludes 170, allowing us to conclude that the
population mean account is not equal to $170.

As you can see, the confidence interval estimator can be used to conduct tests of
hypotheses. This process is equivalent to the rejection region approach. However,
instead of finding the critical values of the rejection region and determining whether
the test statistic falls into the rejection region, we compute the interval estimate and
determine whether the hypothesized value of the mean falls into the interval.

Using the interval estimator to test hypotheses has the advantage of simplicity.
Apparently, we don’t need the formula for the test statistic; we need only the interval
estimator. However, there are two serious drawbacks.

First, when conducting a one-tail test, our conclusion may not answer the original
question. In Example 11.1, we wanted to know whether there was enough evidence to
infer that the mean is greater than 170. The estimate concludes that the mean differs from
170. You may be tempted to say that because the entire interval is greater than 170, there
is enough statistical evidence to infer that the population mean is greater than 170. 
However, in attempting to draw this conclusion, we run into the problem of determining
the procedure’s significance level. Is it 5% or is it 2.5%? We may be able to overcome
this problem through the use of one-sided confidence interval estimators. However,
if the purpose of using confidence interval estimators instead of test statistics is simplic-
ity, one-sided estimators are a contradiction.

Second, the confidence interval estimator does not yield a p-value, which we have
argued is the better way to draw inferences about a parameter. Using the confidence
interval estimator to test hypotheses forces the decision maker into making a reject–don’t
reject decision rather than providing information about how much statistical evidence
exists to be judged with other factors in the decision process. Furthermore, we only post-
pone the point in time when a test of hypothesis must be used. In later chapters, we will
present problems where only a test produces the information we need to make decisions.

Developing an Understanding of Statistical Concepts 1

As is the case with the confidence interval estimator, the test of hypothesis is based on
the sampling distribution of the sample statistic. The result of a test of hypothesis is a
probability statement about the sample statistic. We assume that the population mean is

x ; z
a>2
s

2n
= 17.55 ; 1.96

3.87

2100
= 17.55 ; .76
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specified by the null hypothesis. We then compute the test statistic and determine how
likely it is to observe this large (or small) a value when the null hypothesis is true. If the
probability is small, we conclude that the assumption that the null hypothesis is true is
unfounded and we reject it.

Developing an Understanding of Statistical Concepts 2

When we (or the computer) calculate the value of the test statistic

we’re also measuring the difference between the sample statistic and the hypothesized
value of the parameter � in terms of the standard error . In Example 11.2, we found 
that the value of the test statistic was z � 1.19. This means that the sample mean was 1.19
standard errors above the hypothesized value of �. The standard normal probability table
told us that this value is not considered unlikely. As a result, we did not reject the null
hypothesis.

The concept of measuring the difference between the sample statistic and the
hypothesized value of the parameter in terms of the standard errors is one that will be
used throughout this book.

s>1n
x

z =

x - m

s>2n

Developing an Understanding of Statistical Concepts

In Exercises 11.7–11.12, calculate the value of the test statistic,
set up the rejection region, determine the p-value, interpret the
result, and draw the sampling distribution.

11.7

11.8

11.9

11.10

11.11

s = 20, n = 100, x = 80, a = .01
H1: m 7 70
H0: m = 70

s = 10, n = 100, x = 100, a = .05
H1: m Z 100
H0: m = 100

s = 2, n = 25, x = 14.3, a = .10
H1: m 6 15
H0: m = 15

s = 5, n = 9, x = 51, a = .03
H1: m 7 50
H0: m = 50

s = 200, n = 100, x = 980, a = .01
H1: m Z 1000
H0: m = 1000

11.12

Exercises 11.13 to 11.27 are “what-if analyses” designed to
determine what happens to the test statistic and p-value when the
sample size, standard deviation, and sample mean change. These
problems can be solved manually, using the spreadsheet you 
created in this section, or by using Minitab.

11.13 a. Compute the p-value in order to test the following
hypotheses given that , and .

b. Repeat part (a) with n � 25.
c. Repeat part (a) with n � 100.
d. Describe what happens to the value of the test

statistic and its p-value when the sample size
increases.

11.14 a. A statistics practitioner formulated the following
hypotheses.

and learned that x = 190, n = 9, and s = 50

H1: m 6 200
H0: m = 200

H1: m 7 50
H0: m = 50

s = 5x = 52, n = 9

s = 15, n = 100, x = 48, a = .05
H1: m 6 50
H0: m = 50

E X E R C I S E S
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Compute the p-value of the test.
b. Repeat part (a) with � � 30.
c. Repeat part (a) with � � 10
d. Discuss what happens to the value of the test sta-

tistic and its p-value when the standard deviation
decreases.

11.15 a. Given the following hypotheses, determine the
p-value when , and .

b. Repeat part (a) with .
c. Repeat part (a) with .
d. Describe what happens to the value of the test

statistic and its p-value when the value of 
increases.

11.16 a. Test these hypotheses by calculating the p-value
given that and 

b. Repeat part (a) with n � 50.
c. Repeat part (a) with n � 20.
d. What is the effect on the value of the test statistic

and the p-value of the test when the sample size
decreases?

11.17 a. Find the p-value of the following test given that
and .

b. Repeat part (a) with � � 50.
c. Repeat part (a) with � � 100.
d. Describe what happens to the value of the test

statistic and its p-value when the standard devia-
tion increases.

11.18 a. Calculate the p-value of the test described here.

b. Repeat part (a) with � 68.
c. Repeat part (a) with � 64.
d. Describe the effect on the test statistic and the 

p-value of the test when the value of decreases.

11.19 Redo Example 11.1 with
a. n � 200
b. n � 100
c. Describe the effect on the test statistic and the 

p-value when n increases.

11.20 Redo Example 11.1 with

x

x
x

x = 72, n = 25, s = 20
H1: m 7 60
H0: m = 60

H1: m 6 1000
H0: m = 1000

s = 25x = 990, n = 100,

H1: m Z 100
H0: m = 100

s = 8x = 99, n = 100,

x

x = 23
x = 22

H1: m Z 20
H0: m = 20

s = 5x = 21, n = 25

a. � � 35
b. � � 100
c. Describe the effect on the test statistic and the 

p-value when � increases.

11.21 Perform a what-if analysis to calculate the p-values
in Table 11.2.

11.22 Redo the SSA example with
a. n � 100
b. n � 500
c. What is the effect on the test statistic and the 

p-value when n increases?

11.23 Redo the SSA example with
a. � � 3
b. � � 12
c. Discuss the effect on the test statistic and the 

p-value when � increases.

11.24 For the SSA example, create a table that shows the
effect on the test statistic and the p-value of decreas-
ing the value of the sample mean. Use ,
21.8, 21.6, 21.4, 21.2, 21.0, 20.8, 20.6, and 20.4.

11.25 Redo Example 11.2 with
a. n � 50
b. n � 400
c. Briefly describe the effect on the test statistic and

the p-value when n increases.

11.26 Redo Example 11.2 with
a. � � 2
b. � � 10
c. What happens to the test statistic and the p-value

when � increases?

11.27 Refer to Example 11.2. Create a table that shows the
effect on the test statistic and the p-value of chang-
ing the value of the sample mean. Use ,
15.5, 16.0, 16.5, 17.0, 17.5, 18.0, 18.5, and 19.0

Applications

The following exercises may be answered manually or with the
assistance of a computer. The files containing the data are given.
11.28 Xr11-28 A business student claims that, on average, an

MBA student is required to prepare more than five
cases per week. To examine the claim, a statistics
professor asks a random sample of 10 MBA students
to report the number of cases they prepare weekly.
The results are exhibited here. Can the professor
conclude at the 5% significance level that the claim
is true, assuming that the number of cases is nor-
mally distributed with a standard deviation of 1.5?

2 7 4 8 9 5 11 3 7 4

11.29 Xr11-29 A random sample of 18 young adult men
(20–30 years old) was sampled. Each person was

x = 15.0

x = 22.0
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asked how many minutes of sports he watched on
television daily. The responses are listed here. It is
known that � � 10. Test to determine at the 5% sig-
nificance level whether there is enough statistical
evidence to infer that the mean amount of television
watched daily by all young adult men is greater than
50 minutes.

50 48 65 74 66 37 45 68 64

65 58 55 52 63 59 57 74 65

11.30 Xr11-30 The club professional at a difficult public
course boasts that his course is so tough that the
average golfer loses a dozen or more golf balls dur-
ing a round of golf. A dubious golfer sets out to
show that the pro is fibbing. He asks a random sam-
ple of 15 golfers who just completed their rounds to
report the number of golf balls each lost. Assuming
that the number of golf balls lost is normally distrib-
uted with a standard deviation of 3, can we infer at
the 10% significance level that the average number
of golf balls lost is less than 12?

1 14 8 15 17 10 12 6

14 21 15 9 11 4 8

11.31 Xr11-31 A random sample of 12 second-year university
students enrolled in a business statistics course was
drawn. At the course’s completion, each student was
asked how many hours he or she spent doing home-
work in statistics. The data are listed here. It is known
that the population standard deviation is � � 8.0. The
instructor has recommended that students devote 3
hours per week for the duration of the 12-week
semester, for a total of 36 hours. Test to determine
whether there is evidence that the average student
spent less than the recommended amount of time.
Compute the p-value of the test.

31 40 26 30 36 38 29 40 38 30 35 38

11.32 Xr11-32 The owner of a public golf course is con-
cerned about slow play, which clogs the course and
results in selling fewer rounds. She believes the
problem lies in the amount of time taken to sink
putts on the green. To investigate the problem, she
randomly samples 10 foursomes and measures the
amount of time they spend on the 18th green. The
data are listed here. Assuming that the times are
normally distributed with a standard deviation of 
2 minutes, test to determine whether the owner can
infer at the 5% significance level that the mean
amount of time spent putting on the 18th green is
greater than 6 minutes.

8 11 5 6 7 8 6 4 8 3

11.33 Xr11-33 A machine that produces ball bearings is set
so that the average diameter is .50 inch. A sample of
10 ball bearings was measured, with the results

shown here. Assuming that the standard deviation is
.05 inch, can we conclude at the 5% significance
level that the mean diameter is not .50 inch?

.48 .50 .49 .52 .53 .48 .49 .47 .46 .51

11.34 Xr11-34 Spam e-mail has become a serious and costly
nuisance. An office manager believes that the aver-
age amount of time spent by office workers reading
and deleting spam exceeds 25 minutes per day. 
To test this belief, he takes a random sample of 
18 workers and measures the amount of time each
spends reading and deleting spam. The results are
listed here. If the population of times is normal with
a standard deviation of 12 minutes, can the manager
infer at the 1% significance level that he is correct?

35 48 29 44 17 21 32 28 34

23 13 9 11 30 42 37 43 48

The following exercises require the use of a computer and soft-
ware. The answers may be calculated manually. See Appendix A
for the sample statistics.

11.35 Xr11-35 A manufacturer of lightbulbs advertises that,
on average, its long-life bulb will last more than
5,000 hours. To test the claim, a statistician took a
random sample of 100 bulbs and measured the
amount of time until each bulb burned out. If we
assume that the lifetime of this type of bulb has a
standard deviation of 400 hours, can we conclude at
the 5% significance level that the claim is true?

11.36 Xr11-36 In the midst of labor–management negotia-
tions, the president of a company argues that the
company’s blue-collar workers, who are paid an
average of $30,000 per year, are well paid because
the mean annual income of all blue-collar workers in
the country is less than $30,000. That figure is dis-
puted by the union, which does not believe that the
mean blue-collar income is less than $30,000. To
test the company president’s belief, an arbitrator
draws a random sample of 350 blue-collar workers
from across the country and asks each to report his
or her annual income. If the arbitrator assumes that
the blue-collar incomes are normally distributed
with a standard deviation of $8,000, can it be
inferred at the 5% significance level that the com-
pany president is correct?

11.37 Xr11-37 A dean of a business school claims that the
Graduate Management Admission Test (GMAT)
scores of applicants to the school’s MBA program
have increased during the past 5 years. Five years
ago, the mean and standard deviation of GMAT
scores of MBA applicants were 560 and 50, respec-
tively. Twenty applications for this year’s program
were randomly selected and the GMAT scores
recorded. If we assume that the distribution of
GMAT scores of this year’s applicants is the same as
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that of 5 years ago, with the possible exception of the
mean, can we conclude at the 5% significance level
that the dean’s claim is true?

11.38 Xr11-38 Past experience indicates that the monthly
long-distance telephone bill is normally distributed
with a mean of $17.85 and a standard deviation of
$3.87. After an advertising campaign aimed at
increasing long-distance telephone usage, a random
sample of 25 household bills was taken.
a. Do the data allow us to infer at the 10% signifi-

cance level that the campaign was successful?
b. What assumption must you make to answer 

part (a)?

11.39 Xr11-39 In an attempt to reduce the number of per-
son-hours lost as a result of industrial accidents, a
large production plant installed new safety equip-
ment. In a test of the effectiveness of the equipment,
a random sample of 50 departments was chosen.
The number of person-hours lost in the month
before and the month after the installation of the
safety equipment was recorded. The percentage
change was calculated and recorded. Assume that
the population standard deviation is � � 6. Can we
infer at the 10% significance level that the new
safety equipment is effective?

11.40 Xr11-40 A highway patrol officer believes that the
average speed of cars traveling over a certain stretch
of highway exceeds the posted limit of 55 mph. The
speeds of a random sample of 200 cars were
recorded. Do these data provide sufficient evidence
at the 1% significance level to support the officer’s
belief? What is the p-value of the test? (Assume that
the standard deviation is known to be 5.)

11.41 Xr11-41 An automotive expert claims that the large
number of self-serve gasoline stations has resulted in
poor automobile maintenance, and that the average
tire pressure is more than 4 pounds per square inch
(psi) below its manufacturer’s specification. As a
quick test, 50 tires are examined, and the number of
psi each tire is below specification is recorded. If we
assume that tire pressure is normally distributed
with � � 1.5 psi, can we infer at the 10% signifi-
cance level that the expert is correct? What is the 
p-value?

11.42 Xr11-42 For the past few years, the number of cus-
tomers of a drive-up bank in New York has averaged
20 per hour, with a standard deviation of 3 per hour.
This year, another bank 1 mile away opened a drive-
up window. The manager of the first bank believes
that this will result in a decrease in the number of
customers. The number of customers who arrived
during 36 randomly selected hours was recorded.
Can we conclude at the 5% significance level that
the manager is correct?

11.43 Xr11-43 A fast-food franchiser is considering building
a restaurant at a certain location. Based on financial
analyses, a site is acceptable only if the number of
pedestrians passing the location averages more than
100 per hour. The number of pedestrians observed
for each of 40 hours was recorded. Assuming that
the population standard deviation is known to be 16,
can we conclude at the 1% significance level that the
site is acceptable?

11.44 Xr11-44 Many Alpine ski centers base their projec-
tions of revenues and profits on the assumption that
the average Alpine skier skis four times per year. To
investigate the validity of this assumption, a random
sample of 63 skiers is drawn and each is asked to
report the number of times he or she skied the pre-
vious year. If we assume that the standard deviation
is 2, can we infer at the 10% significance level that
the assumption is wrong?

11.45 Xr11-45 The golf professional at a private course
claims that members who have taken lessons from
him lowered their handicap by more than five
strokes. The club manager decides to test the claim
by randomly sampling 25 members who have had
lessons and asking each to report the reduction in
handicap, where a negative number indicates an
increase in the handicap. Assuming that the reduc-
tion in handicap is approximately normally distrib-
uted with a standard deviation of two strokes, test
the golf professional’s claim using a 10% signifi-
cance level.

11.46 Xr11-46 The current no-smoking regulations in
office buildings require workers who smoke to take
breaks and leave the building in order to satisfy
their habits. A study indicates that such workers
average 32 minutes per day taking smoking breaks.
The standard deviation is 8 minutes. To help reduce
the average break, rooms with powerful exhausts
were installed in the buildings. To see whether these
rooms serve their designed purpose, a random sam-
ple of 110 smokers was taken. The total amount of
time away from their desks was measured for 1 day.
Test to determine whether there has been a
decrease in the mean time away from their desks.
Compute the p-value and interpret it relative to the
costs of Type I and Type II errors.

11.47 Xr11-47 A low-handicap golfer who uses Titleist
brand golf balls observed that his average drive is
230 yards and the standard deviation is 10 yards.
Nike has just introduced a new ball, which has been
endorsed by Tiger Woods. Nike claims that the ball
will travel farther than Titleist. To test the claim, the
golfer hits 100 drives with a Nike ball and measures
the distances. Conduct a test to determine whether
Nike is correct. Use a 5% significance level.
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11 .3 CALCULATING THE PROBABILIT Y OF A TYPE II ERROR

To properly interpret the results of a test of hypothesis, you must be able to specify an
appropriate significance level or to judge the p-value of a test. However, you also must
understand the relationship between Type I and Type II errors. In this section, we
describe how the probability of a Type II error is computed and interpreted.

Recall Example 11.1, where we conducted the test using the sample mean as the
test statistic and we computed the rejection region (with � � .05) as

A Type II error occurs when a false null hypothesis is not rejected. In Example 11.1, if  is
less than 175.34, we will not reject the null hypothesis. If we do not reject the null hypoth-
esis, we will not install the new billing system. Thus, the consequence of a Type II error in
this example is that we will not install the new system when it would be cost-effective. The
probability of this occurring is the probability of a Type II error. It is defined as

The condition that the null hypothesis is false tells us only that the mean is not equal 
to 170. If we want to compute �, we need to specify a value for �. Suppose that when
the mean account is at least $180, the new billing system’s savings become so attractive
that the manager would hate to make the mistake of not installing the system. As a
result, she would like to determine the probability of not installing the new system
when it would produce large cost savings. Because calculating probability from an
approximately normal sampling distribution requires a value of � (as well as � and n),
we will calculate the probability of not installing the new system when � is equal to 180:

We know that is approximately normally distributed with mean � and standard devia-
tion . To proceed, we standardize and use the standard normal table (Table 3 in
Appendix B):

This tells us that when the mean account is actually $180, the probability of incor-
rectly not rejecting the null hypothesis is .0764. Figure 11.9 graphically depicts

b = P¢X - m

s>2n
6

175.34 - 180

65>2400
≤ = P1Z 6 -1.432 = .0764

xs>1n
x

b = P1X 6 175.34, given that m = 1802

b = P1X 6 175.34, given that the null hypothesis is false2

x

x 7 175.34

170 175.35

175.35

x–

180

x–

a = .05

b = .0764

FIGURE 11.9 Calculating � for � � 180, � � .05, and n �� 400
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how the calculation was performed. Notice that to calculate the probability of a
Type II error, we had to express the rejection region in terms of the unstandardized
test statistic , and we had to specify a value for � other than the one shown in the
null hypothesis. In this illustration, the value of � used was based on a financial
analysis indicating that when � is at least $180 the cost savings would be very
attractive.

Effect on � of Changing �

Suppose that in the previous illustration we had used a significance level of 1% instead
of 5%. The rejection region expressed in terms of the standardized test statistic 
would be

or

Solving for , we find the rejection region in terms of the unstandardized test statistic:

The probability of a Type II error when � � 180 is

Figure 11.10 depicts this calculation. Compare this figure with Figure 11.9. As you can
see, by decreasing the significance level from 5% to 1%, we have shifted the critical
value of the rejection region to the right and thus enlarged the area where the null
hypothesis is not rejected. The probability of a Type II error increases from .0764 
to .2266.

b = P¢ x - m

s>2n
6

177.57 - 180

65>2400
≤ = P1Z 6 - .752 = .2266

x 7 177.57

x

x - 170

65>2400
7 2.33

z 7 z.01 = 2.33

x

170 177.57

177.57

x–

180

x–

a = .01

b = .2266

FIGURE 11.10 Calculating � for � � 180, � � .01, and n � 400
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This calculation illustrates the inverse relationship between the probabilities of
Type I and Type II errors alluded to in Section 11.1. It is important to understand this
relationship. From a practical point of view, it tells us that if you want to decrease the
probability of a Type I error (by specifying a small value of �), you increase the proba-
bility of a Type II error. In applications where the cost of a Type I error is considerably
larger than the cost of a Type II error, this is appropriate. In fact, a significance level of
1% or less is probably justified. However, when the cost of a Type II error is relatively
large, a significance level of 5% or more may be appropriate.

Unfortunately, there is no simple formula to determine what the significance level
should be. The manager must consider the costs of both mistakes in deciding what to
do. Judgment and knowledge of the factors in the decision are crucial.

Judging the Test

There is another important concept to be derived from this section. A statistical test of
hypothesis is effectively defined by the significance level and the sample size, both of
which are selected by the statistics practitioner. We can judge how well the test func-
tions by calculating the probability of a Type II error at some value of the parameter. To
illustrate, in Example 11.1 the manager chose a sample size of 400 and a 5% signifi-
cance level on which to base her decision. With those selections, we found � to be .0764
when the actual mean is 180. If we believe that the cost of a Type II error is high and
thus that the probability is too large, we have two ways to reduce the probability. We
can increase the value of �; however, this would result in an increase in the chance of
making a Type I error, which is very costly.

Alternatively, we can increase the sample size. Suppose that the manager chose a
sample size of 1,000. We’ll now recalculate � with n � 1000 (and � � .05). The rejection
region is

or

which yields

The probability of a Type II error is

In this case, we maintained the same value of � (.05), but we reduced the probability of
not installing the system when the actual mean account is $180 to virtually 0.

Developing an Understanding of Statistical Concepts: Larger
Sample Size Equals More Information Equals Better Decisions

Figure 11.11 displays the previous calculation. When compared with Figure 11.9, we
can see that the sampling distribution of the mean is narrower because the standard
error of the mean becomes smaller as n increases. Narrower distributionss>1n

b = P¢X - m

s>2n
6

173.38 - 180

65>21000
≤ = P1Z 6 -3.222 = 0 1approximately2

x 7 173.38

x - 170

65>21000
7 1.645

z 7 z.05 = 1.645
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The calculation of the probability of a Type II error for n � 400 and for n � 1,000
illustrates a concept whose importance cannot be overstated. By increasing the sample
size, we reduce the probability of a Type II error. By reducing the probability of a Type
II error, we make this type of error less frequently. Hence, larger sample sizes allow us
to make better decisions in the long run. This finding lies at the heart of applied statis-
tical analysis and reinforces the book’s first sentence: “Statistics is a way to get informa-
tion from data.”

Throughout this book we introduce a variety of applications in accounting,
finance, marketing, operations management, human resources management, and eco-
nomics. In all such applications, the statistics practitioner must make a decision, which
involves converting data into information. The more information, the better the deci-
sion. Without such information, decisions must be based on guesswork, instinct, and
luck. W. Edwards Deming, a famous statistician, said it best: “Without data you’re just
another person with an opinion.”

Power of a Test

Another way of expressing how well a test performs is to report its power: the probabil-
ity of its leading us to reject the null hypothesis when it is false. Thus, the power of a
test is 1 � �.

When more than one test can be performed in a given situation, we would natu-
rally prefer to use the test that is correct more frequently. If (given the same alternative
hypothesis, sample size, and significance level) one test has a higher power than a sec-
ond test, the first test is said to be more powerful.

170 173.38

173.38

x–

180

x–

a = .05

b ≈ 0

FIGURE 11.11 Calculating � for � � 180, � � .05, and n � 1,000

represent more information. The increased information is reflected in a smaller proba-
bility of a Type II error.
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D O - I T - Y O U R S E L F E X C E L

You will need to create three spreadsheets, one for a left-tail, one for a right-tail, and one for a 

two-tail test.

Here is our spreadsheet for the right-tail test for Example 11.1.

Tools: NNOORRMMSSIINNVV:: Use this function to help compute the critical value in Cell D3.

NNOORRMMSSDDIISSTT:: This function is needed to calculate the probability in cell D4.

1
2
3
4
5
6
7

A B C D
Right-tail Test

H0: MU 170 Critical value 175.35
SIGMA 65 Prob(Type II error) 0.0761
Sample size 400 Power of the test 0.9239
ALPHA 0.05
H1: MU 180

M I N I T A B

Minitab computes the power of the test.

I N S T R U C T I O N S

1. Click Stat, Power and Sample Size, and 1-Sample Z . . . .

2. Specify the sample size in the Sample sizes box. (You can specify more than one value
of n. Minitab will compute the power for each value.) Type the difference between the
actual value of � and the value of � under the null hypothesis. (You can specify more
than one value.) Type the value of the standard deviation in the Standard deviation
box.

3. Click Options . . . and specify the Alternative Hypothesis and the Significance
level.

For Example 11.1, we typed 400 to select the Sample sizes, the Differences was 10
(�180 � 170), Standard deviation was 65, the Alternative Hypothesis was Greater
than, and the Significance level was 0.05.

Using the Computer

Power and Sample Size 

1-Sample Z Test

Testing mean = null (versus > null)
Calculating power for mean = null + difference
Alpha = 0.05  Assumed standard deviation = 65

                Sample
Difference     Size        Power
             10     400    0.923938
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Operating Characteristic Curve

To compute the probability of a Type II error, we must specify the significance level, the
sample size, and an alternative value of the population mean. One way to keep track of all
these components is to draw the operating characteristic (OC) curve, which plots the
values of � versus the values of �. Because of the time-consuming nature of these calcu-
lations, the computer is a virtual necessity. To illustrate, we’ll draw the OC curve for
Example 11.1. We used Excel (we could have used Minitab instead) to compute the
probability of a Type II error in Example 11.1 for � � 170, 171, . . . , 185, with n � 400.
Figure 11.12 depicts this curve. Notice as the alternative value of � increases the value of
� decreases. This tells us that as the alternative value of � moves farther from the value
of � under the null hypothesis, the probability of a Type II error decreases. In other
words, it becomes easier to distinguish between � � 170 and other values of � when � is
farther from 170. Note that when � � 170 (the hypothesized value of �), � � 1 � �.

Population mean
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FIGURE 11.12 Operating Characteristic Curve for Example 11.1
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FIGURE 11.13 Operating Characteristic Curve for Example 11.1 for n � 100,

400, 1,000, and 2,000

The OC curve can also be useful in selecting a sample size. Figure 11.13 shows the OC
curve for Example 11.1 with n � 100, 400, 1,000, and 2,000. An examination of this chart
sheds some light concerning the effect increasing the sample size has on how well the test
performs at different values of �. For example, we can see that smaller sample sizes will work
well to distinguish between 170 and values of � larger than 180. However, to distinguish
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Determining the Alternative Hypothesis to Define Type I 
and Type II Errors

We’ve already discussed how the alternative hypothesis is determined. It represents the
condition we’re investigating. In Example 11.1, we wanted to know whether there was
sufficient statistical evidence to infer that the new billing system would be cost-effective—
that is, whether the mean monthly account is greater than $170. In this textbook, you will
encounter many problems using similar phraseology. Your job will be to conduct the test
that answers the question.

In real life, however, the manager (that’s you 5 years from now) will be asking and
answering the question. In general, you will find that the question can be posed in two
ways. In Example 11.1, we asked whether there was evidence to conclude that the new sys-
tem would be cost-effective. Another way of investigating the issue is to determine whether
there is sufficient evidence to infer that the new system would not be cost-effective. We
remind you of the criminal trial analogy. In a criminal trial, the burden of proof falls on the
prosecution to prove that the defendant is guilty. In other countries with less emphasis on
individual rights, the defendant is required to prove his or her innocence. In the United
States and Canada (and in other countries), we chose the former because we consider the
conviction of an innocent defendant to be the greater error. Thus, the test is set up with the
null and alternative hypotheses as described in Section 11.1.

In a statistical test where we are responsible for both asking and answering a ques-
tion, we must ask the question so that we directly control the error that is more costly.
As you have already seen, we control the probability of a Type I error by specifying its
value (the significance level). Consider Example 11.1 once again. There are two
possible errors: (1) conclude that the billing system is cost-effective when it isn’t and 

between 170 and smaller values of � requires larger sample sizes. Although the information
is imprecise, it does allow us to select a sample size that is suitable for our purposes.

SEEING STATISTICS

We are given the following hypotheses

to test:

The applet allows you to choose the

actual value of � (bottom slider), the

value of � (left slider), and the sample

size (right slider). The graph shows the

effect of changing any of the three

values on the two sampling distributions.

Applet Exercises

16.1 Use the left and right sliders to

depict the test when n � 50 and

� � .10. Describe what happens to

H0: m Z 10

H0: m = 10

the power of the test (Power �

1 � �) when the actual value of 

� approximately equals the

following values:

9.0 9.4 9.8 10.2 10.6 11.0

16.2 Use the bottom and right sliders to

depict the test when � � 11 and 

n � 25. Describe the effect on the

test’s power when � approximately

equals the following:

.01 .03 .05 .10 .20 .30 .40 .50

16.3 Use the bottom and left sliders to

depict the test when � � 11 and 

� � .10. Describe the effect on the

test’s power when n equals the

following:

2 5 10 25 50 75 100

applet 16 Power of a z-Test
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(2) conclude that the system is not cost-effective when it is. If the manager concludes
that the billing plan is cost-effective, the company will install the new system. If, in real-
ity, the system is not cost-effective, the company will incur a loss. On the other hand, if
the manager concludes that the billing plan is not going to be cost-effective, the com-
pany will not install the system. However, if the system is actually cost-effective, the
company will lose the potential gain from installing it. Which cost is greater?

Suppose we believe that the cost of installing a system that is not cost-effective is
higher than the potential loss of not installing an effective system. The error we wish to
avoid is the erroneous conclusion that the system is cost-effective. We define this as a
Type I error. As a result, the burden of proof is placed on the system to deliver sufficient
statistical evidence that the mean account is greater than $170. The null and alternative
hypotheses are as formulated previously:

However, if we believe that the potential loss of not installing the new system when it
would be cost-effective is the larger cost, we would place the burden of proof on the
manager to infer that the mean monthly account is less than $170. Consequently, the
hypotheses would be

This discussion emphasizes the need in practice to examine the costs of making both
types of error before setting up the hypotheses. However, it is important for readers to
understand that the questions posed in exercises throughout this book have already
taken these costs into consideration. Accordingly, your task is to set up the hypotheses
to answer the questions.

H1: m 6 170

H0: m = 170

H1: m 7 170

H0: m = 170

Developing an Understanding of Statistical Concepts

11.48 Calculate the probability of a Type II error for the
following test of hypothesis, given that � � 203.

11.49 Find the probability of a Type II error for the fol-
lowing test of hypothesis, given that � � 1,050.

11.50 Determine � for the following test of hypothesis,
given that � � 48.

a = .05, s = 10, n = 40
H1: m 6 50
H0: m = 50

a = .01, s = 50, n = 25
H1: m 7 1,000
H0: m = 1,000

a = .05, s = 10, n = 100
H1: m Z 200
H0: m = 200

11.51 For each of Exercises 11.48–11.50, draw the sam-
pling distributions similar to Figure 11.9.

11.52 A statistics practitioner wants to test the following
hypotheses with � � 20 and n � 100:

a. Using � � .10 find the probability of a Type II
error when � � 102.

b. Repeat part (a) with � � .02.
c. Describe the effect on � of decreasing �

11.53 a. Calculate the probability of a Type II error for
the following hypotheses when � � 37:

The significance level is 5%, the population
standard deviation is 5, and the sample size is 25.

H1: m 6 40
H0: m = 40

H1: m 7 100
H0: m = 100

E X E R C I S E S
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b. Repeat part (a) with � � 15%.
c. Describe the effect on � of increasing �.

11.54 Draw the figures of the sampling distributions for
Exercises 11.52 and 11.53.

11.55 a. Find the probability of a Type II error for the fol-
lowing test of hypothesis, given that � � 196:

The significance level is 10%, the population
standard deviation is 30, and the sample size is 25.

b. Repeat part (a) with n � 100.
c. Describe the effect on � of increasing n.

11.56 a. Determine � for the following test of hypothesis,
given that � � 310:

The statistics practitioner knows that the popu-
lation standard deviation is 50, the significance
level is 5%, and the sample size is 81.

b. Repeat part (a) with n � 36.
c. Describe the effect on � of decreasing n.

11.57 For Exercises 11.55 and 11.56, draw the sampling
distributions similar to Figure 11.9.

11.58 For the test of hypothesis

draw the operating characteristic curve for n � 25,
100, and 200.

11.59 Draw the operating characteristic curve for n � 10,
50, and 100 for the following test:

11.60 Suppose that in Example 11.1 we wanted to deter-
mine whether there was sufficient evidence to con-
clude that the new system would not be cost-effective.
Set up the null and alternative hypotheses and discuss
the consequences of Type I and Type II errors.
Conduct the test. Is your conclusion the same as the
one reached in Example 11.1? Explain.

Applications

11.61 In Exercise 11.39, we tested to determine whether
the installation of safety equipment was effective in

a = .05, s = 50
H1: m 7 400
H0: m = 400

a = .05, s = 200
H1: m Z 1,000
H0: m = 1,000

H1: m 7 300
H0: m = 300

H1: m 6 200
H0: m = 200

reducing person-hours lost to industrial accidents.
The null and alternative hypotheses were

with � � 6, � � .10, n � 50, and � � the mean per-
centage change. The test failed to indicate that the
new safety equipment is effective. The manager is
concerned that the test was not sensitive enough to
detect small but important changes. In particular, he
worries that if the true reduction in time lost to acci-
dents is actually 2% (i.e., � � �2), then the firm
may miss the opportunity to install very effective
equipment. Find the probability that the test with 
� � 6, � � .10, and n � 50 will fail to conclude that
such equipment is effective. Discuss ways to
decrease this probability.

11.62 The test of hypothesis in the SSA example con-
cluded that there was not enough evidence to infer
that the plan would be profitable. The company
would hate to not institute the plan if the actual
reduction was as little as 3 days (i.e., � � 21).
Calculate the relevant probability and describe how
the company should use this information.

11.63 The fast-food franchiser in Exercise 11.43 was
unable to provide enough evidence that the site is
acceptable. She is concerned that she may be miss-
ing an opportunity to locate the restaurant in a
profitable location. She feels that if the actual mean
is 104, the restaurant is likely to be very successful.
Determine the probability of a Type II error when
the mean is 104. Suggest ways to improve this
probability.

11.64 Refer to Exercise 11.46. A financial analyst has
determined that a 2-minute reduction in the average
break would increase productivity. As a result the
company would hate to lose this opportunity.
Calculate the probability of erroneously concluding
that the renovation would not be successful when
the average break is 30 minutes. If this probability is
high, describe how it can be reduced.

11.65 A school-board administrator believes that the aver-
age number of days absent per year among students
is less than 10 days. From past experience, he knows
that the population standard deviation is 3 days. In
testing to determine whether his belief is true, he
could use one of the following plans:

i. n � 100, � � .01
ii. n � 75, � � .05

iii. n � 50, � � .10

Which plan has the lowest probability of a Type II
error, given that the true population average is 9 days?

H1: m 6 0
H0: m = 0
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11.66 The feasibility of constructing a profitable electricity-
producing windmill depends on the mean velocity of
the wind. For a certain type of windmill, the mean
would have to exceed 20 miles per hour to warrant its
construction. The determination of a site’s feasibility is
a two-stage process. In the first stage, readings of the
wind velocity are taken and the mean is calculated. The
test is designed to answer the question, “Is the site fea-
sible?” In other words, is there sufficient evidence to
conclude that the mean wind velocity exceeds 20 mph?
If there is enough evidence, further testing is con-
ducted. If there is not enough evidence, the site is
removed from consideration. Discuss the consequences
and potential costs of Type I and Type II errors.

11.67 The number of potential sites for the first-stage test
in Exercise 11.66 is quite large and the readings can
be expensive. Accordingly, the test is conducted
with a sample of 25 observations. Because the 
second-stage cost is high, the significance level is
set at 1%. A financial analysis of the potential prof-
its and costs reveals that if the mean wind velocity is
as high as 25 mph, the windmill would be extremely
profitable. Calculate the probability that the first-
stage test will not conclude that the site is feasible
when the actual mean wind velocity is 25 mph.
(Assume that � is 8.) Discuss how the process can be
improved.

11 .4 THE ROAD AHEAD

We had two principal goals to accomplish in Chapters 10 and 11. First, we wanted to
present the concepts of estimation and hypothesis testing. Second, we wanted to show
how to produce confidence interval estimates and conduct tests of hypotheses. The
importance of both goals should not be underestimated. Almost everything that follows
this chapter will involve either estimating a parameter or testing a set of hypotheses.
Consequently, Sections 10.2 and 11.2 set the pattern for the way in which statistical tech-
niques are applied. It is no exaggeration to state that if you understand how to produce
and use confidence interval estimates and how to conduct and interpret hypothesis tests,
then you are well on your way to the ultimate goal of being competent at analyzing,
interpreting, and presenting data. It is fair for you to ask what more you must accomplish
to achieve this goal. The answer, simply put, is much more of the same.

In the chapters that follow, we plan to present about three dozen different statisti-
cal techniques that can be (and frequently are) employed by statistics practitioners. To
calculate the value of test statistics or confidence interval estimates requires nothing
more than the ability to add, subtract, multiply, divide, and compute square roots. If you
intend to use the computer, all you need to know are the commands. The key, then, to
applying statistics is knowing which formula to calculate or which set of commands to
issue. Thus, the real challenge of the subject lies in being able to define the problem and
identify which statistical method is the most appropriate one to use.

Most students have some difficulty recognizing the particular kind of statistical prob-
lem they are addressing unless, of course, the problem appears among the exercises at the
end of a section that just introduced the technique needed. Unfortunately, in practice, sta-
tistical problems do not appear already so identified. Consequently, we have adopted an
approach to teaching statistics that is designed to help identify the statistical technique.

A number of factors determine which statistical method should be used, but two
are especially important: the type of data and the purpose of the statistical inference. In
Chapter 2, we pointed out that there are effectively three types of data—interval, ordi-
nal, and nominal. Recall that nominal data represent categories such as marital status,
occupation, and gender. Statistics practitioners often record nominal data by assigning
numbers to the responses (e.g., 1 � single; 2 � married; 3 � divorced; 4 � widowed).
Because these numbers are assigned completely arbitrarily, any calculations performed
on them are meaningless. All that we can do with nominal data is count the number of
times each category is observed. Ordinal data are obtained from questions whose
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answers represent a rating or ranking system. For example. if students are asked to rate
a university professor, the responses may be excellent, good, fair, or poor. To draw
inferences about such data, we convert the responses to numbers. Any numbering sys-
tem is valid as long as the order of the responses is preserved. Thus “4 � excellent; 
3 � good; 2 � fair; 1 � poor” is just as valid as “15 � excellent; 8 � good; 5 � fair; 
2 � poor.” Because of this feature, the most appropriate statistical procedures for ordi-
nal data are ones based on a ranking process.

Interval data are real numbers, such as those representing income, age, height,
weight, and volume. Computation of means and variances is permissible.

The second key factor in determining the statistical technique is the purpose of
doing the work. Every statistical method has some specific objective. We address five
such objectives in this book.

Problem Objectives

1. Describe a population. Our objective here is to describe some property of a
population of interest. The decision about which property to describe is gener-
ally dictated by the type of data. For example, suppose the population of interest
consists of all purchasers of home computers. If we are interested in the pur-
chasers’ incomes (for which the data are interval), we may calculate the mean or
the variance to describe that aspect of the population. But if we are interested in
the brand of computer that has been bought (for which the data are nominal), all
we can do is compute the proportion of the population that purchases each
brand.

2. Compare two populations. In this case, our goal is to compare a property of
one population with a corresponding property of a second population. For exam-
ple, suppose the populations of interest are male and female purchasers of com-
puters. We could compare the means of their incomes, or we could compare the
proportion of each population that purchases a certain brand. Once again, the
data type generally determines what kinds of properties we compare.

3. Compare two or more populations. We might want to compare the average
income in each of several locations in order (for example) to decide where to build
a new shopping center. Or we might want to compare the proportions of defective
items in a number of production lines in order to determine which line is the best.
In each case, the problem objective involves comparing two or more populations.

4. Analyze the relationship between two variables. There are numerous situa-
tions in which we want to know how one variable is related to another.
Governments need to know what effect rising interest rates have on the unem-
ployment rate. Companies want to investigate how the sizes of their advertising
budgets influence sales volume. In most of the problems in this introductory text,
the two variables to be analyzed will be of the same type; we will not attempt to
cover the fairly large body of statistical techniques that has been developed to
deal with two variables of different types.

5. Analyze the relationship among two or more variables. Our objective here is
usually to forecast one variable (called the dependent variable) on the basis of sev-
eral other variables (called independent variables). We will deal with this problem
only in situations in which all variables are interval.

Table 11.3 lists the types of data and the five problem objectives. For each combi-
nation, the table specifies the chapter or section where the appropriate statistical
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Derivations

Because this book is about statistical applications, we assume that our readers have little
interest in the mathematical derivations of the techniques described. However, it might
be helpful for you to have some understanding about the process that produces the 
formulas.

As described previously, factors such as the problem objective and the type of data
determine the parameter to be estimated and tested. For each parameter, statisticians
have determined which statistic to use. That statistic has a sampling distribution that
can usually be expressed as a formula. For example, in this chapter, the parameter of
interest was the population mean �, whose best estimator is the sample mean .
Assuming that the population standard deviation � is known, the sampling distribution
of is normal (or approximately so) with mean � and standard deviation . The
sampling distribution can be described by the formula

This formula also describes the test statistic for � with � known. With a little algebra,
we were able to derive (in Section 10.2) the confidence interval estimator of �.

In future chapters, we will repeat this process, which in several cases involves the
introduction of a new sampling distribution. Although its shape and formula will dif-
fer from the sampling distribution used in this chapter, the pattern will be the same.
In general, the formula that expresses the sampling distribution will describe the test
statistic. Then some algebraic manipulation (which we will not show) produces the
interval estimator. Consequently, we will reverse the order of presentation of the two
techniques. In other words, we will present the test of hypothesis first, followed by
the confidence interval estimator.

z =

X - m

s>2n

s>1nX

x

DATA TYPE

PROBLEM OBJECTIVE NOMINAL ORDINAL INTERVAL

Describe a population Sections 12.3, 15.1 Not covered Sections 12.1, 12.2

Compare two populations Sections 13.5, 15.2 Sections 19.1, 19.2 Sections 13.1, 13.3, 

13.4, 19.1, 19.2

Compare two or more Section 15.2 Section 19.3 Chapter 14

populations Section 19.3

Analyze the relationship Section 15.2 Section 19.4 Chapter 16

between two variables

Analyze the relationship Not covered Not covered Chapters 17, 18

among two or more 

variables

TABLE 11.3 Guide to Statistical Inference Showing Where Each Technique Is Introduced

technique is presented. For your convenience, a more detailed version of this table is
reproduced inside the front cover of this book.
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interpret the test results. This chapter also demonstrated
another way to make decisions; by calculating and using
the p-value of the test. To help interpret test results, we
showed how to calculate the probability of a Type II error.
Finally, we provided a road map of how we plan to present
statistical techniques.

C H A P T E R S U M M A R Y

In this chapter, we introduced the concepts of hypothesis
testing and applied them to testing hypotheses about 
a population mean. We showed how to specify the null 
and alternative hypotheses, set up the rejection region,
compute the value of the test statistic, and, finally, to make
a decision. Equally as important, we discussed how to 

I M P O R T A N T  T E R M S

Hypothesis testing 361
Null hypothesis 361
Alternative or research hypothesis 361
Type I error 361
Type II error 361
Significance level 361
Test statistic 364
Rejection region 366
Standardized test statistic 367

Statistically significant 368
p-value of a test 369
Highly significant 371
Significant 371
Not statistically significant 371
One-tail test 376
Two-tail test 377
One-sided confidence interval estimator 380
Operating characteristic curve 390

S Y M B O L S

Symbol Pronounced Represents

H0 H nought Null hypothesis
H1 H one Alternative (research) hypothesis
� alpha Probability of a Type I error
� beta Probability of a Type II error

X bar sub L or X bar L Value of large enough to reject H0
Absolute z Absolute value of zƒ z ƒ

xxL

F O R M U L A

Test statistic for �

z =

x - m

s>1n

C O M P U T E R  O U T P U T  A N D  I N S T R U C T I O N S

Technique Excel Minitab

Test of � 372 373
Probability of a Type II error (and Power) 389 389
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12

Nielsen Ratings

Statistical techniques play a vital role in helping advertisers determine how many

viewers watch the shows they sponsor. Although several companies sample 

television viewers to determine what shows they watch, the best known is the 

A. C. Nielsen firm. The Nielsen ratings are based on a random sample of approximately 5,000 

of the 115 million households in the United States with at least one television (in 2010). A meter

attached to the televisions in the selected households keeps track of when the televisions are

turned on and what channels they are tuned to. The data are sent to the Nielsen’s computer

every night, from which Nielsen computes the rating and sponsors can determine the number 

of viewers and the potential value of any commercials.

On page 427, we

provide a solution 

to this problem.

INFERENCE ABOUT

A POPULATION

12.1 Inference about a Population Mean When the Standard Deviation Is

Unknown

12.2 Inference about a Population Variance

12.3 Inference about a Population Proportion

12.4 (Optional) Applications in Marketing: Market Segmentation
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The results from Sunday, February 14, 2010 for the time slot 9 to 9:30 P.M. have been recorded using the following codes:

Network Show Code

ABC Extreme Makeover: Home Edition 1

CBS Undercover Boss 2

Fox Family Guy 3

NBC Vancouver Winter Olympics 4

Television turned off 

or watched some other channel 5

Source: tvbythenumbers.com February 15, 2010.

NBC would like to use the data to estimate how many of the households were tuned to its program Vancouver Winter Olympics.

I
n the previous two chapters, we introduced the concepts of statistical inference and
showed how to estimate and test a population mean. However, the illustration we
chose is unrealistic because the techniques require us to use the population standard

deviation �, which, in general, is unknown. The purpose, then, of Chapters 10 and 11 was
to set the pattern for the way in which we plan to present other statistical techniques. In
other words, we will begin by identifying the parameter to be estimated or tested. We will
then specify the parameter’s estimator (each parameter has an estimator chosen because of
the characteristics we discussed at the beginning of Chapter 10) and its sampling distribu-
tion. Using simple mathematics, statisticians have derived the interval estimator and the
test statistic. This pattern will be used repeatedly as we introduce new techniques.

In Section 11.4, we described the five problem objectives addressed in this book,
and we laid out the order of presentation of the statistical methods. In this chapter, we
will present techniques employed when the problem objective is to describe a popula-
tion. When the data are interval, the parameters of interest are the population mean �
and the population variance �2. In Section 12.1, we describe how to make inferences
about the population mean under the more realistic assumption that the population
standard deviation is unknown. In Section 12.2, we continue to deal with interval data,
but our parameter of interest becomes the population variance.

In Chapter 2 and in Section 11.4, we pointed out that when the data are nominal,
the only computation that makes sense is determining the proportion of times each
value occurs. Section 12.3 discusses inference about the proportion p. In Section 12.4,
we present an important application in marketing: market segmentation.

Keller’s website Appendix Applications in Accounting: Auditing describes how the
statistical techniques introduced in this chapter are used in auditing.

INTRODUCTION

12 .1 INFERENCE ABOUT A POPULATION MEAN WHEN THE STANDARD

DEVIATION IS UNKNOWN

In Sections 10.2 and 11.2, we demonstrated how to estimate and test the population
mean when the population standard deviation is known. The confidence interval esti-
mator and the test statistic were derived from the sampling distribution of the sample
mean with � known, expressed as

z =

x - m

s>2n
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In this section, we take a more realistic approach by acknowledging that if the popula-
tion mean is unknown, then so is the population standard deviation. Consequently, the
previous sampling distribution cannot be used. Instead, we substitute the sample stan-
dard deviation s in place of the unknown population standard deviation �. The result is
called a t-statistic because that is what mathematician William S. Gosset called it. In
1908, Gosset showed that the t-statistic defined as

is Student t distributed when the sampled population is normal. (Gosset published his
findings under the pseudonym “Student,” hence the Student t distribution.) Recall
that we introduced the Student t distribution in Section 8.4.

With exactly the same logic used to develop the test statistic in Section 11.2 and the
confidence interval estimator in Section 10.2, we derive the following inferential methods.

Test Statistic for � When � Is Unknown
When the population standard deviation is unknown and the population is
normal, the test statistic for testing hypotheses about � is

which is Student t distributed with � � n � 1 degrees of freedom.

Confidence Interval Estimator of � When � Is Unknown

These formulas now make obsolete the test statistic and interval estimator
employed in Chapters 10 and 11 to estimate and test a population mean. Although we
continue to use the concepts developed in Chapters 10 and 11 (as well as all the other
chapters), we will no longer use the z-statistic and the z-estimator of �. All future infer-
ential problems involving a population mean will be solved using the t-statistic and 
t-estimator of � shown in the preceding boxes.

x ; t
a>2

s

2n
        n = n - 1

t =

x - m

s>2n

t =

x - m

s>2n

E X A M P L E 12 .1 Newspaper Recycling Plant

In the near future, nations will likely have to do more to save the environment. Possible
actions include reducing energy use and recycling. Currently, most products manufac-
tured from recycled material are considerably more expensive than those manufactured
from material found in the earth. For example, it is approximately three times as expen-
sive to produce glass bottles from recycled glass than from silica sand, soda ash, and

DATA
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limestone, all plentiful materials mined in numerous countries. It is more expensive to
manufacture aluminum cans from recycled cans than from bauxite. Newspapers are an
exception. It can be profitable to recycle newspaper. A major expense is the collection
from homes. In recent years, many companies have gone into the business of collecting
used newspapers from households and recycling them. A financial analyst for one such
company has recently computed that the firm would make a profit if the mean weekly
newspaper collection from each household exceeded 2.0 pounds. In a study to deter-
mine the feasibility of a recycling plant, a random sample of 148 households was drawn
from a large community, and the weekly weight of newspapers discarded for recycling
for each household was recorded and listed next. Do these data provide sufficient evi-
dence to allow the analyst to conclude that a recycling plant would be profitable?

Weights of Discarded Newspapers

2.5 0.7 3.4 1.8 1.9 2.0 1.3 1.2 2.2 0.9 2.7 2.9 1.5 1.5 2.2

3.2 0.7 2.3 3.1 1.3 4.2 3.4 1.5 2.1 1.0 2.4 1.8 0.9 1.3 2.6

3.6 0.8 3.0 2.8 3.6 3.1 2.4 3.2 4.4 4.1 1.5 1.9 3.2 1.9 1.6

3.0 3.7 1.7 3.1 2.4 3.0 1.5 3.1 2.4 2.1 2.1 2.3 0.7 0.9 2.7

1.2 2.2 1.3 3.0 3.0 2.2 1.5 2.7 0.9 2.5 3.2 3.7 1.9 2.0 3.7

2.3 0.6 0.0 1.0 1.4 0.9 2.6 2.1 3.4 0.5 4.1 2.2 3.4 3.3 0.0

2.2 4.2 1.1 2.3 3.1 1.7 2.8 2.5 1.8 1.7 0.6 3.6 1.4 2.2 2.2

1.3 1.7 3.0 0.8 1.6 1.8 1.4 3.0 1.9 2.7 0.8 3.3 2.5 1.5 2.2

2.6 3.2 1.0 3.2 1.6 3.4 1.7 2.3 2.6 1.4 3.3 1.3 2.4 2.0

1.3 1.8 3.3 2.2 1.4 3.2 4.3 0.0 2.0 1.8 0.0 1.7 2.6 3.1

S O L U T I O N

I D E N T I F Y

The problem objective is to describe the population of the amounts of newspaper dis-
carded by each household in the population. The data are interval, indicating that the
parameter to be tested is the population mean. Because the financial analyst needs to
determine whether the mean is greater than 2.0 pounds, the alternative hypothesis is

As usual, the null hypothesis states that the mean is equal to the value listed in the alter-
native hypothesis:

The test statistic is

C O M P U T E

M A N U A L L Y

The manager believes that the cost of a Type I error (concluding that the mean is
greater than 2 when it isn’t) is quite high. Consequently, he sets the significance level at
1%. The rejection region is

t 7 t
a,n = t.01,148 L t.01,150 = 2.351

t =

x - m

s>2n
      n = n - 1

H0:   m = 2.0

H1:   m 7 2.0
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To calculate the value of the test statistic, we need to calculate the sample mean and
the sample standard deviation s. From the data, we determine

Thus,

and

The value of � is to be found in the null hypothesis. It is 2.0. The value of the test
statistic is

Because 2.23 is not greater than 2.351, we cannot reject the null hypothesis in favor
of the alternative. (Students performing the calculations manually can approximate
the p-value. Keller’s website Appendix Approximating the p-Value from the Student t
Table describes how.)

t =

x - m

s>2n
=

2.18 - 2.0

.981>2148
= 2.23

s = 2s2 = 2.962 = .981

s2 =

a x2
i -

Aa xi B2
n

n - 1
=

845.1 -

1322.722
148

148 - 1
= .962

x =

a xi

n
=

322.7
148

= 2.18

a xi = 322.7 and a x2
i = 845.1

x

1
2
3
4
5
6
7
8
9

10
11
12

A B C D
t-Test: Mean

Newspaper
Mean 2.18
Standard Deviation 0.98
Hypothesized Mean 2
df 147
t Stat 2.24
P(T<=t) one-tail 0.0134
t Critical one-tail 2.3520
P(T<=t) two-tail 0.0268
t Critical two-tail 2.6097

E X C E L

I N S T R U C T I O N S

1. Type or import the data into one column*. (Open Xm12-01.)

2. Click Add-Ins, Data Analysis Plus, and t-Test: Mean.

3. Specify the Input Range (A1:A149) the Hypothesized Mean (2), and � (.01).

*If the column contains a blank (representing missing data) the row will have to be deleted. See Keller’s
website Appendix Deleting Blank Rows in Excel.
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I N T E R P R E T

The value of the test statistic is t � 2.24, and its p-value is .0134. There is not enough
evidence to infer that the mean weight of discarded newspapers is greater than 2.0.
Note that there is some evidence: The p-value is .0134. However, because we wanted
the probability of a Type I error to be small, we insisted on a 1% significance level.
Thus, we cannot conclude that the recycling plant would be profitable.

Figure 12.1 exhibits the sampling distribution for this example.

M I N I T A B

One-Sample T: Newspaper 

Test of mu = 2 vs > 2

                                                                                   95%
                                                                                 Lower
Variable              N     Mean     StDev    SE Mean     Bound         T           P
Newspaper    148   2.1804    0.9812       0.0807    2.0469    2.24    0.013

I N S T R U C T I O N S

1. Type or import the data into one column. (Open Xm12-01.)

2. Click Stat, Basic Statistics, and 1-Sample t . . . .

3. Type or use the Select button to specify the name of the variable or the column in the
Samples in columns box (Newspaper), choose Perform hypothesis test and type
the value of � in the Hypothesized mean box (2), and click Options . . . .

4. Select one of less than, not equal, or greater than in the Alternative box (greater than).

0 2.24 2.352

p-value = .0134

Rejection region

t

FIGURE 12.1 Sampling Distribution for Example 12.1

E X A M P L E 12 . 2 Tax Collected from Audited Returns

In 2007 (the latest year reported), 134,543,000 tax returns were filed in the United States
(Source: Statistical Abstract of the United States, 2009, Table 463). The Internal Revenue
Service (IRS) examined 1.03% or 1,385,000 of them to determine if they were correctly
done. To determine how well the auditors are performing, a random sample of these
returns was drawn and the additional tax was reported, which is listed next. Estimate with
95% confidence the mean additional income tax collected from the 1,385,000 files audited.
(Adapted from U.S. Internal Revenue Service, IRS Data Book, annual, Publication 55B.)

DATA

Xm12-02
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Additional Income Tax

15731.15 15594.25 8724.17 11374.34 13197.31 10312.43

6364.09 18662.69 8214.82 9316.70 12132.27 15602.60

7116.91 10463.63 12155.59 3977.52 12672.99 10253.46

12890.47 10070.18 4453.51 14034.78 16409.30 20352.98

11853.56 11603.00 10363.78 11830.85 13676.91 9153.78

10665.40 11255.04 8220.39 15968.90 4278.77 16178.15

6635.94 14491.35 13851.38 7313.00 11985.47 17387.08

12254.47 5128.84 9748.55 15078.81 8658.68 13689.50

7619.82 10102.60 15482.87 9904.92 5172.77 7932.38

9524.40 11010.64 10174.46 15923.39 14994.48 10576.01

17041.16 3694.86 10451.61 18292.65 13789.65 16494.25

7648.54 9761.73 16359.09 5318.50 10429.75 1554.77

7678.23 15018.60 14362.03 15467.99 12984.66 14461.00

9198.38 7589.68 13716.94 14588.00 8672.97 12708.45

7951.54 2732.71 12834.86 7977.11 4023.16 16068.56

6660.60 4740.91 11541.49 9952.42 16493.69 15052.86

11493.30 9326.62 11558.31 10007.03 15651.35 12563.35

7792.70 7308.05 7224.16 16132.63 13991.80 4247.18

10147.98 13760.60 9714.45 0.00 18070.00 6996.54

17712.81 7220.72 15002.06 12870.00 13188.00 7863.68

19276.94 22132.00 12613.92 6645.67 12770.00 12971.50

9320.49 14258.93 17276.46 11801.96 4614.75 18461.05

7821.41 2994.88 8126.62 8941.16 9521.19 21480.96

6774.85 11271.67 13054.84 13739.98 10813.72 15999.38

9389.68 2690.57 4978.82 18259.38 14666.33

10730.14 17390.36 10481.09 15677.43 1974.11

4798.18 8402.68 6959.23 16069.51 10831.23

17192.61 0.00 13224.15 11819.80 12071.03

7730.51 12744.79 12865.30 17389.63 19326.79

12387.27 16284.14 14898.40 5927.63 11507.15

17110.60 7100.00 13617.28 15855.37 10443.33

17415.28 16386.49 11235.86 7666.54 5972.11

S O L U T I O N

I D E N T I F Y

The problem objective is to describe the population of additional income tax. The data
are interval, so the parameter is the population mean �. The question asks us to esti-
mate this parameter. The confidence interval estimator is

C O M P U T E

M A N U A L L Y

From the data, we determine

a xi = 2,087,080  and  a x2
i = 27,216,444,599

x ; t
a>2  

s

2n
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Thus,

and

Thus

Because we want a 95% confidence interval estimate, 1 � � � .95, � � . 05, �/2 � .025,
and t�/2,� � t.025,208 � t.25,200 � 1.972. Thus, the 95% confidence interval estimate of � is

or

LCL � $10,703 UCL � $11,983

x ; t
a>2

s

2n
= 11,343 ; 1.972

4,400

2184
= 11,343 ; 640

s = 2s2 = 219,360,979 = 4,400

s2 =

a x2
i -

Aa xi B2
n

n - 1
=

27,216,444,599 -

12,087,08022
184

184 - 1
= 19,360,979

x =

a xi

n
=

2,087,080
184

= 11,343

E X C E L

1
2
3
4
5
6
7
8
9

A B C
t-Estimate: Mean

Taxes
Mean 11,343
Standard Deviation 4,400
Observations 184
Standard Error 324
LCL

UCL

10,703

11,983

I N S T R U C T I O N S

1. Type or import the data into one column*. (Open Xm12-02.)

2. Click Add-Ins, Data Analysis Plus, and t-Estimate: Mean.

3. Specify the Input Range (A1:A185) and � (.05).

M I N I T A B

One-Sample T: Taxes
95% CIVariable         N Mean

Taxes 184 11343 4400 324 (10703, 11983)
StDev SE Mean

I N S T R U C T I O N S

1. Type or import the data into one column. (Open Xm12-02.)

2. Click Stat, Basic Statistics, and 1-Sample t . . . .

3. Select or type the variable name in the Samples in columns box (Taxes) and click
Options . . . .

4. Specify the Confidence level (.95) and not equal for the Alternative.

*If the column contains a blank (representing missing data) the row will have to be deleted. 
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I N T E R P R E T

We estimate that the mean additional tax collected lies between $10,703 and $11,983.
We can use this estimate to help decide whether the IRS is auditing the individuals who
should be audited.

Checking the Required Conditions

When we introduced the Student t distribution, we pointed out that the t-statistic is
Student t distributed if the population from which we’ve sampled is normal. However,
statisticians have shown that the mathematical process that derived the Student t distrib-
ution is robust, which means that if the population is nonnormal, the results of the t-test
and confidence interval estimate are still valid provided that the population is not
extremely nonnormal.* To check this requirement, we draw the histogram and determine
whether it is far from bell shaped. Figures 12.2 and 12.3 depict the Excel histograms for
Examples 12.1 and 12.2, respectively. (The Minitab histograms are similar.) Both his-
tograms suggest that the variables are not extremely nonnormal.

*Statisticians have shown that when the sample size is large, the results of a t-test and estimator of a
mean are valid even when the population is extremely nonnormal. The sample size required depends on
the extent of nonnormality.
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FIGURE 12.2 Histogram for Example 12.1
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FIGURE 12.3 Histogram for Example 12.2
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Estimating the Totals of Finite Populations

The inferential techniques introduced thus far were derived by assuming infinitely large
populations. In practice, however, most populations are finite. (Infinite populations are
usually the result of some endlessly repeatable process, such as flipping a coin or selecting
items with replacement.) When the population is small, we must adjust the test statistic
and interval estimator using the finite population correction factor introduced in 
Chapter 9 (page 313). (In Keller’s website Appendix Applications in Accounting: Auditing
we feature an application that requires the use of the correction factor.) However, in pop-
ulations that are large relative to the sample size, we can ignore the correction factor.
Large populations are defined as populations that are at least 20 times the sample size.

Finite populations allow us to use the confidence interval estimator of a mean to
produce a confidence interval estimator of the population total. To estimate the total,
we multiply the lower and upper confidence limits of the estimate of the mean by the
population size. Thus, the confidence interval estimator of the total is

For example, suppose that we wish to estimate the total amount of additional income
tax collected from the 1,385,000 returns that were examined. The 95% confidence
interval estimate of the total is

which is

Developing an Understanding of Statistical Concepts 1

This section introduced the term degrees of freedom. We will encounter this term many
times in this book, so a brief discussion of its meaning is warranted. The Student t dis-
tribution is based on using the sample variance to estimate the unknown population
variance. The sample variance is defined as

To compute s2, we must first determine . Recall that sampling distributions are derived by
repeated sampling from the same population. To repeatedly take samples to compute s2, we
can choose any numbers for the first n � 1 observations in the sample. However, we have
no choice on the nth value because the sample mean must be calculated first. To illustrate,
suppose that n � 3 and we find . We can have x1 and x2 assume any values without
restriction. However, x3 must be such that . For example, if x1 � 6 and x2 � 8, then
x3 must equal 16. Therefore, there are only two degrees of freedom in our selection of the
sample. We say that we lose one degree of freedom because we had to calculate .

Notice that the denominator in the calculation of s2 is equal to the number of degrees
of freedom. This is not a coincidence and will be repeated throughout this book.

Developing an Understanding of Statistical Concepts 2

The t-statistic like the z-statistic measures the difference between the sample mean 
and the hypothesized value of � in terms of the number of standard errors. However,

x

x

x = 10
x = 10

x

s2
=

a 1xi - x22
n - 1

LCL = 14,823,655,000  and  UCL = 16,596,455,000

N cx ; t
a>2

s

2n
d = 1,385,000111,343 ; 6402

N cx ; t
a>2

s

2n
d
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when the population standard deviation � is unknown we estimate the standard error 
by .

Developing an Understanding of Statistical Concepts 3

When we introduced the Student t distribution in Section 8.4, we pointed out that it is
more widely spread out than the standard normal. This circumstance is logical. The only
variable in the z-statistic is the sample mean , which will vary from sample to sample.
The t-statistic has two variables: the sample mean and the sample standard deviation s,
both of which will vary from sample to sample. Because of the greater uncertainty, the 
t-statistic will display greater variability. Exercises 12.15 – 12.22 address this concept.

We complete this section with a review of how we identify the techniques intro-
duced in this section.

x
x

s>2n

Factors That Identify the t-Test and Estimator of �
1. Problem objective: Describe a population.
2. Data type: Interval.
3. Type of descriptive measurement: Central location.

Developing an Understanding of Statistical Concepts

The following exercises are “what-if” analyses designed to deter-
mine what happens to the test statistics and interval estimates
when elements of the statistical inference change. These problems
can be solved manually or using the Do-It-Yourself Excel spread-
sheets you created.

12.3 a. A random sample of 25 was drawn from a popu-
lation. The sample mean and standard deviation
are and s � 125. Estimate � with 95%
confidence.

b. Repeat part (a) with n � 50.
c. Repeat part (a) with n � 100.
d. Describe what happens to the confidence interval

estimate when the sample size increases.

x = 510

12.4 a. The mean and standard deviation of a sample of
100 is and s � 300. Estimate the popu-
lation mean with 95% confidence.

b. Repeat part (a) with s � 200.
c. Repeat part (a) with s � 100.
d. Discuss the effect on the confidence interval esti-

mate of decreasing the standard deviation s.

12.5 a. A statistics practitioner drew a random sample of
400 observations and found that and 
s � 100. Estimate the population mean with 90%
confidence.

b. Repeat part (a) with a 95% confidence level.
c. Repeat part (a) with a 99% confidence level.
d. What is the effect on the confidence interval esti-

mate of increasing the confidence level?

x = 700

x = 1500

D O - I T - Y O U R S E L F E X C E L

12.1 Construct an Excel spreadsheet that performs

the t-test of �. Inputs: sample mean, sample

standard deviation, sample size, hypothesized

mean. Outputs: Test statistic, critical values,

and one- and two-tail p-values. Tools: TINV,

TDIST.

12.2 Create a spreadsheet that computes the 

t-estimate of �. Inputs: sample mean, sample

standard deviation, sample size, and confi-

dence level. Outputs: Upper and lower confi-

dence limits. Tools: TINV.

E X E R C I S E S
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12.6 a. The mean and standard deviation of a sample of
100 are

.

Estimate the population mean with 95% confi-
dence.

b. Repeat part (a) with s � 4.
c. Repeat part (a) with s � 10.
d. Discuss the effect on the confidence interval esti-

mate of increasing the standard deviation s.

12.7 a. A statistics practitioner calculated the mean and
standard deviation from a sample of 51. They are

and s � 15. Estimate the population
mean with 95% confidence.

b. Repeat part (a) with a 90% confidence level.
c. Repeat part (a) with an 80% confidence level.
d. What is the effect on the confidence interval esti-

mate of decreasing the confidence level?

12.8 a. The sample mean and standard deviation from a
sample of 81 observations are and s � 8.
Estimate � with 95% confidence.

b. Repeat part (a) with n � 64.
c. Repeat part (a) with n � 36.
d. Describe what happens to the confidence interval

estimate when the sample size decreases.

12.9 a. The sample mean and standard deviation from a
random sample of 10 observations from a normal
population were computed as and s � 9.
Calculate the value of the test statistic (and for
Excel users, the p-value) of the test required to
determine whether there is enough evidence to
infer at the 5% significance level that the popula-
tion mean is greater than 20.

b. Repeat part (a) with n � 30.
c. Repeat part (a) with n � 50.
d. Describe the effect on the t-statistic (and for

Excel users, the p-value) of increasing the sample
size.

12.10 a. A statistics practitioner is in the process of testing
to determine whether there is enough evidence
to infer that the population mean is different
from 180. She calculated the mean and standard
deviation of a sample of 200 observations as

and s � 22. Calculate the value of the
test statistic (and for Excel users, the p-value) of
the test required to determine whether there is
enough evidence at the 5% significance level.

b. Repeat part (a) with s � 45.
c. Repeat part (a) with s � 60.
d. Discuss what happens to the t statistic (and for

Excel users, the p-value) when the standard devi-
ation increases.

12.11 a. Calculate the test statistic (and for Excel users,
the p-value) when , s � 50, and n � 100.
Use a 5% significance level.

x = 145

x = 175

x = 23

x = 63

x = 120

x = 10 and s = 1 b. Repeat part (a) with .
c. Repeat part (a) with .
d. What happens to the t-statistic (and for Excel

users, the p-value) when the sample mean
decreases?

12.12 a. A random sample of 25 observations was drawn
from a normal population. The sample mean and
sample standard deviation are and s � 15.
Calculate the test statistic (and for Excel users,
the p-value) of a test to determine if there is
enough evidence at the 10% significance level to
infer that the population mean is not equal to 50.

b. Repeat part (a) with n � 15.
c. Repeat part (a) with n � 5.
d. Discuss what happens to the t-statistic (and for

Excel users, the p-value) when the sample size
decreases.

12.13 a. A statistics practitioner wishes to test the follow-
ing hypotheses:

A sample of 50 observations yielded the statistics
and s � 45. Calculate the test statistic

(and for Excel users, the p-value) of a test to
determine whether there is enough evidence at
the 10% significance level to infer that the alter-
native hypothesis is true.

b. Repeat part (a) with .
c. Repeat part (a) with .
d. Describe the effect of decreasing the sample mean.

12.14 a. To test the following hypotheses, a statistics
practitioner randomly sampled 100 observations
and found and s � 35. Calculate the test
statistic (and for Excel users, the p-value) of a test
to determine whether there is enough evidence
at the 1% significance level to infer that the
alternative hypothesis is true.

b. Repeat part (a) with s � 25.
c. Repeat part (a) with s � 15.
d. Discuss what happens to the t-statistic (and for

Excel users, the p-value) when the standard devi-
ation decreases.

12.15 A random sample of 8 observations was drawn from
a normal population. The sample mean and sample
standard deviation are and s � 10.
a. Estimate the population mean with 95% confi-

dence.

x = 40

H1: m 7 100
H0: m = 100

x = 106

x = 595
x = 590

x = 585

H1: m 6 600
H0: m = 600

x = 52

x = 135
x = 140

H1: m 6 150
H0: m = 150
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b. Repeat part (a) assuming that you know that the
population standard deviation is � � 10.

c. Explain why the interval estimate produced in
part (b) is narrower than that in part (a).

12.16 a. Estimate the population mean with 90% confi-
dence given the following: , s � 30, and 
n � 5.

b. Repeat part (a) assuming that you know that the
population standard deviation is � � 30.

c. Explain why the interval estimate produced in
part (b) is narrower than that in part (a).

12.17 a. After sampling 1,000 members of a normal popula-
tion, you find and s � 9,950. Estimate
the population mean with 90% confidence.

b. Repeat part (a) assuming that you know that the
population standard deviation is � � 9,950.

c. Explain why the interval estimates were virtually
identical.

12.18 a. In a random sample of 500 observations drawn
from a normal population, the sample mean and
sample standard deviation were calculated as

and s � 100. Estimate the population
mean with 99% confidence.

b. Repeat part (a) assuming that you know that the
population standard deviation is � � 100.

c. Explain why the interval estimates were virtually
identical.

12.19 a. A random sample of 11 observations was taken
from a normal population. The sample mean and
standard deviation are and s � 9. Can
we infer at the 5% significance level that the
population mean is greater than 70?

b. Repeat part (a) assuming that you know that the
population standard deviation is � � 90.

c. Explain why the conclusions produced in parts
(a) and (b) differ.

12.20 a. A statistics practitioner randomly sampled 10
observations and found and s � 17. Is
there sufficient evidence at the 10% significance
level to conclude that the population mean is less
than 110?

b. Repeat part (a) assuming that you know that the
population standard deviation is � � 17.

c. Explain why the conclusions produced in parts
(a) and (b) differ.

12.21 a. A statistics practitioner randomly sampled 1,500
observations and found and s � 25. Test
to determine whether there is enough evidence
at the 5% significance level to infer that the pop-
ulation mean is less than 15.

b. Repeat part (a) assuming that you know that the
population standard deviation is � � 25.

c. Explain why the conclusions produced in parts
(a) and (b) are virtually identical.

x = 14

x = 103

x = 74.5

x = 350

x = 15,500

x = 175

12.22 a. Test the following hypotheses with � � .05 given
that , s � 100, and n � 1,000.

b. Repeat part (a) assuming that you know that the
population standard deviation is � � 100.

c. Explain why the conclusions produced in parts
(a) and (b) are virtually identical.

Applications

The following exercises may be answered manually or with the
assistance of a computer. The data are stored in files. Assume that
the random variable is normally distributed.

12.23 Xr12-23 A courier service advertises that its average
delivery time is less than 6 hours for local deliveries. A
random sample of times for 12 deliveries to an address
across town was recorded. These data are shown here.
Is this sufficient evidence to support the courier’s
advertisement, at the 5% level of significance?

3.03 6.33 6.50 5.22 3.56 6.76

7.98 4.82 7.96 4.54 5.09 6.46

12.24 Xr12-24 How much money do winners go home with
from the television quiz show Jeopardy? To deter-
mine an answer, a random sample of winners was
drawn; the recorded amount of money each won is
listed here. Estimate with 95% confidence the mean
winnings for all the show’s players.

26,650 6,060 52,820 8,490 13,660

25,840 49,840 23,790 51,480 18,960

990 11,450 41,810 21,060 7,860

12.25 Xr12-25 A diet doctor claims that the average North
American is more than 20 pounds overweight. To test
his claim, a random sample of 20 North Americans
was weighed, and the difference between their actual
and ideal weights was calculated. The data are listed
here. Do these data allow us to infer at the 5% signif-
icance level that the doctor’s claim is true?

16 23 18 41 22 18 23 19 22 15

18 35 16 15 17 19 23 15 16 26

12.26 Xr12-26 A federal agency responsible for enforcing
laws governing weights and measures routinely
inspects packages to determine whether the weight of
the contents is at least as great as that advertised on
the package. A random sample of 18 containers whose
packaging states that the contents weigh 8 ounces was
drawn. The contents were weighed and the results
follow. Can we conclude at the 1% significance level
that on average the containers are mislabeled?

7.80 7.91 7.93 7.99 7.94 7.75

7.97 7.95 7.79 8.06 7.82 7.89

7.92 7.87 7.92 7.98 8.05 7.91

H1: m 7 400
H0: m = 400

x = 405
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12.27 Xr12-27 A parking control officer is conducting an
analysis of the amount of time left on parking
meters. A quick survey of 15 cars that have just left
their metered parking spaces produced the following
times (in minutes). Estimate with 95% confidence
the mean amount of time left for all the city’s meters.

22 15 1 14 0 9 17 31

18 26 23 15 33 28 20

12.28 Xr12-28 Part of a university professor’s job is to pub-
lish his or her research. This task often entails read-
ing a variety of journal articles to keep up to date. To
help determine faculty standards, a dean of a busi-
ness school surveyed a random sample of 12 profes-
sors across the country and asked them to count the
number of journal articles they read in a typical
month. These data are listed here. Estimate with
90% confidence the mean number of journal articles
read monthly by professors.

9 17 4 23 56 30 41 45 21 10 44 20

12.29 Xr12-29 Most owners of digital cameras store their pic-
tures on the camera. Some will eventually download
these to a computer or print them using their own
printers or a commercial printer. A film-processing
company wanted to know how many pictures were
stored on computers. A random sample of 10 digital
camera owners produced the data given here.
Estimate with 95% confidence the mean number of
pictures stored on digital cameras.

25 6 22 26 31 18 13 20 14 2

12.30 Xr12-30 University bookstores order books that
instructors adopt for their courses. The number of
copies ordered matches the projected demand.
However, at the end of the semester, the bookstore
has too many copies on hand and must return them
to the publisher. A bookstore has a policy that the
proportion of books returned should be kept as
small as possible. The average is supposed to be less
than 10%. To see whether the policy is working, a
random sample of book titles was drawn, and the
fraction of the total originally ordered that are
returned is recorded and listed here. Can we infer at
the 10% significance level that the mean proportion
of returns is less than 10%?

4 15 11 7 5 9 4 3 5 8

The following exercises require the use of a computer and soft-
ware. The answers to Exercises 12.31 to 12.45 may be calculated
manually. See Appendix A for the sample statistics. Use a 5%
significance level unless specified otherwise.
12.31 Xr12-31* A growing concern for educators in the

United States is the number of teenagers who have
part-time jobs while they attend high school. It is
generally believed that the amount of time teenagers

spend working is deducted from the amount of time
devoted to schoolwork. To investigate this problem,
a school guidance counselor took a random sample
of 200 15-year-old high school students and asked
how many hours per week each worked at a part-
time job. Estimate with 95% confidence the mean
amount of time all 15-year-old high school students
devote per week to part-time jobs.

12.32 Xr12-32 A company that produces universal remote
controls wanted to determine the number of remote
control devices American homes contain. The com-
pany hired a statistician to survey 240 randomly
selected homes and determine the number of
remote controls. If there are 100 million house-
holds, estimate with 99% confidence the total num-
ber of remote controls in the United States.

12.33 Xr12-33 A random sample of American adults was
asked whether or not they smoked cigarettes. Those
who responded affirmatively were asked how many
cigarettes they smoked per day. Assuming that there
are 50 million American adults who smoke, estimate
with 95% confidence the number of cigarettes
smoked per day in the United States. (Adapted from
the Statistical Abstract of the United States, 2009,
Table 196 and Bloomberg News.)

12.34 Xr12-34 Bankers and economists watch for signs
that the economy is slowing. One statistic they
monitor is consumer debt, particularly credit card
debt. The Federal Reserve conducts surveys of
consumer finances every 3 years. The last survey
determined that 23.8% of American households
have no credit cards and another 31.2% of the
households paid off their most recent credit card
bills. The remainder, approximately 50 million
households, did not pay their credit card bills in
the previous month. A random sample of these
households was drawn. Each household in the
sample reported how much credit card debt it cur-
rently carries. The Federal Reserve would like an
estimate (with 95% confidence) of the total credit
card debt in the United States.

12.35 Xr12-35* OfficeMax, a chain that sells a wide variety 
of office equipment often features sales of products
whose prices are reduced because of rebates. Some
rebates are so large that the effective price becomes $0. 
The goal is to lure customers into the store to buy
other nonsale items. A secondary objective is to
acquire addresses and telephone numbers to sell to
telemarketers and other mass marketers. During one
week in January, OfficeMax offered a 100-pack of
CD-ROMs (regular price $29.99 minus $10 instant
rebate, $12 manufacturer’s rebate, and $8 OfficeMax
mail-in rebate). The number of packages was lim-
ited, and no rain checks were issued. In all
OfficeMax stores, 2,800 packages were in stock. 
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All were sold. A random sample of 122 buyers was
undertaken. Each was asked to report the total value
of the other purchases made that day. Estimate with
95% the total spent on other products purchased by
those who bought the CD-ROMs.

12.36 Xr12-36 An increasing number of North Americans
regularly take vitamins or herbal remedies daily.
To gauge this phenomenon, a random sample of
Americans was asked to report the number of vita-
min and herbal supplements they take daily.
Estimate with 95% confidence the mean number
of vitamin and herbal supplements Americans take
daily.

12.37 Xr12-37 Generic drug sales make up about half of all
prescriptions sold in the United States. The market-
ing manager for a pharmaceutical company wanted
to acquire more information about the sales of
generic prescription drugs. To do so, she randomly
sampled 900 customers who recently filled prescrip-
tions for generic drugs and recorded the cost of each
prescription. Estimate with 95% confidence the
mean cost of all generic prescription drugs.
(Adapted from the Statistical Abstract of the United
States, 2009, Table 151.)

12.38 Xr12-38 Traffic congestion seems to worsen each
year. This raises the question, How much does
roadway congestion cost the United States annu-
ally? The Federal Highway Administration’s
Highway Performance Monitoring System con-
ducts an analysis to produce an estimate of the
total cost. Drivers in the 73 most congested areas
in the United States were sampled, and each dri-
ver’s congestion cost in time and gasoline was
recorded. The total number of drivers in these 
73 areas was 128,000,000. Estimate with 95% con-
fidence the total cost of congestion in the 73 areas.
(Adapted from the Statistical Abstract of the United
States, 2006, Table 1082.)

12.39 Xr12-39 To help estimate the size of the disposable
razor market, a random sample of men was asked to
count the number of shaves they used each razor for.
Assume that each razor is used once per day.
Estimate with 95% confidence the number of days a
pack of 10 razors will last.

12.40 Xr12-40 Because of the enormity of the viewing
audience, firms that advertise during the Super
Bowl create special commercials that tend to be
quite entertaining. Thirty-second commercials
cost several million dollars during the Super Bowl
game. A random sample of people who watched
the game was asked how many commercials they
watched in their entirety. Do these data allow us to
infer that the mean number of commercials
watched is greater than 15?

12.41 Xr12-41 On a per capita basis, the United States
spends far more on health care than any other coun-
try. To help assess the costs, annual surveys are
undertaken. One such survey asks a sample of
Americans to report the number of times they vis-
ited a health-care professional in the year. The data
for 2006 were recorded. In 2006, the United States
population was 299,157,000. Estimate with 95%
confidence the total number of visits to a health-care
professional. (Adapted from the Statistical Abstract of
the United States, 2009, Table 158.)

12.42 Xr12-42 Companies that sell groceries over the
Internet are called e-grocers. Customers enter their
orders, pay by credit card, and receive delivery by
truck. A potential e-grocer analyzed the market and
determined that the average order would have to
exceed $85 if the e-grocer were to be profitable. To
determine whether an e-grocery would be profitable
in one large city, she offered the service and
recorded the size of the order for a random sample
of customers.
a. Can we infer from these data that an e-grocery

will be profitable in this city?
b. Prepare a presentation to the investors who wish

to put money into this company. (See Section 3.3
for guidelines in making presentations.)

12.43 Xr12-43 During the last decade, many institutions
dedicated to improving the quality of products and
services in the United States have been formed.
Many of these groups annually give awards to com-
panies that produce high-quality goods and ser-
vices. An investor believes that publicly traded
companies that win awards are likely to outperform
companies that do not win such awards. To help
determine his return on investment in such compa-
nies, he took a random sample of 83 firms that won
quality awards the previous year and computed the
annual return he would have received had he
invested. The investor would like an estimate of
the returns he can expect. A 95% confidence level
is deemed appropriate.

12.44 Xr12-44 In 2010, most Canadian cities were experi-
encing a housing boom. As a consequence, home
buyers were required to borrow more on their mort-
gages. To determine the extent of this problem, a
survey of Canadian households was undertaken
wherein household heads were asked to report their
total debt. Assuming that there are 7 million house-
holds in Canada, estimate with 95% confidence the
total household debt.

12.45 Xr12-45 Refer to Exercise 12.44. In addition to house-
hold debt, the survey asked each household to report
the debt-to-income ratio. Estimate with 90% confi-
dence the mean debt-to-income ratio.
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Warning for Excel users: There are blanks representing miss-
ing data that must be removed.
12.46 GSS2008* In 2008, respondents were asked to report

the number of years of education (EDUC). Do the
data provide enough evidence at the 5% significance
level to infer that the average American adult com-
pleted more than 12 years of education?

12.47 GSS2008* Estimate with 95% confidence the mean num-
bers of earners (EARNRS) in the household in 2008.

12.48 GSS2008* Can we infer at the 5% significance level that
the mean number of hours worked (HRS) among
those working full- or part-time is greater than 40?

12.49 GSS2006* Estimate with 95% confidence the mean
number of years in current job (YEARSJOB) in
2006.

12.50 GSS2006* Estimate with 90% confidence the mean
number of hours American adults spend watching
television per day (TVHOURS).

12 . 2 INFERENCE ABOUT A POPULATION VARIANCE

In Section 12.1, where we presented the inferential methods about a population mean,
we were interested in acquiring information about the central location of the popula-
tion. As a result, we tested and estimated the population mean. If we are interested
instead in drawing inferences about a population’s variability, the parameter we need to
investigate is the population variance �2. Inference about the variance can be used to
make decisions in a variety of problems. In an example illustrating the use of the normal
distribution in Section 8.2, we showed why variance is a measure of risk. In Section 7.3,
we described an important application in finance wherein stock diversification was
shown to reduce the variance of a portfolio and, in so doing, reduce the risk associated
with that portfolio. In both sections, we assumed that the population variances were
known. In this section, we take a more realistic approach and acknowledge that we need
to use statistical techniques to draw inferences about a population variance.

Another application of the use of variance comes from operations management.
Quality technicians attempt to ensure that their company’s products consistently meet
specifications. One way of judging the consistency of a production process is to com-
pute the variance of a product’s size, weight, or volume; that is, if the variation in size,
weight, or volume is large, it is likely that an unsatisfactorily large number of products
will lie outside the specifications for that product. We will return to this subject later in
this book. In Section 14.6, we discuss how operations managers search for and reduce
the variation in production processes.

The task of deriving the test statistic and the interval estimator provides us with
another opportunity to show how statistical techniques in general are developed. We
begin by identifying the best estimator. That estimator has a sampling distribution,
from which we produce the test statistic and the interval estimator.

G E N E R A L S O C I A L S U RV E Y E X E R C I S E S

Warning for Excel users: There are blanks representing miss-
ing data that must be removed.
12.51 ANES2008* Can we infer with � � .05 that the average

American has completed more than 12 years of edu-
cation (EDUC)?

12.52 ANES2008* Estimate with 95% confidence the mean
number of days in a typical week (DAYS8) spent by

American adults watching the national news on tele-
vision, not including sports.

12.53 ANES2008* Estimate with 99% confidence the mean
amount of time in a typical day spent by American
adults watching or reading news on the Internet
(TIME1).

A M E R I C A N NAT I O N A L E L E C T I O N S U RV E Y E X E R C I S E S
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Statistic and Sampling Distribution

The estimator of �2 is the sample variance introduced in Section 4.2. The statistic s2 has
the desirable characteristics presented in Section 10.1; that is, s2 is an unbiased, consis-
tent estimator of �2.

Statisticians have shown that the sum of squared deviations from the mean
[which is equal to (n � 1)s2] divided by the population variance is chi-squared

distributed with � � n � 1 degrees of freedom provided that the sampled population is
normal. The statistic

is called the chi-squared statistic (�2-statistic). The chi-squared distribution was
introduced in Section 8.4.

Testing and Estimating a Population Variance

As we discussed in Section 11.4, the formula that describes the sampling distribution is
the formula of the test statistic.

Test Statistic for �2

The test statistic used to test hypotheses about �2 is

which is chi-squared distributed with � � n � 1 degrees of freedom when
the population random variable is normally distributed with variance equal
to �2.

Using the notation introduced in Section 8.4, we can make the following probabil-
ity statement:

Substituting

and with some algebraic manipulation, we derive the confidence interval estimator of a
population variance.

Confidence Interval Estimator of �2

Upper confidence limit 1UCL2 =

1n - 12s2
x2

1-a>2

Lower confidence limit 1LCL2 =

1n - 12s2
x2
a>2

x2
=

1n - 12s2
s2

P1x2
1-a>2 6 x2

6 x2
a>22 = 1 - a

x2
=

1n - 12s2
s2

x2
=

1n - 12s2
s2

a 1xi - x22
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A P P L I C A T I O N S i n  O P E R A T I O N S  M A N A G E M E N T

Quality

A critical aspect of production is quality. The quality of a final product is a

function of the quality of the product’s components. If the components don’t

fit, the product will not function as planned and likely cease functioning

before its customers expect it to. For example, if a car door is not made to its

specifications, it will not fit. As a result, the door will leak both water and air.

Operations managers attempt to maintain and improve the quality of products by 

ensuring that all components are made so that there is as little variation as possible. As 

you have already seen, statisticians measure variation by computing the variance.

Incidentally, an entire chapter (Chapter 21) is devoted to the topic of quality.

E X A M P L E 12 .3 Consistency of a Container-Filling Machine, Part 1

Container-filling machines are used to package a variety of liquids, including milk, soft
drinks, and paint. Ideally, the amount of liquid should vary only slightly because large
variations will cause some containers to be underfilled (cheating the customer) and
some to be overfilled (resulting in costly waste). The president of a company that devel-
oped a new type of machine boasts that this machine can fill 1-liter (1,000 cubic cen-
timeters) containers so consistently that the variance of the fills will be less than 1 cubic
centimeter2. To examine the veracity of the claim, a random sample of 25 l-liter fills was
taken and the results (cubic centimeters) recorded. These data are listed here. Do these
data allow the president to make this claim at the 5% significance level?

Fills

999.6 1000.7 999.3 1000.1 999.5

1000.5 999.7 999.6 999.1 997.8

1001.3 1000.7 999.4 1000.0 998.3

999.5 1000.1 998.3 999.2 999.2

1000.4 1000.1 1000.1 999.6 999.9

S O L U T I O N

I D E N T I F Y

The problem objective is to describe the population of l-liter fills from this machine.
The data are interval, and we’re interested in the variability of the fills. It follows that
the parameter of interest is the population variance. Because we want to determine
whether there is enough evidence to support the claim, the alternative hypothesis is

The null hypothesis is

H0:   s2
= 1

H1:   s2
6 1

DATA

Xm12-03

©
 V
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ki

 B
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r
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and the test statistic we will use is

C O M P U T E

M A N U A L L Y

Using a calculator, we find

Thus,

The value of the test statistic is

The rejection region is

Because 15.20 is not less than 13.85, we cannot reject the null hypothesis in favor of the
alternative.

E X C E L

x2
6 x2

1-a,n-1 = x2
1- .05,25-1 = x2

.95,24 = 13.85

x2
=

1n - 12s2
s2 =

125 - 121.63332
1

= 15.20

s2 =

a x2
i -

aa xib
2

n
n - 1

=

24,984,017.76 -

124,992.022
25

25 - 1
= .6333

a xi = 24,992.0 and a x2
i = 24,984,017.76

x2
=

1n - 12s2
s2

1
2
3
4
5
6
7
8
9

10
11
12
13

A B C D
Chi Squared Test: Variance

Fills
Sample Variance 0.6333
Hypothesized Variance 1
df 24
chi-squared Stat 15.20
P (CHI<=chi) one-tail 0.0852
chi-squared Critical one tail Left-tail 13.85

Right-tail 36.42
P (CHI<=chi) two-tail 0.1705
chi-squared Critical two tail Left-tail 12.40

Right-tail 39.36

The value of the test statistic is 15.20. P(CHI��chi) one-tail is the probability
, which is equal to .0852. Because this is a one-tail test, the p-value is .0852.

I N S T R U C T I O N S

1. Type or import the data into one column*. (Open Xm12-03.)

2. Click Add-Ins, Data Analysis Plus, and Chi-squared Test: Variance.

3. Specify the Input Range (A1:A26), type the Hypothesized Variance (1) and the
value of �(.05).

P1x2
6 15.202

*If the column contains a blank (representing missing data) the row will have to be deleted. 
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M I N I T A B

I N T E R P R E T

There is not enough evidence to infer that the claim is true. As we discussed before, the
result does not say that the variance is equal to 1; it merely states that we are unable to
show that the variance is less than 1. Figure 12.4 depicts the sampling distribution of the
test statistic.

13.85 15.200

p-value = .0852

Rejection
region

x 2

f(x 2)

FIGURE 12.4 Sampling Distribution for Example 12.3

I N S T R U C T I O N S

Some of the output has been deleted.
Besides computing the Chi-Squared statistic and p-value, and because we’re con-

ducting a one-tail test, Minitab calculates a one-sided confidence interval estimate. (See
page 379 for a discussion of one-sided confidence interval estimators.)

1. Type or import the data into one column. (Open Xm12-03.)

2. Click Stat, Basic Statistics, and 1 Variance . . . .

3. Type or use the Select button to specify the name of the variable or the column in the
Samples in columns box (Fills), check Perform hypothesis test, and type the value
of � in the Hypothesized standard deviation box (1).

4. Click Options . . . and select one of less than, not equal, or greater than in the
Alternative box (less than).

Test and CI for One Standard Deviation: Fills 

Null hypothesis  sigma = 1
Alternative hypothesis sigma = < 1

Statistics

Variable     N    StDev Variance
Fills   25    0.796     0.633

Tests

Variable     Method      Chi-Square         DF     P-Value
Fills           Standard  15.20     24.00        0.085
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M I N I T A B

E X C E L

I N S T R U C T I O N S

1. Type or import the data into one column*. (Open Xm12-03.)

2. Click Add-Ins, Data Analysis Plus, and Chi-squared Estimate: Variance.

3. Specify the Input Range (A1:A26) and �(.01).

Test and CI for One Standard Deviation: Fills 

Statistics

Variable     N    StDev Variance
Fills   25    0.796     0.633

99% Confidence Intervals

       CI for
Variable     Method        CI for StDev             Variance
Fills           Standard      (0.578, 1.240)       (0.334, 1.537)

418 C H A P T E R  1 2

1
2
3
4
5
6
7

A B
Chi Squared Estimate: Variance

Fills
Sample Variance 0.6333
df 24
LCL 0.3336
UCL 1.5375

E X A M P L E 12 .4 Consistency of a Container-Filling Machine, Part 2

Estimate with 99% confidence the variance of fills in Example 12.3.

S O L U T I O N

M A N U A L L Y

In the solution to Example 12.3, we found (n � 1)s2 to be 15.20. From Table 5 in
Appendix B, we find

Thus,

We estimate that the variance of fills is a number that lies between .3333 and 1.537.

UCL =

1n - 12s2
x2

1-a>2
=

15.20
9.89

= 1.537

LCL =

1n - 12s2
x2
a>2

=

15.20
45.6

= .3333

x2
1-a>2,n-1 = x2

.995,24 = 9.89

x2
a>2,n-1 = x2

.005,24 = 45.6

*If the column contains a blank (representing missing data) the row will have to be deleted.
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I N S T R U C T I O N S

Some of the output has been deleted.

1. Type or import the data into one column. (Open Xm12-03.)

2. Click Stat, Basic Statistics, and 1 Variance . . . .

3. Type or use the Select button to specify the name of the variable or the column in the
Samples in columns box (Fills).

4. Click Options . . . , type the Confidence level, and select not equal in the
Alternative box.

I N T E R P R E T

In Example 12.3, we saw that there was not sufficient evidence to infer that the population
variance is less than 1. Here we see that �2 is estimated to lie between .3336 and 1.5375.
Part of this interval is above 1, which tells us that the variance may be larger than 1, 
confirming the conclusion we reached in Example 12.3. We may be able to use the esti-
mate to predict the percentage of overfilled and underfilled bottles. This may allow us to
choose among competing machines.

Checking the Required Condition

Like the t-test and estimator of � introduced in Section 12.1, the chi-squared test and
estimator of �2 theoretically require that the sample population be normal. In practice,
however, the technique is valid so long as the population is not extremely nonnormal.
We can gauge the extent of nonnormality by drawing the histogram. Figure 12.5
depicts Excel’s version of this histogram. As you can see, the fills appear to be somewhat
asymmetric. However the variable does not appear to be very nonnormal. We conclude
that the normality requirement is not seriously violated.

0
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FIGURE 12.5 Histogram for Examples 12.3 and 12.4

Here is how we recognize when to use the techniques introduced in this section.

Factors That Identify the Chi-Squared Test and Estimator of �2

1. Problem objective: Describe a population
2. Data type: Interval
3. Type of descriptive measurement: Variability
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Developing an Understanding of Statistical Concepts

The following exercises are “what-if” analyses designed to deter-
mine what happens to the test statistics and interval estimates
when elements of the statistical inference change. These problems
can be solved manually or using the Do-It-Yourself Excel spread-
sheets you created.

12.56 a. A random sample of 100 observations was drawn
from a normal population. The sample variance
was calculated to be s2 � 220. Test with � � .05
to determine whether we can infer that the popu-
lation variance differs from 300.

b. Repeat part (a) changing the sample size to 50.
c. What is the effect of decreasing the sample size?

12.57 a. The sample variance of a random sample of 50
observations from a normal population was
found to be s2 � 80. Can we infer at the 1% sig-
nificance level that �2 is less than 100?

b. Repeat part (a) increasing the sample size to 100.
c. What is the effect of increasing the sample size?

12.58 a. Estimate �2 with 90% confidence given that 
n � 15 and s2 � 12.

b. Repeat part (a) with n � 30.
c. What is the effect of increasing the sample size?

Applications

12.59 Xr12-59 The weights of a random sample of cereal
boxes that are supposed to weigh 1 pound are listed
here. Estimate the variance of the entire population
of cereal box weights with 90% confidence.

1.05 1.03 .98 1.00 .99 .97 1.01 .96

12.60 Xr12-60 After many years of teaching, a statistics pro-
fessor computed the variance of the marks on her
final exam and found it to be �2 � 250. She recently

made changes to the way in which the final exam is
marked and wondered whether this would result in a
reduction in the variance. A random sample of this
year’s final exam marks are listed here. Can the pro-
fessor infer at the 10% significance level that the
variance has decreased?

57 92 99 73 62 64 75 70 88 60

12.61 Xr12-61 With gasoline prices increasing, drivers are
more concerned with their cars’ gasoline consump-
tion. For the past 5 years, a driver has tracked the gas
mileage of his car and found that the variance from
fill-up to fill-up was �2 � 23 mpg2. Now that his car
is 5 years old, he would like to know whether the
variability of gas mileage has changed. He recorded
the gas mileage from his last eight fill-ups; these are
listed here. Conduct a test at a 10% significance level
to infer whether the variability has changed.

28 25 29 25 32 36 27 24

12.62 Xr12-62 During annual checkups, physicians routinely
send their patients to medical laboratories to have
various tests performed. One such test determines
the cholesterol level in patients’ blood. However, not
all tests are conducted in the same way. To acquire
more information, a man was sent to 10 laboratories
and had his cholesterol level measured in each. The
results are listed here. Estimate with 95% confidence
the variance of these measurements.

188 193 186 184 190 195 187 190 192 196

The following exercises require the use of a computer and soft-
ware. The answers may be calculated manually. See Appendix A
for the sample statistics.
12.63 Xr12-63 One important factor in inventory control is

the variance of the daily demand for the product. 

E X E R C I S E S

D O - I T - Y O U R S E L F E X C E L

Construct Excel spreadsheets that perform the following techniques

12.54 �2-test of �2. Inputs: sample variance, 

sample size, and hypothesized variance.

Outputs: Test statistic, critical values, and

one- and two-tail p-values. Tools: CHIINV,

CHITEST.

12.55 �2-estimate of �2. Inputs: sample variance,

sample size, and confidence level. Outputs:

Upper and lower confidence limits. Tools:

CHIINV.
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A management scientist has developed the optimal
order quantity and reorder point, assuming that the
variance is equal to 250. Recently, the company has
experienced some inventory problems, which
induced the operations manager to doubt the
assumption. To examine the problem, the manager
took a sample of 25 days and recorded the demand.
a. Do these data provide sufficient evidence at the

5% significance level to infer that the manage-
ment scientist’s assumption about the variance is
wrong?

b. What is the required condition for the statistical
procedure in part (a)?

c. Does it appear that the required condition is not
satisfied?

12.64 Xr12-64 Some traffic experts believe that the major cause
of highway collisions is the differing speeds of cars. In
other words, when some cars are driven slowly while
others are driven at speeds well in excess of the speed
limit, cars tend to congregate in bunches, increasing
the probability of accidents. Thus, the greater the vari-
ation in speeds, the greater will be the number of colli-
sions that occur. Suppose that one expert believes that
when the variance exceeds 18 mph2, the number of
accidents will be unacceptably high. A random sample
of the speeds of 245 cars on a highway with one of the
highest accident rates in the country is taken. Can we
conclude at the 10% significance level that the variance
in speeds exceeds 18 mph2?

12.65 Xr12-65 The job placement service at a university
observed the not unexpected result of the variance
in marks and work experience of the university’s

graduates: Some graduates received numerous
offers, whereas others received far fewer. To learn
more about the problem, a survey of 90 recent
graduates was conducted wherein each was asked
how many job offers he or she received. Estimate
with 90% confidence the variance in the number
of job offers made to the university’s graduates.

12.66 Xr12-66 One problem facing the manager of mainte-
nance departments is when to change the bulbs in
streetlamps. If bulbs are changed only when they
burn out, it is quite costly to send crews out to change
only one bulb at a time. This method also requires
someone to report the problem and, in the meantime,
the light is off. If each bulb lasts approximately the
same amount of time, they can all be replaced period-
ically, producing significant cost savings in mainte-
nance. Suppose that a financial analysis of the lights at
the new Yankee Stadium has concluded that it will pay
to replace all of the lightbulbs at the same time if the
variance of the lives of the bulbs is less than 
200 hours2. The lengths of life of the last 100 bulbs
were recorded. What conclusion can be drawn from
these data? Use a 5% significance level.

12.67 Xr12-67 Home blood-pressure monitors have been on
the market for several years. This device allows people
with high blood pressure to measure their own and
determine whether additional medication is necessary.
Concern has been expressed about inaccurate read-
ings. To judge the severity of the problem, a laboratory
technician measured his own blood pressure 25 times
using the leading brand of monitors. Estimate the
population variance with 95% confidence.

12 .3 INFERENCE ABOUT A POPULATION PROPORTION

In this section, we continue to address the problem of describing a population. However,
we shift our attention to populations of nominal data, which means that the population
consists of nominal or categorical values. For example, in a brand-preference survey in
which the statistics practitioner asks consumers of a particular product which brand they
purchase, the values of the random variable are the brands. If there are five brands, the
values could be represented by their names, by letters (A, B, C, D, and E), or by numbers
(1, 2, 3, 4, and 5). When numbers are used, it should be understood that the numbers
only represent the name of the brand, are completely arbitrarily assigned, and cannot be
treated as real numbers—that is, we cannot calculate means and variances.

Parameter

Recall the discussion of types of data in Chapter 2. When the data are nominal, all that
we are permitted to do to describe the population or sample is count the number of
occurrences of each value. From the counts, we calculate proportions. Thus, the
parameter of interest in describing a population of nominal data is the population
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proportion p. In Section 7.4, this parameter was used to calculate probabilities based on
the binomial experiment. One of the characteristics of the binomial experiment is that
there are only two possible outcomes per trial. Most practical applications of inference
about p involve more than two outcomes. However, in many cases we’re interested in
only one outcome, which we label a “success.” All other outcomes are labeled as “fail-
ures.” For example, in brand-preference surveys we are interested in our company’s
brand. In political surveys, we wish to estimate or test the proportion of voters who will
vote for one particular candidate—likely the one who has paid for the survey.

Statistic and Sampling Distribution

The logical statistic used to estimate and test the population proportion is the sample
proportion defined as

where x is the number of successes in the sample and n is the sample size. In Section 9.2,
we presented the approximate sampling distribution of . (The actual distribution is based
on the binomial distribution, which does not lend itself to statistical inference.) The 
sampling distribution of is approximately normal with mean p and standard deviation

[provided that np and n(1 � p) are greater than 5]. We express this sampling
distribution as

Testing and Estimating a Proportion

As you have already seen, the formula that summarizes the sampling distribution also
represents the test statistic.

z =

PN - p

1p(1 - p)>n

1p(1 - p)>n
PN

PN

pN =

x
n

Test Statistic for p

which is approximately normal for np and n(1 � p) greater than 5.

z =

PN - p

1p(1 - p)>n

Using the same algebra employed in Sections 10.2 and 12.1, we attempt to derive
the confidence interval estimator of p from the sampling distribution. The result is

This formula, although technically correct, is useless. To understand why, examine the
standard error of the sampling distribution . To produce the interval esti-
mate, we must compute the standard error, which requires us to know the value of p, the
parameter we wish to estimate. This is the first of several statistical techniques where we
face the same problem: how to determine the value of the standard error. In this applica-
tion, the problem is easily and logically solved: Simply estimate the value of p with .

Thus, we estimate the standard error with .2pN(1 - pN)>n
pN

1p(1 - p)>n

pN ; z
a>21p(1 - p)>n
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Confidence Interval Estimator of p

which is valid provided that and are greater than 5.n(1 - pN)npN

pN ; z
a>22pN(1 - pN)>n

E X A M P L E 12 .5 Election Day Exit Poll

When an election for political office takes place, the television networks cancel regular pro-
gramming and instead provide election coverage. When the ballots are counted, the results
are reported. However, for important offices such as president or senator in large states, the
networks actively compete to see which will be the first to predict a winner. This is done
through exit polls,* wherein a random sample of voters who exit the polling booth is asked
for whom they voted. From the data, the sample proportion of voters supporting the candi-
dates is computed. A statistical technique is applied to determine whether there is enough
evidence to infer that the leading candidate will garner enough votes to win. Suppose that
in the exit poll from the state of Florida during the 2000 year elections, the pollsters
recorded only the votes of the two candidates who had any chance of winning, Democrat
Albert Gore (code � 1) and Republican George W. Bush (code � 2). The polls close at 
8:00 P.M. Can the networks conclude from these data that the Republican candidate will win
the state? Should the network announce at 8:01 P.M. that the Republican candidate will win?

S O L U T I O N

I D E N T I F Y

The problem objective is to describe the population of votes in the state. The data are
nominal because the values are “Democrat” (code � 1) and “Republican” (code � 2).
Thus the parameter to be tested is the proportion of votes in the entire state that are for
the Republican candidate. Because we want to determine whether the network can
declare the Republican to be the winner at 8:01 P.M., the alternative hypothesis is

which makes the null hypothesis

The test statistic is

z =

pN - p

2p(1 - p)>n

H0: p = .5

H1: p 7 .5

DATA

Xm12-05*

*Warren Mitofsky is generally credited for creating the election day exit poll in 1967 when he worked
for CBS News. Mitofsky claimed to have correctly predicted 2,500 elections and only six wrong. Exit
polls are considered so accurate that when the exit poll and the actual election result differ, some news-
paper and television reporters claim that the election result is wrong! In the 2004 presidential election,
exit polls showed John Kerry leading. However, when the ballots were counted, George Bush won the
state of Ohio. Conspiracy theorists now believe that the Ohio election was stolen by the Republicans
using the exit poll as their “proof.” However, Mitofsky’s own analysis found that the exit poll was
improperly conducted, resulting in many Republican voters refusing to participate in the poll. Blame
was placed on poorly trained interviewers (Source: Amstat News, December 2006).
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1
2
3
4
5
6
7
8
9

10
11

A B C D
z-Test: Proportion

Votes
Sample Proportion 0.532
Observations 765
Hypothesized Proportion 0.5
z Stat 1.7716
P(Z<=z) one-tail 0.0382
z Critical one-tail 1.6449
P(Z<=z) two-tail 0.0764
z Critical two-tail 1.9600

E X C E L

I N S T R U C T I O N S

1. Type or import the data into one column*. (Open Xm12-05.)

2. Click Add-Ins, Data Analysis Plus, and Z-Test: Proportion.

3. Specify the Input Range (A1:A766), type the Code for Success (2), the
Hypothesized Proportion (.5), and a value of � (.05).

424 C H A P T E R  1 2

C O M P U T E

M A N U A L L Y

It appears that this is a “standard” problem that requires a 5% significance level. Thus,
the rejection region is

From the file, we count the number of “successes,” which is the number of votes cast
for the Republican, and find x � 407. The sample size is 765. Hence, the sample
proportion is

The value of the test statistic is

Because the test statistic is (approximately) normally distributed, we can determine the
p-value. It is

There is enough evidence at the 5% significance level that the Republican candidate
has won.

p-value = P1z 7 1.772 = 1 - p1Z 6 1.772 = 1 - .9616 = .0384

z =

pN - p

2p(1 - p)>n =

.532 - .5

2.5(1 - .5)>765
= 1.77

pN =

x
n

=

407
765

= .532

z 7 z
a

= z.05 = 1.645

*If the column contains a blank (representing missing data) the row will have to be deleted. 
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I N T E R P R E T

The value of the test statistic is z � 1.77 and the one-tail p-value � .0382. Using a 5%
significance level, we reject the null hypothesis and conclude that there is enough evi-
dence to infer that George Bush won the presidential election in the state of Florida.

One of the key issues to consider here is the cost of Type I and Type II errors. 
A Type I error occurs if we conclude that the Republican will win when in fact he has
lost. Such an error would mean that a network would announce at 8:01 P.M. that the
Republican has won and then later in the evening would have to admit to a mistake. If a
particular network were the only one that made this error, it would cast doubt on their
integrity and possibly affect the number of viewers.

This is exactly what happened on the evening of the U.S. presidential elections in
November 2000. Shortly after the polls closed at 8:00 P.M., all the networks declared
that the Democratic candidate Albert Gore would win the state of Florida. A couple of
hours later, the networks admitted that a mistake had been made and that Republican
candidate George W. Bush had won. Several hours later, they again admitted a mistake
and finally declared the race too close to call. Fortunately for each network, all the net-
works made the same mistake. However, if one network had not done this, it would
have developed a better track record, which could have been used in future advertise-
ments for news shows and would likely draw more viewers.

M I N I T A B

Test and CI for One Proportion: Votes 

Test of p = 0.5 vs p > 0.5

Event = 2

                                                             95%
                                                          Lower
Variable      X       N     Sample p        Bound    Z-Value    P-Value
Votes      407    765    0.532026    0.502352        1.77       0.038

Using the normal approximation

As was the case with the test of a variance, Minitab calculates a one-sided confidence
interval estimate when we’re conducting a one-tail test.

I N S T R U C T I O N S

The data must represent successes and failures. The codes can be numbers or text. There
can be only two kinds of entries: one representing success and the other representing fail-
ure. If numbers are used, Minitab will interpret the larger one as a success.

1. Type or import the data into one column. (Open Xm12-05.)

2. Click Stat, Basic Statistics, and 1 Proportion . . . .

3. Use the Select button or type the name of the variable or its column in the Samples
in columns box (Votes) and check Perform hypothesis test and type the
Hypothesized proportion (.5).

4. Click Options . . . and specify the Alternative hypothesis (greater than). To use the
normal approximation of the binomial, click Use test and interval based on normal
approximation.
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Missing Data

In real statistical applications, we occasionally find that the data set is incomplete. In
some instances, the statistics practitioner may have failed to properly record some obser-
vations or some data may have been lost. In other cases, respondents may refuse to
answer. For example, in political surveys where the statistics practitioner asks voters for
whom they intend to vote in the next election, some people will answer that they haven’t
decided or that their vote is confidential and refuse to answer. In surveys where respon-
dents are asked to report their income, people often refuse to divulge this information.
This is a troublesome issue for statistics practitioners. We can’t force people to answer
our questions. However, if the number of nonresponses is high, the results of our analy-
sis may be invalid because the sample is no longer truly random. To understand why,
suppose that people who are in the top quarter of household incomes regularly refuse to
answer questions about their incomes. The resulting estimate of the population house-
hold income mean will be lower than the actual value.

The issue can be complicated. There are several ways to compensate for nonre-
sponses. The simplest method is eliminating them. To illustrate, suppose that in a
political survey respondents are asked for whom they intend to vote in a two-candidate
race. Surveyors record the results as 1 � Candidate A, 2 � Candidate B, 3 � “Don’t
know,” and 4 � “Refuse to say.” If we wish to infer something about the proportion of
decided voters who will vote for Candidate A, we can simply omit codes 3 and 4. If
we’re doing the work manually, we will count the number of voters who prefer
Candidate A and the number who prefer Candidate B. The sum of these two numbers
is the total sample size.

In the language of statistical software, nonresponses that we wish to eliminate are
collectively called missing data. Software packages deal with missing data in different
ways. Keller’s website Appendix Excel and Minitab Instructions for Missing Data and
Recoding Data describes how to address the problem of missing data in Excel and in
Minitab as well as how to recode data.

We have deleted the nonresponses in the General Social Surveys and the American
National Election Surveys. In Excel, the nonresponses appear as blanks; in Minitab,
they appear as asterisks.

Estimating the Total Number of Successes in a Large Finite
Population

As was the case with the inference about a mean, the techniques in this section assume
infinitely large populations. When the populations are small, it is necessary to include
the finite population correction factor. In our definition a population is small when it
is less than 20 times the sample size. When the population is large and finite, we can
estimate the total number of successes in the population.

To produce the confidence interval estimator of the total, we multiply the lower
and upper confidence limits of the interval estimator of the proportion of successes by
the population size. The confidence interval estimator of the total number of successes
in a large finite population is

We will use this estimator in the chapter-opening example and several of this section’s
exercises.

N apN ; z
a>2A

pN(1 - pN)
n

b
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Nielsen Ratings: Solution

I D E N T I F Y

The problem objective is to describe the population of television shows watched by viewers

across the country. The data are nominal. The combination of problem objective and data type

make the parameter to be estimated the proportion of the entire population that watched

Vancouver Olympic Games (code � 4). The confidence interval estimator of the proportion is

C O M P U T E

M A N U A L L Y

To solve manually, we count the number of 4s in the file. We find this value to be 1,319. Thus,

The confidence level is 1 � � � .95. It follows that � � .05, �/2 � .025, and z�/2 � z.025 � 1.96.

The 95% confidence interval estimate of p is

LCL = .2516 UCL = .2760

E X C E L

I N S T R U C T I O N S

1. Type or import the data into one column*. (Open Xm12-00.)

2. Click Add-Ins, Data Analysis Plus, and Z-Estimate: Proportion.

3. Specify the Input Range (A1:A5001), the Code for Success (4), and the value of � (.05).

M I N I T A B

Minitab requires that the data set contain only two values, the larger of which would be con-

sidered a success. In this example there are five values. If there are more than two codes or if

the code for success is smaller than that for failure, we must recode.

Test and CI for One Proportion: Show

1
2
3
4
5
6

A B
z-Estimate: Proportion

Show
Sample Proportion 0.2638
Observations 5000
LCL 0.2516
UCL 0.2760

pN ; z
a>2A

pN (1 - pN )

n
= .2638 ; 1.96

A

(.2638)(1 - .2638)

5,000
= .2638 ; .0122

pN =

x

n
=

1,319

5,000
= .2638

pN ; z
a>2 

A
pN(1 - pN)

n

©
 B

ra
nd

 X
 P
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tu

re
s/
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es

Event = 4

Variable      X N 95% CI Sample p

(0.251585, 0.276015)1319 5000 0.263800Programs

Using the normal approximation.

*If the column contains a blank (representing missing data) the row will have to be deleted. 
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Selecting the Sample Size to Estimate the Proportion

When we introduced the sample size selection method to estimate a mean in Section 10.3,
we pointed out that the sample size depends on the confidence level and the bound on the
error of estimation that the statistics practitioner is willing to tolerate. When the parame-
ter to be estimated is a proportion, the bound on the error of estimation is

Solving for n, we produce the required sample size as indicated in the box.

B = z
a>2A

pN(1 - pN)
n

I N S T R U C T I O N S

Recode data

1. Click Data, Code, and Numeric to Numeric . . . .

2. In the Code data from columns box, type or Select the data you wish to recode.

3. In the Store coded data in columns box, type the column where the recoded data are to be stored. (We named the

column “Recoded Programs.”)

4. Specify the Original values: you wish to recode and their New: values.

Estimate the proportion

1. Click Stat, Basic Statistics, and 1 Proportion . . . .

2. In the Samples in columns box, type or Select the data (Show).

3. Click Options . . . .

4. Specify the Confidence level: (.95), select Alternative: not equal, and Use test and interval based on normal 

distribution.

I N T E R P R E T

We estimate that between 25.16% and 27.60% of all households with televisions had tuned to Vancouver Winter

Olympics on Sunday, February 15, 2010 at 9:00 to 9:30. If we multiply these figures by the total number of television

households, 115 million, we produce an interval estimate of the number of televisions tuned to Vancouver Winter

Olympics. Thus,

LCL � .2516 � 115 million � 28.934 million

and

UCL � .2760 � 115 million � 31.740 million

Sponsoring companies can then determine the value of any commercials that appeared on the show.

Sample Size to Estimate a Proportion

n = £ z
a>22pN(1 - pN)

B
≥2

To illustrate the use of this formula, suppose that in a brand-preference survey we want
to estimate the proportion of consumers who prefer our company’s brand to within .03
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with 95% confidence. This means that the bound on the error of estimation is B � .03.
Because 1 � � � .95, � � .05, �/2 � .025, and z�/2 � z.025 � 1.96,

To solve for n, we need to know . Unfortunately, this value is unknown, because the
sample has not yet been taken. At this point, we can use either of two methods to solve
for n.

Method 1  If we have no knowledge of even the approximate value of , we let . 
We choose because the product equals its maximum value at .
(Figure 12.6 illustrates this point.) This, in turn, results in a conservative value of n; as a
result, the confidence interval will be no wider than the interval . If, when the
sample is drawn, does not equal .5, the confidence interval estimate will be better (that
is, narrower) than planned. Thus,

If it turns out that , the interval estimate is . If not, the interval estimate
will be narrower. For instance, if it turns out that , then the estimate is ,
which is better than we had planned.

pN ; .024pN = .2
pN ; .03pN = .5

n = ¢1.9621.521.52
.03

≤2
= 132.6722 = 1,068

pN
pN ; .03

pN = .5pN11 - pN2pN = .5
pN = .5pN

pN

n = ¢1.962pN(1 - pN)

.03
≤2

0 .1 .2 .3 .4 .5 .6 .7 .8 .9 1.0
p

.05

.10

.15

.20

.25

p(1 – p)

ˆ

ˆ ˆ

FIGURE 12.6 Plot of versus pN11 - pN2pN

Method 2  If we have some idea about the value of , we can use that quantity to
determine n. For example, if we believe that will turn out to be approximately .2, we
can solve for n as follows:

Notice that this produces a smaller value of n (thus reducing sampling costs) than does
method 1. If actually lies between .2 and .8, however, the estimate will not be as good
as we wanted, because the interval will be wider than desired.

Method 1 is often used to determine the sample size used in public opinion sur-
veys reported by newspapers, magazines, television, and radio. These polls usually

pN

n = ¢1.9621.221.82
.03

≤2
= 126.1322 = 683

pN
pN
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estimate proportions to within 3%, with 95% confidence. (The media often state the
confidence level as “19 times out of 20.”) If you’ve ever wondered why opinion polls
almost always estimate proportions to within 3%, consider the sample size required to
estimate a proportion to within 1%:

The sample size 9,604 is 9 times the sample size needed to estimate a proportion to
within 3%. Thus, to divide the width of the interval by 3 requires multiplying the sam-
ple size by 9. The cost would also increase considerably. For most applications, the
increase in accuracy (created by decreasing the width of the confidence interval esti-
mate) does not overcome the increased cost. Confidence interval estimates with 5% or
10% bounds (sample sizes 385 and 97, respectively) are generally considered too wide
to be useful. Thus, the 3% bound provides a reasonable compromise between cost and
accuracy.

Wilson Estimators (Optional)

When applying the confidence interval estimator of a proportion when success is a rel-
atively rare event, it is possible to find no successes, especially if the sample size is small.
To illustrate, suppose that a sample of 100 produced x � 0, which means that .
The 95% confidence interval estimator of the proportion of successes in the population
becomes

This implies that if we find no successes in the sample, then there is no chance of find-
ing a success in the population. Drawing such a conclusion from virtually any sample
size is unacceptable. The remedy may be a suggestion made by Edwin Wilson in 1927.
The Wilson estimate denoted (pronounced “p tilde”) is computed by adding 2 to the
number of successes in the sample and 4 to the sample size. Thus,

The standard error of is

s p'
=

B

p'(1 - p')

n + 4

p'

p' =

x + 2
n + 4

p'

pN ; z
a>2C

pN(1 - pN)

n
= 0 ; 1.96

C
0(1 - 0)

100
= 0 ; 0

pN = 0

n = ¢1.9621.521.52
.01

≤2
= 19822 = 9,604

Confidence Interval Estimator of p Using the Wilson Estimate

p' ; z
a>2B

p'(1 - p')

n + 4

Exercises 12.88 – 12.90 require the use of this technique.
We complete this section by reviewing the factors that tell us when to test and esti-

mate a population proportion.
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Factors That Identify the z-Test and Interval Estimator of p
1. Problem objective: Describe a population
2. Data type: Nominal

Developing an Understanding of Statistical Concepts

Exercises 12.70 to 12.73 are “what-if” analyses designed to
determine what happens to the test statistics and interval esti-
mates when elements of the statistical inference change. These
problems can be solved manually or using your Do-It-Yourself
Excel spreadsheets.

12.70 a. In a random sample of 500 observations, we
found the proportion of successes to be 48%.
Estimate with 95% confidence the population
proportion of successes.

b. Repeat part (a) with n � 200.
c. Repeat part (a) with n � 1000.
d. Describe the effect on the confidence interval

estimate of increasing the sample size.

12.71 a. The proportion of successes in a random sample
of 400 was calculated as 50%. Estimate the popu-
lation proportion with 95% confidence.

b. Repeat part a with .
c. Repeat part a with .
d. Discuss the effect on the width of the confi-

dence interval estimate of reducing the sample
proportion.

12.72 a. Calculate the p-value of the test of the following
hypotheses given that and n � 100:

b. Repeat part (a) with n � 200.

H1: p 7 .60
H0: p = .60

pN = .63

pN = 10%
pN = 33%

c. Repeat part (a) with n � 400.
d. Describe the effect on the p-value of increasing

the sample size.

12.73 a. A statistics practitioner wants to test the follow-
ing hypotheses:

A random sample of 100 produced .
Calculate the p-value of the test.

b. Repeat part (a) with .
c. Repeat part (a) with .
d. Describe the effect on the z-statistic and its 

p-value of decreasing the sample proportion.

12.74 Determine the sample size necessary to estimate a
population proportion to within .03 with 90% confi-
dence assuming you have no knowledge of the
approximate value of the sample proportion.

12.75 Suppose that you used the sample size calculated in
Exercise 12.74 and found .
a. Estimate the population proportion with 90%

confidence.
b. Is this the result you expected? Explain.

12.76 Suppose that you used the sample size calculated in
Exercise 12.74 and found .
a. Estimate the population proportion with 90%

confidence.

pN = .75

pN = .5

pN = .71
pN = .72

pN = .73

H1: p 7 .70
H0: p = .70

E X E R C I S E S

D O - I T - Y O U R S E L F E X C E L

Construct Excel spreadsheets that perform the following techniques

12.68 z-test of p. Inputs: sample proportion, 

sample size, and hypothesized proportion.

Outputs: Test statistic, critical values, and

one- and two-tail p-values. Tools: NORMINV,

NORMSDIST.

12.69 z-estimate of p. Inputs: sample proportion,

sample size, and confidence level. Outputs:

Upper and lower confidence limits. Tools:

NORMINV.
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b. Is this the result you expected? Explain.
c. If you were hired to conduct this analysis, would

the person who hired you be satisfied with the
interval estimate you produced? Explain.

12.77 Redo Exercise 12.74 assuming that you know that
the sample proportion will be no less than .75.

12.78 Suppose that you used the sample size calculated in
Exercise 12.77 and found .
a. Estimate the population proportion with 90%

confidence.
b. Is this the result you expected? Explain.

12.79 Suppose that you used the sample size calculated in
Exercise 12.77 and found .
a. Estimate the population proportion with 90%

confidence.
b. Is this the result you expected? Explain.
c. If you were hired to conduct this analysis, would

the person who hired you be satisfied with the
interval estimate you produced? Explain.

12.80 Suppose that you used the sample size calculated in
Exercise 12.77 and found .
a. Estimate the population proportion with 90%

confidence.
b. Is this the result you expected? Explain.
c. If you were hired to conduct this analysis, would

the person who hired you be satisfied with the
interval estimate you produced? Explain.

Applications

12.81 A statistics practitioner working for major league
baseball wants to supply radio and television com-
mentators with interesting statistics. He observed
several hundred games and counted the number of
times a runner on first base attempted to steal sec-
ond base. He found 373 such events, 259 of them
successful. Estimate with 95% confidence the pro-
portion of all attempted thefts of second base that
are successful.

12.82 In some states, the law requires drivers to turn on
their headlights when driving in the rain. A highway
patrol officer believes that less than one-quarter of
all drivers follow this rule. As a test, he randomly
samples 200 cars driving in the rain and counts the
number whose headlights are turned on. He finds
this number to be 41. Does the officer have enough
evidence at the 10% significance level to support his
belief?

12.83 A dean of a business school wanted to know whether
the graduates of her school used a statistical infer-
ence technique during their first year of employ-
ment after graduation. She surveyed 314 graduates
and asked about the use of statistical techniques.
After tallying the responses, she found that 204 used

pN = .5

pN = .92

pN = .75

statistical inference within one year of graduation.
Estimate with 90% confidence the proportion of all
business school graduates who use their statistical
education within a year of graduation.

12.84 Has the recent drop in airplane passengers resulted
in better on-time performance? Before the recent
economic downturn, one airline bragged that 92% of
its flights were on time. A random sample of 165
flights completed this year reveals that 153 were on
time. Can we conclude at the 5% significance level
that the airline’s on-time performance has improved?

12.85 What type of educational background do CEOs
have? In one survey, 344 CEOs of medium and large
companies were asked whether they had MBA
degrees. There were 97 MBAs. Estimate with 95%
confidence the proportion of all CEOs of medium
and large companies who have MBAs.

12.86 The GO transportation system of buses and com-
muter trains operates on the honor system. Train
travelers are expected to buy their tickets before
boarding the train. Only a small number of people
will be checked on the train to see whether they
bought a ticket. Suppose that a random sample of
400 train travelers was sampled and 68 of them had
failed to buy a ticket. Estimate with 95% confidence
the proportion of all train travelers who do not buy a
ticket.

12.87 Refer to Exercise 12.86. Assuming that there are 
1 million travelers per year and the fare is $3.00,
estimate with 95% confidence the amount of rev-
enue lost each year.

The following exercises require the use of the Wilson estimator.
12.88 In Chapter 6, we discussed how an understanding of

probability allows one to properly interpret the
results of medical screening tests. The use of Bayes’s
Law requires a set of prior probabilities based on
historical records. Suppose that a physician wanted
to estimate the probability that a woman under 
35 years of age would give birth to a Down syn-
drome baby. She randomly sampled 200 births and
discovered only one such case. Use the Wilson 
estimator to produce a 95% confidence interval esti-
mate of the proportion of women under 35 who will
have a Down syndrome baby.

12.89 Spam is of concern to anyone with an e-mail
address. Several companies offer protection by elim-
inating spam e-mails as soon as they hit an inbox. To
examine one such product, a manager randomly
sampled his daily e-mails for 50 days after installing
spam software. A total of 374 e-mails were received;
3 were spam. Use the Wilson estimator to estimate
with 90% confidence the proportion of spam 
e-mails that get through.
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12.90 A management professor was in the process of inves-
tigating the relationship between education and
managerial level achieved. The source of his data
was a survey of 385 CEOs of medium and large
companies. He discovered only one CEO who did
not have at least one university degree. Estimate
(using a Wilson estimator) with 99% confidence the
proportion of CEOs of medium and large compa-
nies with no university degrees.

Exercises 12.91–12.123 require the use of a computer and soft-
ware. Use a 5% significance level unless specified otherwise. The
answers to Exercises 12.91 to 12.102 may be calculated manu-
ally. See Appendix A for the sample statistics.
12.91 Xr12-91* There is a looming crisis in universities and

colleges across North America. In most places,
enrollments are increasing; this requires more
instructors. However, there are not enough PhDs to
fill the vacancies now. Moreover, among current
professors, a large proportion are nearing retire-
ment age. On top of these problems, some universi-
ties allow professors over age 60 to retire early. To
help devise a plan to deal with the crisis, a consultant
surveyed 521 55- to 64-year-old professors and
asked each one whether he or she intended to retire
before 65. The responses are 1 � No and 2 � Yes.
a. Estimate with 95% confidence the proportion of

professors who plan on early retirement.
b. Write a report for the university president

describing your statistical analysis.

12.92 Refer to Exercise 12.91. If the number of professors
between the ages of 55 and 64 is 75,000, estimate the
total number of such professors who plan to retire
early.

12.93 Xr12-93 According to the Internal Revenue Service,
in 2009 the top 5% of American income earners
earned more than $153,542, and the top 1% earned
more than $388,806. The top 1% pay slightly more
than 40% of all federal income taxes. To determine
whether Americans are aware of these figures,
Investor’s Business Daily randomly sampled American
adults and asked, “What share do you think the rich
(earning more than $388,806) pay in income 
taxes?” The categories are (1) 0–10%, (2) 10–20%, 
(3) 20–30%, (4) 30–40%, and (5) more than 40%.
The data are stored using the codes 1 to 5. Estimate
with 95% confidence the proportion of Americans
who knew that the rich pay more than 40% of all
federal income taxes.

12.94 Xr12-94 The results of an annual claimant satisfaction
survey of policyholders who have had a claim with
State Farm Insurance Company revealed a 90% sat-
isfaction rate for claim service. To check the accu-
racy of this claim, a random sample of State Farm
claimants was asked to rate their satisfaction with

the quality of the service (1 � satisfied, 2 � unsatis-
fied). Can we infer that the satisfaction rate is less
than 90%?

12.95 Xr12-95 An increasing number of people are giving gift
certificates as Christmas presents. To measure the
extent of this practice, a random sample of people was
asked (survey conducted December 26–29) whether
they had received a gift certificate for Christmas. The
responses are recorded as 1 � No and 2 � Yes.
Estimate with 95% confidence the proportion of peo-
ple who received a gift certificate for Christmas.

12.96 Xr12-96* An important decision faces Christmas hol-
iday celebrators: buy a real or artificial tree? A sam-
ple of 1,508 male and female respondents age 18
years and older was interviewed. Respondents were
asked whether they preferred a real (1) or artificial
(2) tree. If 6 million Canadian households buy
Christmas trees, estimate with 95% confidence the
total number of Canadian households that would
prefer artificial Christmas trees. (Source: Toronto
Star, November 29, 2006.)

12.97 Xr12-97* Because television audiences of newscasts tend
to be older (and because older people suffer from a
variety of medical ailments), pharmaceutical compa-
nies’ advertising often appears on national news in the
three networks (ABC, CBS, and NBC). The ads con-
cern prescription drugs such as those to treat heart-
burn. To determine how effective the ads are, a survey
was undertaken. Adults 50 and older who regularly
watch network newscasts were asked whether they had
contacted their physicians to ask about one of the pre-
scription drugs advertised during the newscast. The
responses (1 � No and 2 � Yes) were recorded.
a. Estimate with 95% confidence the fraction of

adults 50 and older who have contacted their
physician to inquire about a prescription drug.

b. Prepare a presentation to the executives of a
pharmaceutical company that discusses your
analysis.

12.98 Xr12-98 A professor of business statistics recently
adopted a new textbook. At the completion of the
course, 100 randomly selected students were asked
to assess the book. The responses are as follows.

Excellent (1), Good (2), Adequate (3), Poor (4)

The results are stored using the codes in parenthe-
ses. Do the data allow us to conclude at the 10% sig-
nificance level that more than 50% of all business
students would rate the book as excellent?

12.99 Refer to Exercise 12.98. Do the data allow us to con-
clude at the 10% significance level that more than
90% of all business students would rate it as at least
adequate?
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12.100 Xm12-00* Refer to the chapter-opening example.
Estimate with 95% confidence the number of tele-
vision households that were tuned to the Extreme
Makeover: Home Edition.

12.101 Xr12-101 According to the American Contract Bridge
League (ACBL), bridge hands that contain two four-
card suits, one three-card suit and one two-card suit
(4-4-3-2) occur with 21.55% probability. Suppose
that a bridge-playing statistics professor with much
too much time on his hands tracked the number of
hands over a one-year period and recorded the fol-
lowing hands with 4-4-3-2 distribution (code 2) and
some other distribution (code 1). All hands were
shuffled and dealt by the players at a bridge club.
Test to determine whether the proportion of 4-4-3-2
hands differ from the theoretical probability. If the
answer is yes, propose a reason to explain the result.

12.102 Xr12-102 Chlorofluorocarbons (CFCs) are used in air
conditioners. However, CFCs damage the ozone
layer, which protects us from the sun’s harmful rays.
As a result, many jurisdictions have banned the pro-
duction and use of CFCs. The latest jurisdiction to
do so is the province of Ontario, which has banned
the use of CFCs in car and truck air conditioners.
However, it is not known how many vehicles will be
affected by the new legislation. A survey of 650 vehi-
cles was undertaken. Each vehicle was identified as
either using CFCs (2) or not (1).
a. If 5 million vehicles are registered in Ontario,

estimate with 95% confidence the number of
vehicles affected by the new law.

b. Write a report for the premier of the province
describing what you have learned about the
problem.

Warning for Excel users: There are blanks representing miss-
ing data that must be removed.
Note: In 2008, there were 230,151,000 American adults 
(18 years of age and older). (Source: Statistical Abstract of the
United States, 2009, Table 7.)

12.103 GSS2008* What is the highest degree you completed
(DEGREE)?

0 � Left high school, 1 � High school, 2 � Junior college,

3 � Bachelor’s degree, 4 � Graduate degree

Estimate with 95% confidence the number of
American adults who did not finish high school.

12.104 GSS2008* “Last week were you working full-time, part-
time, going to school, keeping house, or what”
(WRKSTAT)? The responses were 1 � Working full-
time, 2 � Working part-time, 3 � Temporarily not
working, 4 � Unemployed, laid off, 5 � Retired, 
6 � School, 7 � Keeping house, 8 � Other.
a. Estimate with 90% confidence the number of

American adults who were working full-time.
b. Estimate with 95% confidence the number 

of American adults who were unemployed or 
laid off.

12.105 GSS2008* Are you self-employed or do you work for
someone else (WRKSLF)? 1 � Self employed, 2 �
Someone else. Can we infer that more than 10% of
Americans are self-employed?

12.106 GSS2008* Are you employed by the federal, state, or
local government or by a private employer (WRK-
GOVT)? 1 � Government, 2 � Private. Estimate
with 90% confidence the number of Americans
who work for the government.

Political Questions

PARTYID: Generally speaking, do you think of yourself as a
Republican, Democrat, Independent, or what? 0 � Strong
Democrat, 1 � Not strong Democrat, 2 � Independent
near Democrat, 3 � Independent, 4 � Independent near
Republican, 5 � Not strong Republican, 6 � Strong
Republican, 7 � Other party.

For the following questions, 0 and 1 represent respondents who
identify themselves as Democrats; 2, 3, and 4 represent indepen-
dents; and 5 and 6 represent Republicans.
12.107 GSS2008* Is there sufficient evidence to infer that in

2008 more Americans saw themselves as Demo-
crats than Republicans?

12.108 GSS2006* Do the data allow us to conclude that in
2006 more Americans identified themselves as
Democrats than Republicans?

12.109 GSS2004* Is there enough statistical evidence to con-
clude that in 2004 there were more Democrats than
Republicans?

12.110 GSS2002* Is there sufficient evidence to infer that in
2002 more Americans saw themselves as Demo-
crats rather than as Republicans?

POLVIEW: I’m going to show you a seven-point scale on
which the political views that people might hold are arranged
from extremely liberal to extremely conservative. Where
would you place yourself on this scale? 1 � Extremely liberal,
2 � Liberal, 3 � Slightly Liberal, 4 � Moderate, 5 �
Slightly conservative, 6 � Conservative, 7 � Extremely 
conservative.

G E N E R A L S O C I A L S U RV E Y E X E R C I S E S
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For the following questions, responses 1, 2, and 3 represent
respondents who identify themselves as liberal, and 5, 6, and 7
represent conservatives.
12.111 GSS2008* Do the data provide enough statistical evi-

dence to conclude that in 2008 more Americans
identified themselves as conservatives?

12.112 GSS2006* Do the data provide enough statistical evi-
dence to conclude that in 2006 more Americans
identified themselves as conservatives?

12.113 GSS2004* Do the data provide enough statistical evi-
dence to conclude that in 2004 more Americans
identified themselves as conservatives?

12.114 GSS2002* Do the data provide enough statistical evi-
dence to conclude that in 2002 more Americans
identified themselves as conservatives?

12.115 Write a brief report on what you discovered in
Exercises 12.103 to 12.114.

Warning for Excel users: There are blanks representing miss-
ing data that must be removed.

Note: In 2008, there were 230,151,000 American adults 
(18 years of age and older). (Source: Statistical Abstract of the
United States, 2009, Table 7.)

12.116 ANES2008* PARTY: Do you think of yourself as a
Democrat, a Republican, an Independent, or what?
1 � Democrat, 2 � Republican, 3 � Independent,
4 � Other party, 5 � No preference

Is there sufficient evidence to infer that in 2008
more Americans saw themselves as Democrats than
as Republicans?

12.117 ANES2004* Repeat Exercise 12.116 for 2004.

Liberal–conservative self-placement (LIBCON: 
1 � Extremely liberal; 2 � Liberal; 3 � Slightly liberal; 
4 � Moderate, middle of the road; 5 � Slightly conserva-
tive; 6 � Conservative; 7 � Extremely conservative. For
the following questions, responses 1, 2, and 3 represent
respondents who identify themselves as liberal, and 5, 6,
and 7 represent conservatives.

12.118 ANES2008* Can we infer that in 2008 more
Americans perceived themselves as conservative
than as liberal?

12.119 ANES2004* Repeat Exercise 12.118 for 2004.

12.120 ANES2008* Do you currently have any kind of health
insurance (HEALTH)? 1 � Yes, 5 � No.

Estimate with 95% confidence the number of
American adults who do not have health insurance.

12.121 ANES2008* How often do you vote (OFTEN)? 1 �
Always, 2 � Nearly always, 3 � Part of the time, 
4 � Seldom. Can we infer from the data that fewer
than 50% of American adults always vote?

12.122 ANES2004* In the 2004 presidential election, George
W. Bush received 51% of the vote. The American
National Election Survey asked some of those sur-
veyed before the election for whom they voted
(WHOVOTED). 1 � John Kerry, 3 � George 
W. Bush, 5 � Ralph Nader, 7 � other. Can we infer
that the survey results differ from the actual vote
for George W. Bush? If so, suggest possible 
reasons.

12.123 ANES2008* In the 2008 presidential election, Barack
Obama received 53% of the vote. The American
National Election Survey asked some of those sur-
veyed before the election for whom they voted
(WHOVOTE). 1 � Barack Obama, 3 � John
McCain, 7 � other. Can we infer that the survey
results differ from the actual vote for Barack
Obama? If so, suggest possible reasons.

A M E R I C A N NAT I O N A L E L E C T I O N S U RV E Y E X E R C I S E S

12 .4 (OPTIONAL) APPLICATIONS IN MARKETING: MARKET

SEGMENTATION

Mass marketing refers to the mass production and marketing by a company of a single
product for the entire market. Mass marketing is especially effective for commodity
goods such as gasoline, which are very difficult to differentiate from the competition,
except through price and convenience of availability. Generally speaking, however, mass
marketing has given way to target marketing, which focuses on satisfying the demands of
a particular segment of the entire market. For example, the Coca-Cola Company has
moved from the mass marketing of a single beverage to the production of several differ-
ent beverages. Among the cola products are Coca-Cola Classic, Diet Coke, and
Caffeine-Free Diet Coke. Each product is aimed at a different market segment.
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Because there is no single way to segment a market, managers must consider sev-
eral different variables (or characteristics) that could be used to identify segments.
Surveys of customers are used to gather data about various aspects of the market, and
statistical techniques are applied to define the segments. Market segmentation separates
consumers of a product into different groups in such a way that members of each group
are similar to each other, and there are differences between groups. Market segmenta-
tion grew out of the realization that a single product can seldom satisfy the needs and
wants of all consumers. Managers must then formulate a strategy to target these prof-
itable segments, using the four elements of the marketing mix: product, pricing, pro-
motion, and placement.

There are many ways to segment a market. Table 12.1 lists several different seg-
mentation variables and their market segments. For example, car manufacturers can use
education levels to segment the market. It is likely that high school graduates would be
quite similar to others in this group and that members of this group would differ from
university graduates. We would expect those differences to include the types and brands
of cars each group would choose to buy. However, it is likely that income level would
differentiate more clearly between segments. Statistical techniques can be used to help
determine the best way to segment the market. These statistical techniques are more
advanced than this textbook. Consequently, we will focus our attention on other statis-
tical applications.

It is important for marketing managers to know the size of the segment because the
size (among other parameters) determines its profitability. Not all segments are worth
pursuing. In some instances, the size of the segment is too small or the costs of satisfying
it may be too high. The size can be determined in several ways. The census provides use-
ful information. For example, we can determine the number of Americans in various age
categories or the size of geographic residences. For other segments, we may need to sur-
vey members of a general population and use the inferential techniques introduced in the
previous section, where we showed how to estimate the total number of successes.

SEGMENTATION VARIABLE SEGMENTS

Geographic

Countries Brazil, Canada, China, France, United States

Country regions Midwest, Northeast, Southwest, Southeast

Demographic

Age Under 5, 5–12, 13–19, 20–29, 30–50, older than 50

Education Some high school, high school graduate, some 

college, college or university graduate

Income Under $20,000, $20,000–29,999, $30,000–49,999, 

more than $50,000

Marital status Single, married, divorced, widowed

Social

Religion Catholic, Protestant, Jewish, Muslim, Buddhist

Class Upper class, middle class, working class, lower class

Behavior

Media usage TV, Internet, newspaper, magazine

Payment method Cash, check, Visa, Mastercard

TABLE 12.1 Market Segmentation
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In Section 12.3, we showed how to estimate the total number of successes in a large
finite population. The confidence interval estimator is

The following example demonstrates the use of this estimator in market segmentation.

N£pN ;  z
a>2C

pN(1 - pN)
n

≥

E X A M P L E 12 .6 Segmenting the Breakfast Cereal Market

In segmenting the breakfast cereal market, a food manufacturer uses health and diet
consciousness as the segmentation variable. Four segments are developed:

1. Concerned about eating healthy foods

2. Concerned primarily about weight

3. Concerned about health because of illness

4. Unconcerned

To distinguish between groups, surveys are conducted. On the basis of a question-
naire, people are categorized as belonging to one of these groups. A recent survey asked
a random sample of 1,250 American adults (20 and older) to complete the question-
naire. The categories were recorded using the codes. The most recent census reveals
that 194,506,000 Americans are 20 and older. Estimate with 95% confidence the num-
ber of American adults who are concerned about eating healthy foods.

S O L U T I O N

I D E N T I F Y

The problem objective is to describe the population of American adults. The data are
nominal. Consequently, the parameter we wish to estimate is the proportion p of
American adults who classify themselves as concerned about eating healthy. The confi-
dence interval estimator we need to employ is

from which we will produce the estimate of the size of the market segment.

C O M P U T E

M A N U A L L Y

To solve manually, we count the number of 1s in the file. We find this value to be 269.
Thus,

pN =

x
n

=

269
1,250

= .2152

pN ;  z
a>2C

pN(1 - pN)
n

DATA

Xm12-06*
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The confidence level is 1 � � � .95. It follows that � � .05, �/2 � .025, and 
z�/2 � z.025 � 1.96. The 95% confidence interval estimate of p is

LCL = .1924   UCL = .2380

pN ; z
a>2C

pN(1 - pN)
n

= .2152 ; 1.96
C

(.2152)(1 - .2152)
1,250

= .2152 ; .0228

1
2
3
4
5
6

A B
z-Estimate: Proportion

Group
Sample Proportion 0.2152
Observations 1250
LCL 0.1924
UCL 0.2380

E X C E L

M I N I T A B

Test and CI for One Proportion:

Sample        X          N       Sample p                95% CI
1              269     1250      0.215200      (0.192418, 0.237982)

Using the normal approximation.

I N T E R P R E T

We estimate that the proportion of American adults who are in group 1 lies between
.1924 and .2380. Because there are 194,506,000 adults in the population, we estimate
that the number of adults who belong to group 1 falls between

and

We will return to the subject of market segmentation in other chapters where we
demonstrate how statistics can be used to determine whether differences actually exist
between segments.

UCL = N BpN + z
a>2C

pN(1 - pN)
n

R = 194,506,000(.2380) = 46,292,428

LCL = N BpN - z
a>2C

pN(1 - pN)
n

R = 194,506,000 (.1924) = 37,422,954
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The following exercises may be solved manually. See Appendix A
for the sample statistics.

12.124 Xr12-124 A new credit card company is investigating
various market segments to determine whether it is
profitable to direct its advertising specifically at
each one. One market segment is composed of
Hispanic people. The latest census indicates that
there are 30,085,000 Hispanic adults (18 and older)
in the United States (Source: Statistical Abstract of the
United States, 2009, Table 8). A survey of 475
Hispanics asked each one how he or she usually
pays for product purchases. The responses are

1. Cash
2. Check
3. Visa
4. MasterCard
5. Other credit card

Estimate with 95% confidence the number of
Hispanics in the United States who usually pay by
credit card.

12.125 Xr12-125* A California university is investigating expa-
nding its evening programs. It wants to target people
between 25 and 55 years old who have completed
high school but did not complete college or univer-
sity. To help determine the extent and type of offer-
ings, the university needs to know the size of its target
market. A survey of 320 California adults was drawn,
and each person was asked to identify his or her high-
est educational attainment. The responses are

1. Did not complete high school
2. Completed high school only
3. Some college or university
4. College or university graduate

The Statistical Abstract of the United States, 2009
(Table 16) indicates that 25,179,000 Californians
are between ages 25 and 55. Estimate with 95%
confidence the number of Californians between 
25 and 55 years of age who are in the market seg-
ment the university wishes to target.

12.126 Xr12-126* The JC Penney department store chain
segments the market for women’s apparel by its
identification of values. The three segments are

1. Conservative
2. Traditional
3. Contemporary

Questionnaires about personal and family values are
used to identify which segment a woman falls into.
Suppose that the questionnaire was sent to a random
sample of 1,836 women. Each woman was classified
using the codes 1, 2, and 3. The latest census reveals
that there are 116,878,000 adult women in the

United States (Statistical Abstract of the United States,
2009, Table 7). Use a 95% confidence level.
a. Estimate the proportion of adult American

women who are classified as traditional.
b. Estimate the size of the traditional market segment.

12.127 Xr12-127 Most life-insurance companies are leery
about offering policies to people 64 and older.
When they do, the premiums must be high
enough to overcome the predicted length of life.
The president of one life-insurance company was
thinking about offering special discounts to
Americans 64 and older who held full-time jobs.
The plan was based on the belief that full-time
workers of this age group are likely to be in good
health and would likely live well into their 80s. To
help decide what to do, he organized a survey of a
random sample of the 38 million American adults
age 64 and older (Statistical Abstract of the United
States, 2009, Table 18). He asked a random sample
of 325 of these Americans whether they currently
hold a full-time job (1 � No, 2 � Yes).
a. Estimate with 95% confidence the size of this

market segment.
b. Write a report to the executives of an insurance

company detailing your statistical analysis.

12.128 Xr12-128 An advertising company was awarded the
contract to design advertising for Rolls Royce auto-
mobiles. An executive in the firm decided to pitch
the product not only to the affluent in the United
States but also to those who think they are in the top
1% of income earners in the country. A survey was
undertaken that, among other questions, asked
respondents 25 and older where their annual income
ranked. The following responses were given.

1 � Top 1%
2 � Top 5% but not top 1%
3 � Top 10% but not top 5%
4 � Top 25% but not top 10%
5 � Bottom 75%

Estimate with 90% confidence the number of
Americans 25 and older who believe they are in the
top 1% of income earners. The number of
Americans 25 and older is 231 million (Statistical
Abstract of the United States, 2009, Table 18).

12.129 Xr12-129 Suppose the survey in the previous exercise
also asked those who were not in the top 1%
whether they believed that within 5 years they
would be in the top 1% (1 � will not be in top 1%
within 5 years, 2 � will be in top 1% within 
5 years). Estimate with 95% confidence the num-
ber of Americans who believe that they will be in
the top 1% of income earners within 5 years.

E X E R C I S E S
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C H A P T E R S U M M A R Y

The inferential methods presented in this chapter address
the problem of describing a single population. When the
data are interval, the parameters of interest are the popula-
tion mean � and the population variance �2. The Student t
distribution is used to test and estimate the mean when the
population standard deviation is unknown. The chi-squared
distribution is used to make inferences about a population
variance. When the data are nominal, the parameter to be

tested and estimated is the population proportion p. The
sample proportion follows an approximate normal distribu-
tion, which produces the test statistic and the interval esti-
mator. We also discussed how to determine the sample size
required to estimate a population proportion. We intro-
duced market segmentation and described how statistical
techniques presented in this chapter can be used to estimate
the size of a segment.

I M P O R T A N T  T E R M S

t-statistic 400
Student t distribution 400

Robust 406
Chi-squared statistic 414

S Y M B O L S

Symbol Pronounced Represents

� nu Degrees of freedom
�2 chi squared Chi-squared statistic

p hat Sample proportion
p tilde Wilson estimatorp'

pN

F O R M U L A S

Test statistic for �

Confidence interval estimator of �

Test statistic for �2

Confidence interval estimator of �2

Test statistic for p

Confidence interval estimator of p

pN ; z
a>22pN11 - pN2>n

z =

pN - p

2p11 - p2>n

UCL =

1n - 12s2
x2

1-a>2

LCL =

1n - 12s2
x2
a>2

x2
=

1n - 12s2
s2

x ; t
a>2

s

2n

t =

x - m

s>2n

Sample size to estimate p

Wilson estimator

Confidence interval estimator of p using the Wilson
estimator

Confidence interval estimator of the total of a large
finite population

Confidence interval estimator of the total number of
successes in a large finite population

N BpN ; z
a>2C

pN(1 - pN

n
R

N cx ; t
a>2

s

2n
d

p' ; z
a>22 p'(1 - pN)>(n + 4)

p' =

x + 2
n + 4

n = £ z
a>22pN11 - pN2

B
≥2
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C O M P U T E R  O U T P U T  A N D  I N S T R U C T I O N S

Technique Excel Minitab

t-test of � 402 403
t-estimator of � 405 405
Chi-squared test of �2 416 417
Chi-squared estimator of �2 418 418
z-test of p 424 425
z-estimator of p 438 438

C H A P T E R E X E R C I S E S

The following exercises require the use of a computer and soft-
ware. Use a 5% significance level unless specified otherwise.

12.130 Xr12-130 One issue that came up in a recent munici-
pal election was the high cost of housing. A candi-
date seeking to unseat an incumbent claimed that
the average family spends more than 30% of its
annual income on housing. A housing expert was
asked to investigate the claim. A random sample of
125 households was drawn, and each household was
asked to report the percentage of household
income spent on housing costs.
a. Is there enough evidence to infer that the candi-

date is correct?

b. Using a confidence level of 95%, estimate the
mean percentage of household income spent on
housing by all households.

c. What is the required condition for the tech-
niques used in parts (a) and (b)? Use a graphical
technique to check whether it is satisfied.

12.131 Xr12-131 The “just-in-time” policy of inventory
control (developed by the Japanese) is growing in
popularity. For example, General Motors recently
spent $2 billion on its Oshawa, Ontario, plant so
that it will be less than 1 hour from most suppliers.
Suppose that an automobile parts supplier claims to
deliver parts to any manufacturer in an average

We present the flowchart in Figure 12.7 as part of our
ongoing effort to help you identify the appropriate statisti-
cal technique. This flowchart shows the techniques intro-
duced in this chapter only. As we add new techniques in the

upcoming chapters, we will expand this flowchart until it
contains all the statistical inference techniques covered in
this book. Use the flowchart to select the correct method
in the chapter exercises that follow.

Interval

Data type?

Central location Variability

Type of descriptive
measurement?

Describe a population

Problem objective?

Nominal

t-test and
estimator of m

z-test and
estimator of p

x2-test and
estimator of s 2

FIGURE 12.7 Flowchart of Techniques: Chapter 12
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time of less than 1 hour. In an effort to test the
claim, a manufacturer recorded the times (in min-
utes) of 24 deliveries from this supplier. Can we
conclude that the supplier’s assertion is correct?

12.132 Xr12-132 Robots are being used with increasing fre-
quency on production lines to perform monoto-
nous tasks. To determine whether a robot welder
should replace human welders in producing auto-
mobiles, an experiment was performed. The time
for the robot to complete a series of welds was
found to be 38 seconds. A random sample of 
20 workers was taken, and the time for each worker
to complete the welds was measured. The mean
was calculated to be 38 seconds, the same as the
robot’s time. However, the robot’s time did not
vary, whereas there was variation among the work-
ers’ times. An analysis of the production line
revealed that if the variance exceeds 17 seconds2,
there will be problems. Perform an analysis of the
data, and determine whether problems using
human welders are likely.

12.133 Xr12-133 Opinion Research International surveyed
people whose household incomes exceed $50,000
and asked them for their top money-related New
Year’s resolutions. The responses are
1. Get out of credit card debt
2. Retire before age 65
3. Die broke
4. Make do with current finances
5. Look for higher paying job
Estimate with 90% confidence the proportion of
people whose household incomes exceed $50,000
whose top money-related resolution is to get out of
credit card debt.

12.134 Xr12-134 Suppose that in a large state university
(with numerous campuses) the marks in an intro-
ductory statistics course are normally distributed
with a mean of 68%. To determine the effect of
requiring students to pass a calculus test (which is
not currently a prerequisite), a random sample of 
50 students who have taken calculus is given a statis-
tics course. The marks out of 100 were recorded.
a. Estimate with 95% confidence the mean statistics

mark for all students who have taken calculus.
b. Do these data provide evidence to infer that stu-

dents with a calculus background would perform
better in statistics than students with no calculus?

12.135 Xr12-135 Duplicate bridge is a game in which players
compete for master points. When a player receives
300 master points (some of which must be silver,
red, and gold), he or she becomes a life master.
Because that title comes with a certificate that some
people have framed the American Contract Bridge
League  is interested in knowing the status of 

nonlife masters. Suppose that a random sample of
80 nonlife masters was asked how many master
points they have. The ACBL would like an estimate
of the mean number of master points held by all
nonlife masters. A confidence level of 90% is con-
sidered adequate in this case.

12.136 Xr12-136 A national health-care system was an issue in
the 2008 presidential election campaign and is likely
to be a subject of debate for many years. 
The issue arose because of the large number of
Americans who have no health insurance. Under the
current system, free health care is available to poor
people, whereas relatively well-off Americans buy
their own health insurance. Those who are consid-
ered working poor and who are in the lower-middle-
class economic stratum appear to be most unlikely to
have adequate medical insurance. To investigate this
problem, a statistician surveyed 250 families whose
gross incomes last year were between $10,000 and
$25,000. Family heads were asked whether they have
medical insurance coverage (2 � Has medical insur-
ance, 1 � Doesn’t have medical insurance). The sta-
tistics practitioner wanted an estimate of the fraction
of all families whose incomes are in the range of
$10,000 to $25,000 who have medical insurance.
Perform the necessary calculations to produce an
interval estimate with 90% confidence.

12.137 Xr12-137 The routes of postal deliverers are care-
fully planned so that each deliverer works between
7 and 7.5 hours per shift. The planned routes
assume an average walking speed of 2 miles per
hour and no shortcuts across lawns. In an experi-
ment to examine the amount of time deliverers
actually spend completing their shifts, a random
sample of 75 postal deliverers was secretly timed.
a. Estimate with 99% confidence the mean shift

time for all postal deliverers.
b. Check to determine whether the required con-

dition for this statistical inference is satisfied.
c. Is there enough evidence at the 10% signifi-

cance level to conclude that postal workers are
on average spending less than 7 hours per day
doing their jobs?

12.138 Xr12-138 As you can easily appreciate, the number of
Internet users is rapidly increasing. A recent survey
reveals that there are about 50 million Internet users
in North America. Suppose that a survey of 200 of
these people asked them to report the number of
hours they spent on the Internet last week. Estimate
with 95% confidence the annual total amount of
time spent by all North Americans on the Internet.

12.139 Xr12-139 The manager of a branch of a major bank
wants to improve service. She is thinking about giv-
ing $1 to any customer who waits in line for a
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period of time that is considered excessive. (The
bank ultimately decided that more than 8 minutes
is excessive.) However, to get a better idea about
the level of current service, she undertakes a survey
of customers. A student is hired to measure the
time spent waiting in line by a random sample of 
50 customers. Using a stopwatch, the student
determined the amount of time between the time
the customer joined the line and the time he or she
reached the teller. The times were recorded.
Construct a 90% confidence interval estimate of
the mean waiting time for the bank’s customers.

12.140 Xr12-140 In an examination of consumer loyalty in
the travel business, 72 first-time visitors to a tourist
attraction were asked whether they planned to
return. The responses were recorded where 2 � Yes
and 1 � No. Estimate with 95% confidence the
proportion of all first-time visitors who planned to
return to the same destination.

12.141 Xr12-141 Engineers who are in charge of the pro-
duction of springs used to make car seats are con-
cerned about the variability in the length of the
springs. The springs are designed to be 500 mm
long. When the springs are too long, they will
loosen and fall out. When they are too short, they
will not fit into the frames. The springs that are too
long and too short must be reworked at consider-
able additional cost. The engineers have calculated
that a standard deviation of 2 mm will result in an
acceptable number of springs that must be
reworked. A random sample of 100 springs was
measured. Can we infer at the 5% significance level
that the number of springs requiring reworking is
unacceptably large?

12.142 Xr12-142 Refer to Exercise 12.141. Suppose the engi-
neers recoded the data so that springs of the correct
length were recorded as 1, springs that were too
long were recorded as 2, and springs that were too
short were recorded as 3. Can we infer at the 10%
significance level that less than 90% of the springs
are the correct length?

12.143 Xr12-143 An advertisement for a major home appli-
ance manufacturer claims that its repair personnel
are the loneliest in the world because its appliances
require the smallest number of service calls. To
examine this claim, a researcher drew a random
sample of 100 owners of 5-year-old washing
machines. The number of service calls made in the
5-year period were recorded. Find the 90% confi-
dence interval estimate of the mean number of ser-
vice calls for all 5-year-old washing machines.

12.144 Xr12-144 An oil company sends out monthly state-
ments to its customers who purchased gasoline and
other items using the company’s credit card. Until

now, the company has not included a preaddressed
envelope for returning payments. The average and
the standard deviation of the number of days before
payment is received are 9.8 and 3.2, respectively. 
As an experiment to determine whether enclo-
sing preaddressed envelopes speeds up payment, 
150 customers selected at random were sent pread-
dressed envelopes with their bills. The numbers of
days to payment were recorded.
a. Do the data provide sufficient evidence at the

10% level of significance to establish that enclo-
sure of preaddressed envelopes improves the
average speed of payments?

b. Can we conclude at the 10% significance level
that the variability in payment speeds decreases
when a preaddressed envelope is sent?

12.145 A rock promoter is in the process of deciding
whether to book a new band for a rock concert. He
knows that this band appeals almost exclusively to
teenagers. According to the latest census, there are
400,000 teenagers in the area. The promoter
decides to do a survey to try to estimate the propor-
tion of teenagers who will attend the concert. How
large a sample should be taken in order to estimate
the proportion to within .02 with 99% confidence?

12.146 Xr12-146 In Exercise 12.145, suppose that the pro-
moter decided to draw a sample size of 600
(because of financial considerations). Each teenager
was asked whether he or she would attend the con-
cert (2 � Yes, I will attend; 1 � No, I will not
attend). Estimate with 95% confidence the number
of teenagers who will attend the concert.

12.147 Xr12-147 The owner of a downtown parking lot sus-
pects that the person he hired to run the lot is steal-
ing some money. The receipts as provided by the
employee indicate that the average number of cars
parked in the lot is 125 per day and that, on aver-
age, each car is parked for 3.5 hours. To determine
whether the employee is stealing, the owner
watches the lot for 5 days. On those days, the num-
bers of cars parked are as follows:

120 130 124 127 128

The time spent on the lot for the 629 cars that the
owner observed during the 5 days was recorded. Can
the owner conclude at the 1% level of significance
that the employee is stealing? (Hint: Because there
are two ways to steal, two tests should be performed.)

12.148 Xr12-148 Jim Cramer hosts CNBC’s Mad Money
program. Mr. Cramer regularly makes suggestions
about which stocks to buy and sell. How well has
Mr. Cramer’s picks performed over the years 2005
to 2007? To answer the question, a random sample
of Mr. Cramer’s picks was selected. The name of

CH012.qxd  11/22/10  8:15 PM  Page 443

    Copyright 2011 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s). 
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage Learning reserves the right to remove additional content at any time if subsequent rights restrictions require it.



444 C H A P T E R  1 2

the stock, the buy price of the stock, the current or
sold price, and the percent return were recorded.
(Source: YourMoneyWatch.com.)
a. Estimate with 95% confidence the mean return

for all of Mr. Cramer’s selections.
b. Over the two-year period, the Standard and

Poor’s 500 Index rose by 16%. Is there sufficient
evidence to infer that Mr. Cramer’s picks have
done less well?

12.149 Xr12-149* Unfortunately, it is not uncommon for
high school students in the United States to carry
weapons (guns, knives, or clubs). To determine how
prevalent this practice is, a survey of high school
students was undertaken. Students were asked
whether they carried a weapon at least once in the
previous 30 days (1 � no, 2 � yes anywhere on
school property), and genders (1 � male, 2 �
female).  Estimate with 95% confidence the propor-
tion of all high school students who have carried
weapons in the last 30 days. (Adapted from Statistical
Abstract of the United States, 2009, Table 239.)

12.150 Xr12-150 In 2006, the average household debt ser-
vice ratio for homeowners was 14.35. The house-
hold debt service ratio is the ratio of debt payments
to disposable personal income. Debt payments con-
sist of mortgage payments and payments on con-
sumer debts. To determine whether this economic
measure has increased a random sample of
Americans was drawn. Can we infer from the data
that the debt service ratio has increased since 2006?
(Adapted from Statistical Abstract of the United
States, 2009, Table 1135.)

12.151 Xr12-151 Refer to Exercise 12.150. Another measure
of indebtedness is the financial obligations ratio,
which adds automobile lease payments, rental on

tenant occupied property, homeowners insurance,
and property tax payments to the debt service ratio.
In 2005, the ratio for homeowners was 17.62. Can
we infer that financial obligations ratio for home-
owners has increased between 2005 and 2009?
(Adapted from Statistical Abstract of the United
States, 2009, Table 1135.)

12.152 Xr12-152 Refer to Exercise 12.151. In 2005, the
financial obligations ratio for renters was 25.97.
Can we infer that financial obligations ratio for
renters has increased between 2005 and 2009?
(Adapted from Statistical Abstract of the United
States, 2009, Table 1135.)

12.153 Xr12-153 In 2007, there were 116,011,000 house-
holds in the United States. There were 78,425,000
family households made up of married-couple, 
single-male, and single-female households. To
determine how many of each type, a survey was
undertaken. The results were stored using the
codes 1 � married couple, 2 � single male, and 3 �
single female. Estimate with 95% confidence the
total number of American households with married
couples. (Adapted from Statistical Abstract of the
United States, 2009, Table 58.)

12.154 Xr12-154 Wages and salaries make up only part of a
total compensation. Other parts include paid leave,
health insurance, and many others. In 2007, wages
and salaries among manufacturers in the United
States made up an average of 65.8% of total com-
pensation. To determine if this changed in 2008, a
random sample of manufacturing employees was
drawn. Can we infer that percentage of total com-
pensation for wages and salaries increased between
2007 and 2008? (Adapted from Statistical Abstract of
the United States, 2009, Table 970.)

I
n the last few years, colleges and

universities have signed exclusivity

agreements with a variety of private

companies. These agreements bind the

university to sell that company’s prod-

ucts exclusively on the campus. Many of

the agreements involve food and bever-

age firms.

A large university with a total enrollment

of about 50,000 students has offered

Pepsi-Cola an exclusivity agreement that

would give Pepsi exclusive rights to sell its

products at all university facilities for the

next year and an option for future years.

In return, the university would receive

35% of the on-campus revenues and an

additional lump sum of $200,000 per year.

Pepsi has been given 2 weeks to respond.

The management at Pepsi quickly

reviews what it knows. The market for
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soft drinks is measured in terms of the

equivalent of 12-ounce cans. Pepsi cur-

rently sells an average of 22,000 cans or

their equivalents per week (over the 

40 weeks of the year that the university

operates). The cans sell for an average of

one dollar each. The costs, including

labor, amount to $.30 per can. Pepsi is

unsure of its market share but suspects

it is considerably less than 50%. A quick

analysis reveals that if its current mar-

ket share were 25%, then with an exclu-

sivity agreement Pepsi would sell 88,000

cans per week. Thus, annual sales would

be 3,520,000 cans per year (calculated

as 88,000 cans per week � 40 weeks).

The gross revenue would be computed

as follows*:

Gross revenue � 3,520,000 cans �

$1.00 revenue/can � $3,520,000

This figure must be multiplied by 65%

because the university would rake in

35% of the gross. Thus,

65% � $3,520,000 � $2,288,000

The total cost of 30 cents per can (or

$1,056,000) and the annual payment to

the university of $200,000 is subtracted

to obtain the net profit:

Net profit � $2,288,000 � $1,056,000

� $200,000 � $1,032,000

Its current annual profit is

Current profit � 40 weeks �

22,000 cans/week � $.70/can 

� $616,000

If the current market share is 25%, the

potential gain from the agreement is

$1,032,000 � $616,000 � $416,000

The only problem with this analysis is

that Pepsi does not know how many soft

drinks are sold weekly at the university. In

addition, Coke is not likely to supply Pepsi

with information about its sales, which

together with Pepsi’s line of products

constitutes virtually the entire market.

A recent graduate of a business program

believes that a survey of the university’s

students can supply the needed infor-

mation. Accordingly, she organizes a

survey that asks 500 students to keep

track of the number of soft drinks they

purchase on campus over the next 

7 days.

Perform a statistical analysis to extract

the needed information from the data.

Estimate with 95% confidence the para-

meter that is at the core of the decision

problem. Use the estimate to compute

estimates of the annual profit. Assume

that Coke and Pepsi drinkers would be

willing to buy either product in the

absence of their first choice.

a. On the basis of maximizing profits

from sales of soft drinks at the uni-

versity, should Pepsi agree to the

exclusivity agreement?

b. Write a report to the company’s

executives describing your analysis.

W
hile the executives of Pepsi

Cola are trying to decide

what to do, the university

informs them that a similar offer has

gone out to the Coca-Cola Company.

Furthermore, if both companies want

exclusive rights, a bidding war will take

place. The executives at Pepsi would like

to know how likely it is that Coke will

want exclusive rights under the condi-

tions outlined by the university.

Perform a similar analysis to the one

you did in Case 12.1, but this time from

Coke’s point of view. Is it likely that Coke

will want to conclude an exclusivity

agreement with the university? Discuss

the reasons for your conclusions.

*We have created an Excel spreadsheet that does the calculations for this case. To access it, click Excel Workbooks and Case 12.1. The only cell you may alter is cell C3,

which contains the average number of soft drinks sold per week per student, assuming a total of 88,000 drinks sold per year.
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V
irtually all countries have 

universal government-run

health-care systems. The United

States is one notable exception. This is

an issue in every election, with some

politicians pushing for the United States

to adopt a program similar to Canada’s.

In Canada, hospitals are financed

and administered by provincial govern-

ments. Physicians are paid by the 

government for each patient service.

As a result, Canadians pay nothing for

these services. The revenues that sup-

port the system are derived through

income taxes, corporate taxes, and

sales taxes. Despite higher taxes in

Canada than those in the United

States, the system is chronically

underfunded, resulting in long waiting

times for sometimes critical proce-

dures. For example, in some provinces,

newly diagnosed cancer victims must

wait several weeks before treatments

can begin. Virtually everyone agrees

that more money is needed. No one

can agree however, on how much is

needed. Unfortunately, the problem is

going to worsen. Canada, like the

United States, has an aging population

because of the large numbers of so-

called baby boomers (those born

between 1946 and 1966), and because

medical costs are generally higher for

older people.

One of the first steps in addressing the

problem is to forecast medical costs,

particularly for the 20-year period start-

ing when the first baby boomers

reached age 60 (in 2006). A statistics

practitioner has been given the task of

making these predictions. Accordingly,

random samples of four groups of

Canadians were drawn. They are

Group Ages

1 45–64

2 65–74

3 75–84

4 85 and over

The medical expenses for the previous

12 months were recorded and stored in

columns 1 to 4, respectively, in C12-03.

Projections for 2011, 2016, 2021, 2026,

and 2031 of the numbers of Canadians

(in thousands) in each age category are

listed here.

a. Determine the 95% confidence

interval estimates of the mean

medical costs for each of the four

age categories.

b. For each year listed, determine 95%

confidence interval estimates of the

total medical costs for Canadians

45 years old and older.

Estimating Total Medical CostsC A S E  1 2 . 3

DATA

C12-03

Age Category 2011 2016 2021 2026 2031

45–64 9,718 10,013 10,065 9,996 10,016

65–74 2,644 3,344 3,992 4,511 4,846

75–84 1,600 1,718 2,045 2,627 3,169

85 � 639 738 810 909 1,121
Source: Statistics Canada.
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A
s the U.S. population ages, the

number of people needing med-

ical care increases. Unless a cure

is found in the next decade, one of the

most expensive diseases requiring such

care is Alzheimer’s, a form of dementia.

To estimate the total number of

Alzheimer’s cases in the future, a survey

was undertaken. The survey determined

the age bracket where 1 � 65–74, 2 �

75–84, 3 � 85 and over and whether

the individual had Alzheimer’s (1 � no

and 2 � yes). (Adapted from the

Alzheimer’s Association, www.alz.org.)

Here are the projections for the

number of Americans (thousands) in

each of the three age categories.

Age Category 2015 2020 2025

65–74 26,967 32,312 36,356

75–84 13,578 15,895 20,312

85� 6,292 6,597 7,239

Source: Statistical Abstract of the United States, 2009, Table 8.

a. Determine the 95% confidence

interval estimates of the proportion

of Alzheimer’s patients in each of

the three age categories.

b. For each year listed, determine 95%

confidence interval estimates of the

total number of Americans with

Alzheimer’s disease.

Estimating the Number of Alzheimer’s CasesC A S E  1 2 . 4
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