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Chapter 1, “Database Systems” 
 

Answers to Selected Review Questions 
 

1. Discuss each of the following terms: 

a. data 

Raw facts from which the required information is derived. Data have little meaning unless they are 

grouped in a logical manner. 

b. field 

A character or a group of characters (numeric or alphanumeric) that describes a specific characteristic. A 

field may define a telephone number, a date, or other specific characteristics  that the end user wants to keep 

track of. 

c. record 

A logically connected set of one or more fields that describes a person, place, event, or thing. For 

example, a CUSTOMER record may be composed of the fields CUST_NUMBER, CUST_LNAME, 

CUST_FNAME, CUST_INITIAL, CUST_ADDRESS, CUST_CITY, CUST_COUNTRY, 

CUST_POSTCODE, CUST_AREACODE, and CUST_PHONE. 

d. file 

Historically, a collection of file folders, properly tagged and kept in a filing cabinet. Although such 

manual files still exist, we more commonly think of a (computer) file as a collection of related records that 

contain information of interest to the end user. For example, a sales organization is likely to keep a file 

containing customer data. Keep in mind that the phrase related records reflects a relationship based on 

function. For example, customer data are kept in a file named CUSTOMER. The records in this customer 
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file are related by the fact that they all pertain to customers. Similarly, a file named PRODUCT would 

contain records that describe products – the records in this file are all related by the fact that they all pertain 

to products. You would not expect to find customer data in a product file, or vice versa. 

 

3. Discuss the lack of data independence in file systems. 

File systems exhibit data dependence because file access is dependent on a file's data 

characteristics. Therefore, any time the file data characteristics are changed, the programs that access 

the data within those files must be modified. Data independence exists when changes in the data 

characteristics don't require changes in the programs that access those data. 

 

5. What is data independence, and why is it important? 

Data independence exists when data access programs are not subject to change when any of the file's 

data characteristics change. Data independence is important because it substantially decreases programming 

effort and program maintenance costs. 

 

7. What is the role of a DBMS, and what are its advantages? 

 

A database management system (DBMS) is a collection of programs that manages the database structure 

and controls access to the data stored in the database. Figure 1.2 (shown in the text) illustrates that the 

DBMS serves as the intermediary between the user and the database. The DBMS receives all application 

requests and translates them into the complex operations required to fulfill those requests. The DBMS hides 

much of the database’s internal complexity from the application programs and users. The application 
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program might be written by a programmer using a programming language such as COBOL, Visual Basic, 

C++ OR Java or it might be created through a DBMS utility program. 

 

Having a DBMS between the end user’s applications and the database offers some important 

advantages. First, the DBMS enables the data in the database to be shared among multiple applications or 

users. Second, the DBMS integrates the many different users’ views of the data into a single all-

encompassing data repository.  

 

Because data are the crucial raw material from which information is derived, you must have a good way 

of managing such data. As you will discover in this book, the DBMS helps make data management more 

efficient and effective. In particular, a DBMS provides advantages such as: 

Improved data sharing. The DBMS helps create an environment in which end users have better access to 

more and better-managed data. Such access makes it possible for end users to respond quickly to changes in 

their environment.  

Better data integration. Wider access to well-managed data promotes an integrated view of the 

organization’s operations and a clearer view of the big picture. It becomes much easier to see how actions in 

one segment of the company affect other segments.  

Minimized data inconsistency. Data inconsistency exists when different versions of the same data appear 

in different places. For example, data inconsistency exists when a company’s sales department stores a sales 

representative’s name as “Bill Brown” and the company’s personnel department stores that same person’s 

name as “William G. Brown” or when the company’s regional sales office shows the price of product “X” 
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as €45.95 and its national sales office shows the same product’s price as €43.95. The probability of data 

inconsistency is greatly reduced in a properly designed database.  

Improved data access. The DBMS makes it possible to produce quick answers to ad hoc queries. From a 

database perspective, a query is a specific request for data manipulation (for example, to read or update the 

data) issued to the DBMS. Simply put, a query is a question and an ad hoc query is a spur-of-the-moment 

question. The DBMS sends back an answer (called the query result set) to the application. For example, end 

users, when dealing with large amounts of sales data, might want quick answers to questions (ad hoc 

queries) such as:  

• What was the euro volume of sales by product during the past six months? 

• What is the sales bonus figure for each of our salespeople during the past three months? 

• How many of our customers have credit balances of €3,000 or more? 

Improved decision making. Better-managed data and improved data access make it possible to generate 

better quality information, on which better decisions are based.  

Increased end-user productivity. The availability of data, combined with the tools that transform data 

into usable information, empowers end users to make quick, informed decisions that can make the 

difference between success and failure in the global economy.  

 

The advantages of using a DBMS are not limited to the few just listed. In fact, you will discover many 

more advantages as you learn more about the technical details of databases and their proper design.  

 

9. What are the main components of a database system? 
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The basis of this discussion is Section 1.6.1, THE DATABASE SYSTEM ENVIRONMENT. Figure 1.7 

provides a good bird’s eye view of the components. Note that the system’s components are hardware, 

software, people, procedures, and data. 

 

11. Explain why database design is important. 

 

The focus is on Section 1.3, WHY DATABASE DESIGN IS IMPORTANT. Explain that modern 

database and applications development software is so easy to use that many people can quickly learn to 

implement a simple database and develop simple applications within a week or so, without giving design 

much thought. As data and reporting requirements become more complex, those same people will simply 

(and quickly!) produce the required add-ons. That's how data redundancies and all their attendant anomalies 

develop, thus reducing the "database" and its applications to a status worse than useless. Stress these points: 

Good applications can't overcome bad database designs. 

The existence of a DBMS does not guarantee good data management, nor does it ensure that the 

database will be able to generate correct and timely information. 

Ultimately, the end user and the designer decide what data will be stored in the database. 

 

A database created without the benefit of a detailed blueprint is unlikely to be satisfactory. Pose this 

question: would you think it smart to build a house without the benefit of a blueprint?  So why would you 

want to create a database without a blueprint? (Perhaps it would be OK to build a chicken coop without a 

blueprint, but would you want your house to be built the same way?) 
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Answers to Selected Problems 
 
1. The file contains seven records (21-5Z through 31-7P) and each of the records is composed of five 

fields (PROJECT_CODE through PROJECT_BID_PRICE.) 

 

3. The PROJ_MANAGER and MANAGER_ADDRESS fields should be broken up and moved into the 

following fields: First_Name, Initial, Last_Name, Area_Code, City and postcode. 

 

5. The project name, employee name, job code, job charge per hour, and employee phone fields are 

unnecessarily duplicated. That duplication will lead to data anomalies.  

 

7. The file structure in Figure P1.5 can be subdivided into simpler files, each representing a single 

subject; for example, project data, employee data, job data, and proj_emp data. (The proj_emp data file 

would store the hours that an employee worked on a project.) 

9. The file structure in Figure P1.9 contains redundant data (teacher last name, first name, and initial). 

That data duplication could lead to data anomalies. It would be preferable to use a teacher ID or a teacher 

number column to relate the schedule data to a Teacher data file. 

 

Chapter 2, “Data Models” 
Answers to Selected Review Questions 
 
2. A business rule is a brief, precise, and unambiguous description of a policy, procedure, or principle 

within a specific organization’s environment. Properly written business rules are used to define entities, 

attributes, relationships, and constraints. 
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6. The relational data model illustrates end-user data as being stored in tables. Each table is a matrix 

consisting of a series of row/column intersections. Tables, also called relations, are related to each other by 

the sharing of a common entity characteristic (value in a column). The relational database is perceived by 

the user to be a collection of tables in which data are stored. The relational data model allows the designer to 

focus on how the data components interact, rather than on the physical details of how the data are stored. 

This makes is much easier to model the complex real-world data environment. 

 

7. An entity relationship model, also known as an ERM, helps identify the database's main entities and 

their relationships. Because the ERM components are graphically represented, their role is more easily 

understood. Using the ER diagram, it’s easy to map the ERM to the relational database model’s tables and 

attributes. The mapping process uses a series of well-defined steps to generate all of the required database 

structures. 

 

10.  An object is an instance of a specific class. The object is a run-time concept, while the class is a 

more static description.  Objects that share similar characteristics are grouped in classes. A class is a 

collection of similar objects with shared structure (attributes) and behavior (methods.) Therefore, a class 

resembles an entity set. However, a class also includes a set of procedures known as methods. 

 

14. A relationship is an association among two or more entities. Three types of relationships exist: one-

to-one (1:1), one-to-many (1:*), and many-to-many (*:*). 
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Answers to Selected Problems 
 
 
1.Write the business rule(s) that governs the relationship between AGENT and CUSTOMER. 

 
Given the data in the two tables, you can see that an AGENT – through AGENT_CODE -- can 

occur many times in the CUSTOMER table. But each customer has only one agent. Therefore, the 
business rules may be written as follows: 

One agent can have many customers. 
Each customer has only one agent. 
Given these business rules, you can conclude that there is a 1:* relationship between AGENT and 

CUSTOMER. 
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3. If the relationship between AGENT and CUSTOMER were implemented in a hierarchical 

model, what would the hierarchical structure look like? Label the structure fully, identifying the root 
segment and the Level 1 segment. 

 
The hierarchical model is shown in Figure P2.3. 
 
Figure P2.3 The Hierarchical Model for Problem 3 

CUSTOMER 4

AGENT

CUSTOMER 1

CUSTOMER 2
CUSTOMER 3

Parent Segment

Child Segments
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5. Using the ERD you drew in Problem 2, create the equivalent OO model. (Use Figure 2.7 as 
your guide.) 

 
The OO model is shown in Figure P2.5. 
 
Figure P2.5 The OO Model for Problem 5 

AGENT

CUSTOMER

*

 
 

 
 7. Identify each relationship type and write all of the business rules. 

 
The simplest way to illustrate the relationship between ENROLL, CLASS, and STUDENT is to 

discuss the data shown in Table P2.8. As you examine the Table P2.8 contents and compare the 
attributes to relational schema shown in Figure P2.8, note these features: 

• We have added an attribute, ENROLL_SEMESTER, to identify the enrollment period. 
• Naturally, no grade has yet been assigned when the student is first enrolled, so we have entered 

a default value “NA” for “Not Applicable.” The letter grade – A, B, C, D, F, I (Incomplete), or W 
(Withdrawal) -- will be entered at the conclusion of the enrollment period, the SPRING-07 semester. 

• Student 11324 is enrolled in two classes; student 11892 is enrolled in three classes, and student 
10345 is enrolled in one class. 

 
Table P2.8 Sample Contents of an ENROLL Table 
STU_NU

M 
CLASS_COD

E 
ENROLL_SEMESTE

R 
ENROLL_GRAD

E 
11324 MATH345-04 SPRING-07 NA 
11324 ENG322-11 SPRING-07 NA 
11892 CHEM218-05 SPRING-07 NA 
11892 ENG322-11 SPRING-07 NA 
11892 CIS431-01 SPRING-07 NA 
10345 ENG322-07 SPRING-07 NA 

 
All of the relationships are 1:*. The relationships may be written as follows: 
 

COURSE generates CLASS. One course can generate many classes. Each class is generated by 
one course. 

 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
12

CLASS is referenced in ENROLL. One class can be referenced in enrollment many times. Each 
individual enrollment references one class. Note that the ENROLL entity is also related to 
STUDENT. Each entry in the ENROLL entity references one student and the class for which that 
student has enrolled. A student cannot enroll in the same class more than once. If a student enrolls in 
four classes, that student will appear in the ENROLL entity four times, each time for a different 
class. 

 
STUDENT is shown in ENROLL. One student can be shown in enrollment many times. (In 

database design terms, “many” simply means “more than once.”) Each individual enrollment entry 
shows one student. 

 
 

 9. Create the object-oriented (OO) model that reflects the entities and relationships you 
identified in the relational diagram. 

 
The OO model is shown in Figure P2.9. 
 
Figure P2.9 The OO Model for Tiny University 

CRS_CODE                   C

CRS_DESCRIPTION   C     

CRS_CREDIT               N

COURSE

CLASSES:

CLASS
*

STU_NUM              C
STU_LNAME         C
STU_FNAME         C
STU_INITIAL        C
STU_DOB               D

STUDENT

Note: C = Character
D = Date
N = Numeric

ENROLL_SEMESTER  C          

ENROLL_GRADE         C

ENROLL

STUDENTS:

STUDENT
*

CLASS
*

CLASSES:

CLASS_CODE        C
CLASS_DAYS         C
CLASS_TIME         C
CLASS_ROOM       C

CLASS

ENROLLMENT:

ENROLL

COURSE

COURSES:
1

*

ENROLL
*

ENROLLMENT:
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11. The hierarchical diagram shown in Figure P2.13 depicts a single record occurrence of a patient 

named Judy D. Johanssen. Typically, a patient staying in a hospital receives medications that 
have been ordered by a particular doctor. Because the patient often receives several medications 
per day, there is a 1:* relationship between PATIENT and ORDER. Similarly, each order can 
include several medications, creating a 1:* relationship between ORDER and MEDICATION. 

 
FIGURE P2.13 The Hierarchical Structure for the Medclinic Database 

PATIENT

PAT_NUMBER

PAT_NAME

ORDER

ORD_NUMBER

ORD_DATE

ORD_DOCTOR

MEDICATION

MED_NUMBER

MED_DOSAGE   

1100234

Judy D. Johanssen

3241233

23-Jan-2006

Anne M. Moranski

3324538

23-Jan-2006

George G. Ochoba

122531

10 ml. 3x  per day
123214

1 tablet per meal
122889

2 mg. each 8 hrs.
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Given the structure shown in Figure P2.13: 
 
a. Identify the segment types. 

 
There are three segment types: PATIENT, ORDER and MEDICATION. 
 

b. Identify the business rules for PATIENT, ORDER, and MEDICATION. 
 
The business rules reflected in thePATIENT segment type are: 

A patient can have many (medical) orders written for him or her. 
Each (medical) order is written for a single patient. 

 
The business rules refected in the ORDER segment type are: 

Each (medical) order can prescribe many medications. 
Each medication can be prescribed in many orders. 

 
The business rules refected in the MEDICATION segment type are: 

Each medication can be prescribed in many orders. 
Each (medical) order can prescribe many medications. 

 
Identify the components that are equivalent to the file system’s fields. 

 
The PATIENT segment has the following components: PAT_NUMBER, and PAT_NAME. The 

ORDER segment has the following components: ORD_NUMBER, ORD_DATE and 
ORD_DOCTOR. The MEDICATION segment has these components: MED_NUMBER and 
MED_DOSAGE. 

 
Problem: Describe the hierarchical path for the occurrence of the second MEDICATION 

segment. 
 

Solution: The user must access the PATIENT segment first. Next, the first occurrence of the ORDER 
segment is accessed, to be followed by the first MEDICATION segment occurrence and, finally, by the 
second MEDICATION segment occurrence. 

 
 

15. United Broke Artists (UBA) is a broker for not-so-famous painters. UBA maintains a small 
network database to track painters, paintings, and galleries. Using PAINTER, PAINTING, and 
GALLERY, write the network structure and identify appropriate sets within the UBA database. 
(Hint 1: A painting is painted by a particular artist, and that painting is exhibited in a particular 

gallery.) 
(Hint 2: A gallery can exhibit many paintings, but each painting can be exhibited in only one 

gallery. Similarly, a painting is painted by a single painter, but each painter can paint many 
paintings.) 
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The solution for problem 15 is shown in Figure P2.15: 
 
Figure P2.15  UBA Network Model Solution 

GALLERY PAINTER

PAINTING

exhibition set artist set

1:* 1:*

 
 
 

17. Using an ERD, convert the network database model in Figure 2.2 into a design for a 
relational database model. Show all entities and relationships. 

 
The text’s Figure 2.2 has been reproduced here for your convenience: 
 
FIGURE 2.2 A Network Data Model 

CUSTOMERSALESREP

INVOICE

INV_LINE

PAYMENTPRODUCT

1:*

1:* 1:* 1:*

1:*

Commission set Sales set Payment set

Line setInventory set

 
 
As you discuss Figure 2.2, note the following business rules: 
• A sales rep can write many invoices. (In a business environment, each invoice represents a 

sales transaction. Given the “commisssion set” label, one might infer that the sales rep earns a commission 
on each sale for which an invoice is written.) 

• Each invoice is written by a single sales rep. 
• A customer can generate many invoices. (Each time a customer makes a purchase of one or 

more items, and invoice is generated.) 
• Each invoice is generated by a single customer. 
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• Each invoice includes one or more invoice lines. (Each item purchased is recorded in an 
invoice line.) 

• Each invoice line is associated with one (and only one) invoice. 
• Each invoice line reords a single product. 
• Each product can be recorded in many invoice lines. (If the inventory contains 100 hammers, 

each one may be sold and, therefore, each of those 100 hammers may – at some point – be recorded in an 
invoice line.) 

 
The ERD is shown in Figure P2.17. 
 
FIGURE P2.17 The ERD Solution for Problem 17 
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19. Describe the relationships (identify the business rules) depicted in the ERD shown in Figure 
P2.19. 

 

 

Figure P2.19  The Crow’s Foot ERD for Problem 22 
 
The business rules may be written as follows: 
• A lecturer can teach many classes. 
• Each class is taught by one lecturer. 
• A lecturer can advise many students. 
• Each student is advised by one lecturer. 
 
21. Describe the relationships shown in the ERD in Figure P2.21. 
 
FIGURE P2.21 The ERD for Problem 21 
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The relationships are best described through a set of business rules: 
• One employee can write many invoices. 
• Each invoice is written by one employee. 
• A customer pays many invoices. (One would assume that a customer can make many 

purchases, each resulting in an invoice.) 
• Each invoice is paid by a single customer. 
 
 

Chapter 3, “The Relational Database Model” 
Answers to Selected Review Questions 
1.A table is a logical structure representing an entity set. A database is a structure that houses one or 

more tables, as well as other objects that are used to manage the data. 
 
2.Entity integrity is important because it ensures that there will be no duplicate rows. Referential 

integrity ensures that a foreign key references only an existing related entity, thus avoiding ambiguity and/or 
invalid references. By maintaining entity and referential integrity, the system enforces data integrity. 
 

9.  Let’s suppose that an auto repair business wants to track its operations by customer. At the most 
basic level, it’s reasonable to assume that any database design you produce will include at least a car entity 
and a customer entity. Further suppose that it is reasonable to assume that: 

• A car is owned just by one customer. 
• A customer can own more than one car. 

 
The CAR and CUSTOMER entities and their relationships are represented by the UML ERD 

shown in Figure Q3.9a.  
 

Figure Q3.9A The CUSTOMER owns CAR ERM 

 

 
 

 
a.  

DIR_NUM is the DIRECTOR table's primary key.  
PLAY_CODE is the PLAY table's primary key. 
 

b.  
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The foreign key is DIR_NUM, located in the PLAY table. Note that the foreign key is located 

on the "many" side of the relationship between director and play. (Each director can direct many 
plays ...  but each play is directed by only one director.) 

 
c.  

 
The entity relationship model is shown in Figure Q3.11c 
 

Figure Q3.11C The Theater Database ERD 

 
 
 

d.  
 
The PLAY table would be the basis for the appropriate index table. The index key would be the 

attribute DIR_NUM.  
 

e.  
 
The conceptual index table is shown in Table Q3.12e. 
 
Figure Q3.12e The Conceptual Index Table 

DIR_NU
M Index key (pointers to the PLAY table)

100 4 
101 2, 5, 7 
102 1, 3, 6 

 

 

Answers to Selected Problems 
 
1.For each table in the database, identify the primary key and the foreign key(s). If a table does 

not have a foreign key, write None in the assigned space provided. 
 

TABLE PRIMARY KEY FOREIGN KEY(S) 
EMPLOYEE EMP_CODE JOB_CODE 
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BENEFIT EMP_CODE + 
PLAN_CODE 

EMP_CODE, PLAN_CODE 

JOB JOB-CODE None 
PLAN PLAN_CODE None 
 
 
 

3. Do the tables exhibit entity integrity? Answer yes or no; then explain your answer. 
 

TABLE ENTITY 
INTEGRITY 

EXPLANATION 

EMPLOYEE Yes Each EMP_CODE value is unique and there are no 
nulls. 

BENEFIT Yes Each combination of EMP_CODE and 
PLAN_CODE values is unique and there are no nulls. 

JOB Yes Each JOB_CODE value is unique and there are no 
nulls. 

PLAN Yes Each PLAN_CODE value is unique and there are 
no nulls. 

 
 

. Create the ERD using Crow’s Foot notation to show the relationships among EMPLOYEE, 
BENEFIT, JOB, and PLAN. 

 
The Crow’s Foot ERD is shown in Figure P3.5. 
 

Figure P3.5 The Crow’s Foot ERD 
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7. For each table, identify the primary key and the foreign key(s). If a table does not have a 
foreign key, write None in the space provided. 

 
TABLE PRIMARY 

KEY 
FOREIGN KEY(S) 

EMPLOYEE EMP_CODE STORE_CODE 
STORE STORE_CODE REGION_CODE, EMP_CODE 
REGION REGION_CODE NONE 
 

9. Do the tables exhibit referential integrity? Answer yes or no; then explain your answer. 
Write NA (Not Applicable) if the table does not have a foreign key. 

 
TABLE REFERENTIAL 

INTEGRITY 
EXPLANATION 

EMPLOYEE Yes Each STORE_CODE value in 
EMPLOYEE points to an existing 
STORE_CODE value in STORE. 

STORE Yes Each REGION_CODE value in STORE 
points to an existing REGION_CODE value 
n REGION and each EMP_CODE value in 

STORE points to an existing EMP_CODE 
value in EMPLOYEE. 

REGION NA  
 
11. Create the ERD using UML  notation to show the relationship between STORE and 

REGION. 
 
The UML ERD is shown in Figure P3.11. Note that each store is located in a single region, but that 

each region can have many stores located in it.  
 
Figure P3.11 ERD for the STORE and REGION Relationship 

 
 
 

13. Draw the ERD to show the relationships among EMPLOYEE, STORE, and REGION. 
 
The UML ERD is shown in Figure P3.13.  
 
Figure P3.13 The UML ERD 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
22

 
 
 

15. Do the tables exhibit entity integrity? Answer yes or no; then explain your answer. 
 

TABLE ENTITY 
INTEGRITY 

EXPLANATION 

PRODUCT Yes All the PROD_CODE values in PRODUCT are 
unique and there are no nulls. 

VENDOR Yes All the VEND_CODE values in VENDOR are 
unique and there are no nulls. 

 
 

17. Create the ERD using UML notation for this database. 
 
The ERD is shown in Figure P3.17. 
 
Figure P3.17 The Ch03_CheapCo Database ERD 

 
 

19. For each table, identify the primary key and the foreign key(s). If a table does not have a 
foreign key, write None in the space provided. 

 
TABLE PRIMARY FOREIGN KEY(S) 
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KEY 
TRUCK TRUCK_NUM BASE_CODE, TYPE_CODE 
BASE BASE_CODE None 
TYPE TYPE_CODE None 
 
 

21. Do the tables exhibit referential integrity? Answer yes or no; then explain your answer. 
Write NA (Not Applicable) if the table does not have a foreign key. 

 
TABLE REFERENTIAL 

INTEGRITY 
EXPLANATION 

TRUCK Yes The BASE_CODE values in the TRUCK 
able reference existing BASE_CODE values 
n the BASE table or they are null. (The 

TRUCK table's BASE_CODE is null for 
TRUCK_NUM = 1004.) Also, the 
TYPE_CODE values in the TRUCK table 
reference existing TYPE_CODE values in 
he TYPE table. 

BASE NA  
TYPE NA  
 
 

23. For each table, identify a superkey and a secondary key. 
 

TABLE SUPERKEY SECONDARY KEY 
TRUCK TRUCK_NUM + TRUCK_MILES 

 
TRUCK_NUM + TRUCK_MILES + 

TRUCK_BUY_DATE 
 
TRUCK_NUM + TRUCK_MILES + 

TRUCK_BUY_DATE + TYPE_CODE 
 

BASE_CODE + TYPE_CODE 
 
(This secondary key is likely to produce multiple 

matches, but it is not likely that end-users will know 
attribute values such as TRUCK_MILES or 
TRUCK_BUY_DATE. Therefore, the selected 
attributes create a reasonable secondary key.) 

BASE BASE_CODE + BASE_CITY 
 
BASE_CODE + BASE_CITY + BASE_CITY 
 

BASE_CITY + BASE_STATE 
 
(This a very effective secondary key, since it is 

not likely that a state contains two cities with the same 
name.) 

 
TYPE TYPE_CODE + TYPE_DESCRIPTION TYPE_DESCRIPTION 
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Chapter 4, “Relational Algebra” 
Answers to Selected Review Questions 
 

1.What are the main operations of relational algebra? 

The relational model supports the eight relational algebra operators originally defined by Codd.  These 

are known as SELECT (or RESTRICT), PROJECT, JOIN, PRODUCT, INTERSECT, UNION, 

DIFFERENCE, and DIVIDE. The SELECT, PROJECT and JOIN operators are the ones which are most 

commonly used to retrieve information and form the basis for data manipulation languages such as SQL. A 

summary of these operators is shown in Table 4.1. 

 

2.Explain the difference between the natural join and outer join? 

 

The natural join operation requires that the two operant relations must have at least one common 

attribute, i.e. attributes that share the same domain. The common column(s) is (are) referred to as the join 

column(s). The natural join is in fact an equijoin, however, in addition, we drop the duplicate attributes, so 

the resulting relation contains one less column than that of the equijoin.   

In comparison the outer join also returns all the tuples in the first relation which have no corresponding 

values in JOINed relation.  For these tuples, the attributes in the second relation will have null values.   

 

 

3.Using the relations shown in Figure Q4.6, compute the following relational algebra expressions. 

FIGURE Q4.3 – The Ch04_Tours  database 

Database name: Ch04_Tours 

Table name: TREK_UK 
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TOUR_NO TOUR_NAME PRICE_BAND 

A1 TREK PERU P2 

A2 TREK ANDES P2 

A3 TREK EVEREST P3 

A4 TREK K2 P5 

Table name: TREK_EUROPE 
TOUR_NO TOUR_NAME PRICE_BAND 

A3 TREK EVEREST P3 

A1 TREK K2 P4 

A2 TREK ALPES P9 

Table name: BOOKING 
TOUR_NAME CUSTOMER_NO RATING 

TREK ANDES C2 S5 

TREK K2 C3 S6 

TREK K2 C4 S7 

 

a. TOUR_UK ∪  TOUR_EUROPE 

The UNION combines all tuples from two relations, excluding duplicate tuples. So the tuples returned 

would be:  

 
TOUR_NO TOUR_NAME PRICE_BAND 

A1 TREK PERU P2 

A2 TREK ANDES P2 

A3 TREK EVEREST P3 

A4 TREK K2 P5 

A2 TREK K2 P4 

A3 TREK ALPES P9 

 

b. TOUR_UK ∪  BOOKING 
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Not possible as  the relations TOUR_UK and BOOKING are not union compatible. 

c. TOUR_UK ∩   TOUR_EUROPE 

The INTERSECT operator returns only the tuples that appear in both relations. So the tuples returned 

would be:  

 
TOUR_NO TOUR_NAME PRICE_BAND 

A3 TREK EVEREST P3 

 

d. TOUR_UK -  TOUR_EUROPE 

The DIFFERENCE operator returns all tuples in one relation that are not found in the other relation; that 

is, it subtracts one relation from the other. The result would therefore be: 

 

TOUR_NO TOUR_NAME PRICE_BAND

A1 TREK PERU P2 

A2 TREK ANDES P2 

A4 TREK K2 P5 

 

e. TOUR_EUROPE – TOUR_UK 

The result of this operation would be: 

TOUR_NO TOUR_NAME PRICE_BAND

A1 TREK K2 P4 

A2 TREK ALPES P9 

 

f. TOUR_UK X  TOUR_EUROPE 

To compute the CARTESIAN PRODUCT we first list all the columns from both relations. Relations 

from TOUR_UK have been prefixed with the letter ‘U’ and those from TOUR_EUROPE with a letter ‘E’. 
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U.TOUR_NO U.TOUR_NAME U.PRICE_BAND U.TOUR_NO U.TOUR_NAME U.PRICE_BAND 

A1 TREK PERU P2 A3 TREK 

EVEREST 

P3 

A1 TREK PERU P2 A1 TREK K2 P4 

A1 TREK PERU P2 A2 TREK ALPES P9 

A2 TREK ANDES P2 A3 TREK 

EVEREST 

P3 

A2 TREK ANDES P2 A1 TREK K2 P4 

A2 TREK ANDES P2 A2 TREK ALPES P9 

A3 TREK 

EVEREST 

P3 A3 TREK 

EVEREST 

P3 

A3 TREK 

EVEREST 

P3 A1 TREK K2 P4 

A3 TREK 

EVEREST 

P3 A2 TREK ALPES P9 

A4 TREK K2 P5 A3 TREK 

EVEREST 

P3 

A4 TREK K2 P5 A1 TREK K2 P4 

A4 TREK K2 P5 A2 TREK ALPES P9 

 

g. σprice_brand=’P2’(TREK_UK) 

This relational algebra statement performs a SELECT operation on the TREK_UK relation. It returns 

only those tuples where the PRICE_BRAND = P2. 

 

TOUR_NO TOUR_NAME PRICE_BAND

A1 TREK PERU P2 

A2 TREK ANDES P2 
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h. Πtour_name, price_band(TREK_EUROPE) 

This relational algebra statement performs a PROJECT operation on the TREK_EUROPE relation. It 

returns only the columns where TOUR_NAME and PRICE_BRAND. 

 

TOUR_NAME PRICE_BAND

TREK EVEREST P3 

TREK K2 P4 

TREK ALPES P9 

 

i. Πtour_name(σprice_brand=’P2’(TREK_UK)) 

This statement first SELECTs tuples from the TREK_UK relation where the PRICE_BRAND = P2. 

Then the statement performs a PROJECT on the TOUR_NAME column. 

 
TOUR_NAME 

TREK PERU 

TREK ANDES 

 

j. TREK_UK |X| BOOKING 

This relational algebra statement performs a Natural JOIN on the TREK_UK and BOOKING relations. 

The natural JOIN process begins with computing the CARTESIAN PRODUCT of the two tables TREK_UK 

X BOOKING.. Relations from TOUR_UK have been prefixed with the letter ‘U’ and those from BOOKING 

with a letter ‘B’. 

 
U.TOUR_NO U.TOUR_NAME U.PRICE_BAND B.TOUR_NAME B.CUSTOMER_NO B.RATING 

A1 TREK PERU P2 TREK ANDES C2 S5 

A1 TREK PERU P2 TREK K2 C3 S6 
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A1 TREK PERU P2 TREK K2 C4 S7 

A2 TREK ANDES P2 TREK ANDES C2 S5 

A2 TREK ANDES P2 TREK K2 C3 S6 

A2 TREK ANDES P2 TREK K2 C4 S7 

A3 TREK EVEREST P3 TREK ANDES C2 S5 

A3 TREK EVEREST P3 TREK K2 C3 S6 

A3 TREK EVEREST P3 TREK K2 C4 S7 

A4 TREK K2 P5 TREK ANDES C2 S5 

A4 TREK K2 P5 TREK K2 C3 S6 

A4 TREK K2 P5 TREK K2 C4 S7 

 

Next, a SELECT is performed on the CATESIAN PRODUCT generated in the first step to return 

only the rows for which the TOUR_NAME values in the TREK_UK relation are matched in the 

BOOKING relation. This returns the following tuples: 

 

U.TOUR_NO U.TOUR_NAME U.PRICE_BAND B.TOUR_NAME B.CUSTOMER_NO B.RATING 

A2 TREK ANDES P2 TREK ANDES C2 S5 

A4 TREK K2 P5 TREK K2 C3 S6 

A4 TREK K2 P5 TREK K2 C4 S7 

 

Finally, a PROJECT is performed to produce the Natural JOIN ( |X|) output by listing only a single copy 

of each attribute and removing all the prefixes. 

 
TOUR_NO TOUR_NAME PRICE_BAND CUSTOMER_NO RATING 

A2 TREK ANDES P2 C2 S5 

A4 TREK K2 P5 C3 S6 

A4 TREK K2 P5 C4 S7 
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k. TREK_EUROPE |X| BOOKING 

This relational algebra statement performs a Natural JOIN on the TREK_EUROPE and BOOKING 

relations. The natural JOIN process begins with computing the CARTESIAN PRODUCT of the two tables 

TREK_EUROPE X BOOKING. Relations from TOUR_EUROPE have been prefixed with the letter ‘E’ and 

those from BOOKING with a letter ‘B’. 

 
E.TOUR_NO E.TOUR_NAME E.PRICE_BAND B.TOUR_NAME B.CUSTOMER_NO B.RATING 

A3 TREK EVEREST P3 TREK ANDES C2 S5 

A3 TREK EVEREST P3 TREK K2 C3 S6 

A3 TREK EVEREST P3 TREK K2 C4 S7 

A1 TREK K2 P4 TREK ANDES C2 S5 

A1 TREK K2 P4 TREK K2 C3 S6 

A1 TREK K2 P4 TREK K2 C4 S7 

A2 TREK ALPES P9 TREK ANDES C2 S5 

A2 TREK ALPES P9 TREK K2 C3 S6 

A2 TREK ALPES P9 TREK K2 C4 S7 

 

Next, a SELECT is performed on the CATESIAN PRODUCT generated in the first step to return 

only the rows for which the TOUR_NAME values in the TREK_EUROPE relation are matched in the 

BOOKING relation. This returns the following tuples: 

 

E.TOUR_NO E.TOUR_NAME E.PRICE_BAND .TOUR_NAME B.CUSTOMER_NO B.RATING 

A1 TREK K2 P4 TREK K2 C3 S6 

A1 TREK K2 P4 TREK K2 C4 S7 

 

Finally, a PROJECT is performed to produce the Natural JOIN ( |X|) output by listing only a single copy 

of each attribute and removing all the prefixes. 
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TOUR_NO TOUR_NAME PRICE_BAND CUSTOMER_NO RATING 

A1 TREK K2 P4 C3 S6 

A1 TREK K2 P4 C4 S7 

 

l. BOOKING    TREK_EUROPE 

This relational algebra statement performs a LEFT OUTER JOIN on the BOOKING and 

TREK_EUROPE relations. To compute a LEFT OUTER JOIN we must first begin with the CARTESIAN 

PRODUCT of the two relations BOOKING.  X TREK_EUROPE. Relations from TOUR_EUROPE have 

been prefixed with the letter ‘E’ and those from BOOKING with a letter ‘B’. 

 

 

Next, a SELECT is performed on the CATESIAN PRODUCT generated in the first step to return 

only the tuples for which the TOUR_NAME values in the TREK_UK relation are matched in the 

BOOKING relation. In addition those tuples in the BOOKING relation, that do not have a matching 

value in the TREK_EUROPE relation are also returned and NULL values are added. This returns the 

following tuples: 

B.TOUR_NAME B.CUSTOMER_NO B.RATING E.TOUR_NO E.TOUR_NAME E.PRICE_BAND 

TREK ANDES C2 S5 A3 TREK EVEREST P3 

TREK ANDES C2 S5 A1 TREK K2 P4 

TREK ANDES C2 S5 A2 TREK ALPES P9 

TREK K2 C3 S6 A3 TREK EVEREST P3 

TREK K2 C3 S6 A1 TREK K2 P4 

TREK K2 C3 S6 A2 TREK ALPES P9 

TREK K2 C4 S7 A3 TREK EVEREST P3 

TREK K2 C4 S7 A1 TREK K2 P4 

TREK K2 C4 S7 A2 TREK ALPES P9 
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Finally, a PROJECT is performed to produce the LEFT OUTER JOIN output by listing only a single 

copy of each attribute and removing all the prefixes. 

 
TOUR_NAME CUSTOMER_NO RATING TOUR_NO PRICE_BAND 

TREK ANDES C2 S5 NULL NULL 

TREK K2 C3 S6 A1 P4 

TREK K2 C4 S7 A1 P4 

 

m. Πtour_name, price_band(σtour_no=’A1’ or tour_no=’A2’(TREK_UK |X| TREK_EUROPE)) 

This relational algebra operation can be broken down into three stages. 

Stage 1: Compute TREK_UK |X| TREK_EUROPE 

This we did in part j. The answer was 
TOUR_NO TOUR_NAME PRICE_BAND CUSTOMER_NO RATING 

A2 TREK ANDES P2 C2 S5 

A4 TREK K2 P5 C3 S6 

A4 TREK K2 P5 C4 S7 

Stage 2: Compute σtour_no=’A1’ or tour_no=’A2’(TREK_UK |X| TREK_EUROPE)) 

This requires us to SELECT those tuples where the TOUR_NO = A1 or A2 from the resulting relation 

produced from stage 1. The following set of tuples are produced: 

 

B.TOUR_NAME B.CUSTOMER_NO B.RATING E.TOUR_NO E.TOUR_NAME E.PRICE_BAND 

TREK ANDES C2 S5 NULL NULL NULL 

TREK K2 C3 S6 A1 TREK K2 P4 

TREK K2 C4 S7 A1 TREK K2 P4 
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TOUR_NO TOUR_NAME PRICE_BAND CUSTOMER_NO RATING 

A2 TREK ANDES P2 C2 S5 

      Stage 3 Compute Πtour_name, price_band(σtour_no=’A1’ or tour_no=’A2’(TREK_UK |X| TREK_EUROPE)) 

This final operation requires us to PROJECT on the columns TOUR_NAME and PRICE_BRAND 

which produces the following final relation: 
TOUR_NAME PRICE_BAND 

TREK ANDES P2 

 

Answers to Selected Problems 
 

1. Display all information about restaurants where the restaurant price is equal to ‘€€€€’. 

 

σrest_price=’€€€€’(RESTAURANT) 

 

3. List the names of all restaurants where it is possible to have fine dining. 

 

 

Πrest_name(RESTAURANT) |X| (σcategory=’FINE DINING’(CUSINE)) 

 

 

5.    Find the names and phone numbers of all customers who have visited fast food restaurants more 

than 40 times. 

 

Πcus_lname,cus_phone(CUSTOMER) |X| (σno_times_visited> 40 (VISIT) |X| ((RESTAURANT) |X| (CUSINE))) 

 

7. CUSTOMER |X| VISIT 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
34

This relational algebra statement computes the Natural JOIN of the two relations CUSTOMER and 

VISIT. The first stage is to compute the tuples from the CARTESIAN PRODUC CUSTOMER X VISIT. 

Relations from CUSTOMER have been prefixed with the letter ‘C’ and those from VISIT with a letter ‘V’. 

 

 

 

C.CU
S_CODE 

C.CUS_LNA
ME 

C.CUS_PH
ONE 

V.CUS_CO
DE 

V.REST_NAM
E 

V.NO_TIME
S_VISITED 

V.DATE_LAST_VISITE
D 

V.LAST_
BILL_AMOUN
T 

1001

0 

Ramas 844-2573 10010 The Islands 10 02/01/2008 €146.78 

1001

0 

Ramas 844-2573 10011 MacDonalds 87 30/12/2007 €7.98 

1001

0 

Ramas 844-2573 10011 Claridges 1 01/01/2008 €520.22 

1001

0 

Ramas 844-2573 10012 Pompidoe 5 03/01/2007 €68.75 

1001

0 

Ramas 844-2573 10012 MacDonalds 32 04/01/2008 €12.75 

1001

1 

Dunne 894-1238 10010 The Islands 10 02/01/2008 €146.78 

1001

1 

Dunne 894-1238 10011 MacDonalds 87 30/12/2007 €7.98 

1001

1 

Dunne 894-1238 10011 Claridges 1 01/01/2008 €520.22 

1001

1 

Dunne 894-1238 10012 Pompidoe 5 03/01/2007 €68.75 

1001

1 

Dunne 894-1238 10012 MacDonalds 32 04/01/2008 €12.75 

1001

2 

Smith 894-2285 10010 The Islands 10 02/01/2008 €146.78 

1001

2 

Smith 894-2285 10011 MacDonalds 87 30/12/2007 €7.98 

1001

2 

Smith 894-2285 10011 Claridges 1 01/01/2008 €520.22 

1001

2 

Smith 894-2285 10012 Pompidoe 5 03/01/2007 €68.75 

1001

2 

Smith 894-2285 10012 MacDonalds 32 04/01/2008 €12.75 
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Next, a SELECT is performed on the CATESIAN PRODUCT generated in the first step to return 

only the rows for which the CUS_CODE values in the CUSTIOMER relation are matched in the 

VISIT relation. This returns the following tuples: 

 

 

 

Finally, a PROJECT is performed to produce the Natural JOIN by listing only a single copy of each 

attribute and removing all the prefixes. 

 
CUS_CODE CUS_LNAME CUS_PHONE REST_NAME NO_TIMES_VISITED DATE_LAST_VISITED LAST_BILL_AMOUNT 

10010 Ramas 844-2573 The Islands 10 02/01/2008 €146.78 

10011 Dunne 894-1238 MacDonalds 87 30/12/2007 €7.98 

10011 Dunne 894-1238 Claridges 1 01/01/2008 €520.22 

10012 Smith 894-2285 Pompidoe 5 03/01/2007 €68.75 

10012 Smith 894-2285 MacDonalds 32 04/01/2008 €12.75 

 

 

C.CU
S_CODE 

C.CUS_LN
AME 

C.CUS_PH
ONE 

V.CUS_CO
DE 

V.REST_NAME V.NO_TI
MES_VISITED 

V.DATE_LAST_VISIT
ED 

V.LAST_BILL_AMOUNT 

1001

0 

Ramas 844-2573 10010 The Islands 10 02/01/2008 €146.78 

1001

1 

Dunne 894-1238 10011 MacDonalds 87 30/12/2007 €7.98 

1001

1 

Dunne 894-1238 10011 Claridges 1 01/01/2008 €520.22 

1001

2 

Smith 894-2285 10012 Pompidoe 5 03/01/2007 €68.75 

1001

2 

Smith 894-2285 10012 MacDonalds 32 04/01/2008 €12.75 
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9. RESTAURANT  VISIT 

 

This relational algebra statement performs a LEFT OUTER JOIN on the RESTAURANT and VISIT 

relations. To compute a LEFT OUTER JOIN we must first begin with the CARTESIAN PRODUCT of the 

two relations RESTAURANT and VISIT. Relations from VISIT have been prefixed with the letter ‘V’ and 

those from RESTAURANT with a letter ‘R’. 

 
R.REST_N

AME 
R.REST_
LOCATI

ON 

R.REST_PRI
CE 

R.REST_TY
PE 

V.CUS_CO
DE 

V.REST_NA
ME 

V.NO
_TIM
ES_
VISI
TED 

V.DATE_L
AST_VISIT

ED 

V.LAST_BILL_AM
OUNT 

MacDonald

s 

the 

Hague 

€ American 10010 The Islands 10 02/01/2008 €146.78 

MacDonald

s 

the 

Hague 

€ American 10011 MacDonalds 87 30/12/2007 €7.98 

MacDonald

s 

the 

Hague 

€ American 10011 Claridges 1 01/01/2008 €520.22 

MacDonald

s 

the 

Hague 

€ American 10012 Pompidoe 5 03/01/2007 €68.75 

MacDonald

s 

the 

Hague 

€ American 10012 MacDonalds 32 04/01/2008 €12.75 

Claridges London €€€€€ French 10010 The Islands 10 02/01/2008 €146.78 

Claridges London €€€€€ French 10011 MacDonalds 87 30/12/2007 €7.98 

Claridges London €€€€€ French 10011 Claridges 1 01/01/2008 €520.22 

Claridges London €€€€€ French 10012 Pompidoe 5 03/01/2007 €68.75 

Claridges London €€€€€ French 10012 MacDonalds 32 04/01/2008 €12.75 

Pompidou Paris €€€€ French 10010 The Islands 10 02/01/2008 €146.78 

Pompidou Paris €€€€ French 10011 MacDonalds 87 30/12/2007 €7.98 

Pompidou Paris €€€€ French 10011 Claridges 1 01/01/2008 €520.22 

Pompidou Paris €€€€ French 10012 Pompidoe 5 03/01/2007 €68.75 

Pompidou Paris €€€€ French 10012 MacDonalds 32 04/01/2008 €12.75 

The Islands Cape 

Town 

€€€€ South 

African 

10010 The Islands 10 02/01/2008 €146.78 
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The Islands Cape 

Town 

€€€€ South 

African 

10011 MacDonalds 87 30/12/2007 €7.98 

The Islands Cape 

Town 

€€€€ South 

African 

10011 Claridges 1 01/01/2008 €520.22 

The Islands Cape 

Town 

€€€€ South 

African 

10012 Pompidoe 5 03/01/2007 €68.75 

The Islands Cape 

Town 

€€€€ South 

African 

10012 MacDonalds 32 04/01/2008 €12.75 

Frankies Milan €€ American 10010 The Islands 10 02/01/2008 €146.78 

Frankies Milan €€ American 10011 MacDonalds 87 30/12/2007 €7.98 

Frankies Milan €€ American 10011 Claridges 1 01/01/2008 €520.22 

Frankies Milan €€ American 10012 Pompidoe 5 03/01/2007 €68.75 

Frankies Milan €€ American 10012 MacDonalds 32 04/01/2008 €12.75 

 

 

 

 

Next, a SELECT is performed on the CATESIAN PRODUCT generated in the first step to return 

only the tuples for which the REST_NAME values in the VISIT relation are matched in the 

RESTAURANT relation. In addition those tuples in the VISIT relation, that do not have a matching 

value in the TREK_EUROPE relation are also returned and NULL values are added. This returns the 

following tuples: 

 

R.REST_
NAME 

R.REST_L
OCATION 

R.RES
T_PRICE 

R.REST_T
YPE 

V.CUS
_CODE 

V.REST_
NAME 

V.NO_TI
MES_VISITE

D 

V.DATE_LAS
T_VISITED 

V.LAST_BILL_AMOU
NT 

MacDon

alds 

the Hague € American 10011 MacDon

alds 

87 30/12/2007 €7.98 

MacDon

alds 

the Hague € American 10012 MacDon

alds 

32 04/01/2008 €12.75 

Claridges London €€€€€ French 10011 Claridges 1 01/01/2008 €520.22 

Pompido

u 

Paris €€€€ French 10012 Pompido

e 

5 03/01/2007 €68.75 

The 

slands 

Cape Town €€€€ South 

African 

10010 The 

slands 

10 02/01/2008 €146.78 

Frankies Milan €€ American 10011 NULL NULL NULL NULL 
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Finally, a PROJECT is performed to produce the LEFT OUTER JOIN output by listing only a single 

copy of each attribute and removing all the prefixes. 

 
REST_NAME REST_LOCAT

ION 
REST_P

RICE 
REST_TYP

E 
CUS_C

ODE 
NO_TIMES_
VISITED 

DATE_LAST_V
ISITED 

LAST_BILL_
AMOUNT 

MacDonalds the Hague € American 10011 87 30/12/2007 €7.98 

MacDonalds the Hague € American 10012 32 04/01/2008 €12.75 

Claridges London €€€€€ French 10011 1 01/01/2008 €520.22 

Pompidou Paris €€€€ French 10012 5 03/01/2007 €68.75 

The Islands Cape Town €€€€ South 

African 

10010 10 02/01/2008 €146.78 

Frankies Milan €€ American 10011 NULL NULL NULL 

 

11. Πrest_name,last_bill_amount (VISIT) |X| (σcus_lname=’Dunnes’ (CUSTOMER)) 

To solve this problem, we must first perform a SELECT on the CUSTOMER relation to retrieve only 

those tuples for the customer whose CUS_LNAME = Dunne. This produces the following result 
CUS_CODE CUS_LNAME CUS_PHONE

10011 Dunne 894-1238 

 

We must then perform the natural join operation with this intermediate result and the VISIT relation. 

The result is shown below: 

 
CUS_CODE CUS_LNAME CUS_PHONE REST_NAME NO_TIMES_VISITED DATE_LAST_VISITED LAST_BILL_AMOUNT 

10011 Dunne 894-1238 MacDonalds 87 30/12/2007 €7.98 

10011 Dunne 894-1238 Claridges 1 01/01/2008 €520.22 

 

The final stage requires us to PROJECT  on the REST_NAME and LAST_BILL_AMOUNT columns. 

This then produces the final relation. 

 
REST_NAME LAST_BILL_AMOUNT 
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MacDonalds €7.98 

Claridges €520.22 

 

13. STUDENT-1 ∩ STUDENT-2 

The INTERSECT operator returns only the tuples that appear in both relations. So the tuples returned 

would be:  

 
STU_NUM STU_LNAME CRS_CODE

324258 Oblonski Comp-600 

 

15. STUDENT-1 |X| ASSESSMENT 

 

This relational algebra statement performs a Natural JOIN on the STUDENT-1 and ASSESSMENT 

relations. The natural JOIN process begins with computing the CARTESIAN PRODUCT of the two tables 

STUDENT-1 X ASSESSMENT Relations from STUDENT-1have been prefixed with the letter ‘S’ and 

those from ASSESSMENTS with a letter ‘A’. 

 

 
S.STU_NUM S.STU_LNAME S.CRS_CODE A.STU_NUM A.CLASS_CODE A.EXAM_MARK A.COURSE_WORK_MARK 

321452 Vos Comp-600 321452 12 60 70 

321452 Vos Comp-600 321452 46 50 60 

321452 Vos Comp-600 324258 46 65 65 

321452 Vos Comp-600 324457 43 0 70 

324257 Smith Eng-534 321452 12 60 70 

324257 Smith Eng-534 321452 46 50 60 

324257 Smith Eng-534 324258 46 65 65 

324257 Smith Eng-534 324457 43 0 70 

324258 Oblonski Comp-600 321452 12 60 70 

324258 Oblonski Comp-600 321452 46 50 60 

324258 Oblonski Comp-600 324258 46 65 65 

324258 Oblonski Comp-600 324457 43 0 70 
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Next, a SELECT is performed on the CATESIAN PRODUCT generated in the first step to return 

only the rows for which the STU_NUM values in the STUDENT-1 relation are matched in the 

ASSESSMENTS relation. This returns the following tuples: 

 

S.STU_NUM S.STU_LNAME S.CRS_CODE A.STU_NUM A.CLASS_CODE A.EXAM_MARK A.COURSE_WORK_MARK 

321452 Vos Comp-600 321452 12 60 70 

321452 Vos Comp-600 321452 46 50 60 

324257 Smith Eng-534 324457 43 0 70 

324258 Oblonski Comp-600 324258 46 65 65 

 

Finally, a PROJECT is performed to produce the Natural JOIN by listing only a single copy of each 

attribute and removing all the prefixes. 

 
STU_NUM STU_LNAME CRS_CODE CLASS_CODE EXAM_MARK COURSE_WORK_MARK 

321452 Vos Comp-600 12 60 70 

321452 Vos Comp-600 46 50 60 

324257 Smith Eng-534 43 0 70 

324258 Oblonski Comp-600 46 65 65 

 

 

17. Πstu_lname(STUDENT-1 |X|  (σ exam-mark >60(ASSESSMENT))) 

 This expression first requires us to select all tuples from the ASSESSMENT relation where the exam 

mark is greater than 60.  This part of the expression gives us the following tuples which provide us with an 

intermediate relation. 

STU_NUM CLASS_CODE EXAM_MARK COURSE_WORK_MARK 
321452 12 60 70 
324258 46 65 65 

The results in the intermediate relation shown above must then be joined with the STUDENT-1 

relation using a Natural Join. The results of this step are shown in the intermediate relation below. Note 
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that the columns from the intermediate relation are prefixed with the letter ‘I’, whilst those from 

STUDENT-1 are prefixed with the attribute ‘S’. 

STU_NUM CLASS_CODE EXAM_MARK COURSE_WORK_MARK STU_LNAME CRS_CODE 

321452 12 60 70 Vos Comp-600 
324258 46 65 65 Oblonski Comp-600 

Finally the last part of the expression requires us to PROJECT on the STU_LNAME which gives the 

following final relation: 

STU_LNAME 

Vos 
Oblonski 

 

19. Write a relational algebraic expression to find out the names of all students in STUDENT-1 who 

scored less then 60 in the Java-Prog exam. 

 

       Πstu_lname(STUDENT-1 |X|  (σ exam_mark <60(ASSESSMENT)|X| σ class_name =’Java_Prog’(CLASS))) 

 

 

 

Chapter 5, “Entity Relationship (ER) Modeling” 
Answers to Selected Review Questions 

 
2.A strong relationship exists when en entity is existence-dependent on another entity and inherits at 

least part of its primary key from that entity. In other words, a strong relationship exists when a weak 

entity is related to its parent entity. 
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4. A composite entity, also known as a bridge entity, is one that has a primary key composed of 

multiple attributes. The PK attributes are inherited from the entities that it relates to one another. A 

composite entity is generally used to transform *:* relationships into 1:* relationships. 

8.A composite key is a primary key that consists of more than one attribute. A composite attribute is 

an attribute that can be subdivided to yield attributes for each of its components. If the ER diagram 

contains the attribute names for each of its entities, a composite key is indicated in the ER diagram by the 

fact that more than one attribute name is underlined to indicate its participation in the primary key. There 

is no ER convention that enables you to indicate that an attribute is a composite attribute. 

10. A derived attribute is an attribute whose value is calculated (derived) from other attributes. The 

derived attribute need not be physically stored within the database; instead, it can be derived by using an 

algorithm. For example, an employee’s age, EMP_AGE, may be found by computing the integer value of 

the difference between the current date and the EMP_DOB. In MS Access, the computation would be 

INT((DATE() – EMP_DOB)/365). 

Similarly, a salesclerk's total gross pay may be computed by adding a computed sales commission 

to base pay. For instance, if the salesclerk's commission is 1 percent, the gross pay may be computed 

by: 

EMP_GROSSPAY = INV_SALES*1.01 + EMP_BASEPAY 

Or the invoice line item amount may be calculated by:  

LINE_TOTAL = LINE_UNITS*PROD_PRICE  

15. A single-valued attribute is one that can have only one value. For example, a person has only one 

first name and only one Social Security number. A simple attribute is one that cannot be decomposed into 

its component pieces. For example, a person's sex is classified as either M or F, and there is no reasonable 
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way to decompose M or F. Similarly, a person's first name cannot be decomposed into meaningful 

components. (In contrast, if a phone number includes the area code, it can be decomposed into the area 

code and the phone number itself. And a person's name may be decomposed into a first name, an initial, 

and a last name.) 

Single-valued attributes are not necessarily simple. For example, an inventory code 

HWPRIJ23145 may refer to a classification scheme in which HW indicates Hardware, PR indicates 

Printer, IJ indicates Inkjet, and 23145 indicates an inventory control number. Therefore, 

HWPRIJ23145 may be decomposed into its component parts even though it is single-valued. To 

facilitate product tracking, manufacturing serial codes must be single-valued, but they may not be 

simple. For instance, the product serial number UKP5S2M231109154321 might be decomposed this 

way: 

UK = Country  = United Kingdom 
P5 = plant number 5   
S2 = shift 2 
M23 = machine 23 
11 = month; that is, November 
09 = day  
154321 = time on a 24-hour clock, that is, 15:43:21, or 3:43 p.m. plus 21 seconds 
 
 
 
 
 
 
 
 
 
 

Answers to Selected Problems 
 
1. The solution is presented in Figure P5.1. 
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FIGURE P5.1 Solution to Problem 5.1 

 
 
 
 
3. The solution is presented in Figure P5.3. 
 
FIGURE P5.3 Solution to Problem 5.3 

 

5. 
 

a. The HEG entities and relationships are shown in Table P5.5a. 
 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
45

Table P5.5a The Components of the HEG ERD 
ENTITY RELATIONSHIP CONNECTIVITY ENTITY 
INSTRUCTOR teaches 1:* CLASS 
COURSE generates 1:* CLASS 
CLASS is listed in 1:* ENROLL 
TRAINEE is written in 1:* ENROLL 

 
As you examine the summary in Table P5.5a, it is reasonable to assume that many of the 

relationships are optional and that some are mandatory. 
• A COURSE does not necessarily generate a class during each training period. (Some 

courses may be taught every other period or during some other specified time frames. Therefore, it is 
reasonable to assume that CLASS is optional to COURSE. 

• Each CLASS must be related to a COURSE. (The class must cover designated course 
material!) Therefore, COURSE is mandatory to CLASS. 

• Some instructors may teach a class every other period or even rarely. Therefore, it is 
reasonable to assume that CLASS is optional to INSTRUCTOR during any enrollment period. This 
optionality makes sense from an implementation point of view, too. For example, if you appoint a new 
instructor, that instructor will not – yet – have taught a class. 

• Not all trainees are likely to be enrolled in classes during some time period. In fact, in a 
real world setting, many trainees are likely to get informal “on the job” training without going to formal 
classes. Therefore, it is reasonable to assume that ENROLL is optional to TRAINEE.  

• You cannot create an enrollment record without having a trainee. Therefore, TRAINEE is 
mandatory to ENROLL. (Discussion point: What about making TRAINEE optional to ENROLL? In any 
case, optional relationships may be used for operational reasons, whether or not they are directly derived 
from a business rule.) 

 
b.  

Both questions (a) and (b) have been addressed in the ER diagram shown in Figure P5.5b.  
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Figure P5.5b The HEG ERD 

 
 
 
As you discuss Figure P5.5b, keep the discussion in part (a) in mind. Also, note the following points: 
• A trainee can take more than one class, and each class contains many (10 or more) 

trainees, so there is a *:* relationship between TRAINEE and CLASS. (Therefore, a composite entity is 
used to serve as the bridge between TRAINEE and CLASS.)  

• A class is taught by only one instructor, but an instructor can teach up to two classes. 
Therefore, there is a 1:* relationship between INSTRUCTOR and CLASS.  

• Finally, a COURSE may generate more than one CLASS, while each CLASS is based on 
one COURSE, so there is a 1:* relationship between COURSE and CLASS.  

 
These relationships are all reflected in the ER diagram shown in Figure P5.2b. Note the optional and 

mandatory relationships: 
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• To exist, a CLASS must have TRAINEEs enrolled in it, but TRAINEEs do not 
necessarily take CLASSes. (Some may take "on the job training.") 

• An INSTRUCTOR may not be teaching any CLASSes during some enrollment periods. 
For example, an instructor may be assigned to duties other than training. However, each CLASS must 
have an INSTRUCTOR.  

• If an insufficient number of people sign up for a CLASS, a COURSE may not generate 
any CLASSes, but each CLASS must represent a COURSE. 

 
7. The solutions for problems 7a-7e are shown in Figure P5.7. 
 
Figure P5.7 The TEC ERD 
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9. The initial UML ERD is shown in Figure P5.9. 
 
 
Figure P5.9 Initial Automata ERD 

 

 

 
11. The UML ERD solution is shown in Figure P5.11. 
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Figure P5.11 The ROBCOR Catering Service ERD 

 
 
13. The solution is shown in Figure P5.13. 
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Figure P5.13 The Tiny-University TFBS Maintenance ERD 
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15. The solution is shown in Figure P5.15. 
 
Figure P5.15 The RC Models UML ERD 
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Chapter 6, “Advanced Data Modeling” 
Answers to Selected Review Questions 
1.  An entity supertype is a generic entity type that is related to one or more entity subtypes, where the 

entity supertype contains the common characteristics and the entity subtypes contain the unique 

characteristics of each entity subtype. The reason for using supertypes is to minimize the number of nulls 

and to minimize the likelihood of redundant relationships. 

4.  A subtype discriminator is the attribute in the supertype entity that is used to determine to which 

entity subtype the supertype occurrence is related. For any given supertype occurrence, the value of the 

subtype discriminator will determine to which subtype the supertype occurrence is related.  

7.  An entity cluster is a “virtual” entity type used to represent multiple entities and relationships in the 

ERD. An entity cluster is formed by combining multiple interrelated entities into a single abstract entity 

object. An entity cluster is considered “virtual” or “abstract” in the sense that it is not actually an entity in 

the final ERD, but rather a temporary entity used to represent multiple entities and relationships with the 

purpose of simplifying the ERD and thus enhancing its readability. 

10. A surrogate primary key is an “artificial” PK that is used to uniquely identify each entity 

occurrence when there is no good natural key available or when the “natural” PK includes multiple 

attributes. A surrogate PK is also used when the natural PK is a long text variable. The reason for using a 

surrogate PK is to ensure entity integrity, to simplify application development by making queries simpler, 

to ensure query efficiency (for example, a query based on a simple numeric attribute is faster than one 

based on a 200-bit character string), and to ensure that relationships between entities can be created more 

easily than would be the case with a composite PK that may have to be used as a FK in a related entity. 
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13. A design trap occurs when a relationship is improperly or incompletely identified and, therefore, is 

represented in a way that is not consistent with the real world. The most common design trap is known as 

a fan trap. A fan trap occurs when you have one entity in two 1:* relationships to other entities, thus 

producing an association among the other entities that is not expressed in the model. 

 

Answers to Selected Problems 
 
1. The solution is shown in Figure P6.1 Avantive Corporation: 
 
FIGURE P6.1 Avantive Corporation 
 

 
 

 
3. The solution is shown in Figure P6.3 Avantive Corporation Full 
 
FIGURE P6.3 Avantive Corporation Full 
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5. The solution is shown in Figure P6.5 Tiny University History 
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FIGURE P6.5 Tiny University History 
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7. The solution is shown in Figure P6.7 FlyRight. 
 
FIGURE P6.7 FlyRight 
 

 
 
 
 
 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
57

 
 

Chapter 7, “Normalization of Database Tables” 
Answers to Selected Review Questions 
1.Normalization is a process for evaluating and correcting table structures to minimize data 

redundancies, thereby reducing the likelihood of data anomalies. 

3.  A table is in second normal form (2NF) when it is in 1NF and includes no partial dependencies; 

that is, no attribute is dependent on only a portion of the primary key. (But it is possible for a table in 2NF 

to exhibit transitive dependency; that is, one or more attributes may be functionally dependent on nonkey 

attributes.) 

5.  A table is in Boyce-Codd normal form (BCNF) when every determinant in the table is a candidate 

key. Clearly, if a table contains only one candidate key, the 3NF and the BCNF are equivalent. Putting 

that proposition another way, BCNF can be violated only when the table contains more than one candidate 

key. Most designers consider the Boyce-Codd normal form as a special case of the 3NF. In fact, when you 

use the techniques shown, most tables conform to the BCNF requirements once the 3NF is reached. 

7.  A partial dependency is a dependency that is based on only a part of a composite primary key. 

Partial dependencies are associated with the second normal form (2NF.) 

9.  A transitive dependency exists when one or more attributes may be functionally dependent on 

nonkey attributes. This dependency is associated with a table in second normal form (2NF.) 

12. Transitive dependency 

Answers to Selected Problems 
1.Using the INVOICE table structure shown in Table P7.1, write the relational schema, draw its 

dependency diagram and identify all dependencies (including all partial and transitive 
dependencies). You can assume that the table does not contain repeating groups and that any 
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invoice number may reference more than one product. (Hint: This table uses a composite primary 
key.) 

 

Rlational Schema: 

1NF 

(INV_NUM, PROD_NUM, SALE_DATE, PROD_DESCRIPTION, VEND_CODE, VEND_NAME, NUM_SOLD, PROD_PRICE) 

Partial Dependencies: 

(INV_NUM → SALE_DATE) 

(PROD_NUM → PROD_DESCRIPTION, VEND_CODE, PROD_PRICE) 

Transitive Dependency: 

(VEND_CODE → VEND_NAME) 

The dependency diagram is shown in Figure P7.1 

 
 

INV_NUM SALE_DATE VEND_CODEPROD_DESCRIPTION

Problem 1 Solution

Transitive Dependency

PROD_NUM VEND_NAME NUM_SOLD PROD_PRICE

Partial dependency

Partial dependencies

 
FIGURE P7.1 The dependency diagram for problem 1 
 

3.Using the table structures you created in Problem 2, remove all transitive dependencies, and 
draw the new dependency diagrams. Also identify the normal forms for each table structure you 
created. 

 
Figure P7.3 shows the dependency diagram for problem 3 
 

Figure P7.3 The Dependency Diagram for Problem 3 

lc “Dependency.” 
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Problem 3 Solution

INV_NUM PROD_NUM NUM_SOLD

INV_NUM SALE_DATE

3NF

3NF

VEND_CODEPROD_DESCRIPTIONPROD_NUM PROD_PRICE

3NFVEND_CODE VEND_NAME

3NF

Relational schema: 3NF(INV_NUM, PROD_NUM, NUM_SOLD)

Relational schema: 3NF(INV_NUM, SALE_DATE)

Relational schema: 3NF(PROD_NUM, PROD_DESCRIPTION, VEND_CODE)   

Relational schema: 3NF(VEND_CODE, VEND_NAME)

 

 

5.Using the STUDENT table structure shown in Table P7.5, write the relational schema, draw its 
dependency diagram, and identify all dependencies (including all transitive dependencies). 

 

The dependency diagram for problem 5 is shown in Figure P7.5. 
 

Figure P7.5 The Dependency Diagram for Problem 5 
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STU_NUM STU_MAJOR

Transitive Dependencies

STU_LNAME

ADV_LASTNAME

Note 1: The ADV_LASTNAME  is not a determinant of ADV_OFFICE  or ADV_PHONE,  because there are

(potentially) many advisors who have the same last name.

Note 2: If a department has only one phone, DEPT_CODE is a determinant of DEPT_PHONE. If a department

has several phones, the DEPT_CODE is no longer a determinant of DEPT_PHONE. In any case, if you

know the DEPT_PHONE value, you know the DEPT_CODE value. Therefore, DEPT_PHONE is a 

determinant of  DEPT_CODE. This latter dependency, indicated in orange, sets the stage for a BCNF

violation when the initial structure is normalized.

Note 3: ADV_OFFICE  is a determinant of  ADV_BUILDING  if the  ADV_OFFICE  is , in effect, a code.  For

example, if offices such as HE-201 and HE-324 use the prefix HE to indicate their location in the Heinz

building, the office locators determine the building.

DEPT_CODE DEPT_NAME DEPT_PHONE COLLEGE_NAME

ADV_OFFICE ADV_BUILDING ADV_PHONE STU_CLASS STU_GPA STU_HOURS

Transitive DependencyTransitive Dependency

 
 
The relational schema for the dependency diagram shown in Figure P7.5 is written as: 
 
STUDENT(STU_NUM, STU_LNAME, STU_MAJOR, DEPT_CODE, DEPT_NAME,  

DEPT_PHONE, ADVISOR_LNAME, ADVISOR_OFFICE, ADVISOR_BLDG, 
ADVISOR_PHONE, STU_GPA, STU_HOURS, STU_CLASS) 

 

7. Using the results of Problem 6, draw the ERD using UML notation. 
 

The ERD is shown in Figure P7.7.  
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Figure P7.7 The Tiny University ERD 

 

 
 
 

 

 

9.Using the answer to Problem 8, create the relational schemas and create a set of dependency 
diagrams that meet 3NF requirements. Rename attributes to meet the naming conventions, and 
create new entities and attributes as necessary. 

 
The dependency diagrams are shown in Figure P7.9. The dependency diagrams in Figure P7. 9 reflect 

the notion that one employee manages each building. 
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Figure P7.9 FOUNDIT Co. 3NF and Its Relational Diagram 

BLDG_NAME

EMP_FNAME EMP_INITIAL

BLDG_CODE

EMP_CODE EMP_LNAME

FOUNDIT Co. Dependency Diagrams: all tables in 3NF

ITEM_DESCRIPTIONITEM_ID BLDG_ROOM BLDG_CODE

EMP_CODE

 
 
The relational schemas are written as follows: 
 
EMPLOYEE(EMP_CODE, EMP_LNAME, EMP_FNAME, EMP_INITIAL) 
 
BUILDING(BLDG_CODE, BLDG_NAME, EMP_CODE) 
 
ITEM(ITEM_ID, ITEM_DESCRIPTION, ITEM_ROOM, BLDG_CODE) 
 
 
 
11. The table structure shown in Table P7.11 contains many unsatisfactory components 

and characteristics. (For example, there are several multivalued attributes, naming 
conventions are violated, and some attributes are not atomic.) Given that structure, write the 
relational schema and draw its dependency diagram. Label all transitive and/or partial 
dependencies. 

 
The dependency diagram is shown in Figure P7.11.  
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Figure P7.11 The Dependency Diagram for Problem 11 

EMP_LNAME

Transitive Dependencies

DEPT_CODE

JOB_CLASS

EMP_EDUCATION DEPT_NAME DEPT_MANAGER

JOB_TITLE

EMP_HIRE_DATE

EMP_CODE

EMP_DEPENDENTS EMP_DOB EMP_TRAINING

EMP_BASE_SALARY

Continued….

Transitive Dependencies

EMP_COMMISSION_RATE

Continued….

 
The relational schema is written as: 
 
EMPLOYEE(EMP_CODE, EMP_LNAME, EMP_EDUCATION, JOB_CLASS, 

EMP_DEPENDENTS,DEPT_CODE,DEPT_NAME, DEPT_MANAGER, 
EMP_TITLE, EMP_DOB, EMP_HIRE_DATE, EMP_TRAINING, 
EMP_BASE_SALARY, EMP_COMMISSION_RATE) 
 

13. Using the results of Problem 12, draw the UML ERD. 
 
The ERD solution is shown in Figure P7.13. 
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Figure P7.13 The ERD for Problem 13 

 

 
 
 
15. Break up the dependency diagram you drew in Problem 14 to produce dependency 

diagrams that are in 3NF and write the relational schema. (Hint: You might have to create a few 
new attributes. Also, make sure that the new dependency diagrams contain attributes that meet 
proper design criteria; that is, make sure that there are no multivalued attributes, that the naming 
conventions are met, and so on.) 

 
Figure P5.15 shows the dependency diagram for problem 15 
 
 
 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
65

Figure P7.15 The Dependency Diagram for Problem 15 
 

DIN_DATE

MEM_NAME

Transitive Dependency

DIN_CODE

MEM_ADDRESS MEM_CITY

INVITE_DATE DIN_CODE

ENT_DESCRIPTION

MEM_NUM

ENT_CODE DES_CODE

DES_DESCRIPTION

MEM_POST

INVITE_NUM

MEM_COUNT

MEM_NUM INVITE_ACCEPT INVITE_ATTEND

DIN_DESCRIPTION

ENT_CODE DES_CODEENTREE DESSERT

DINNER

INVITATION

MEMBER

 

As you examine Figure P7.15, note how easy it is to see the 
functionality of the decomposition. For example, the (composite) 

INVITATION and DINNER entities make it possible to track who 
was sent an invitation on what date (INVITE_DATE) to a dinner 

to be held at some specified date (DIN_DATE), what dinner 
(DIN_CODE) would be served on that date, who (MEM_NUM) 
accepted the invitation (INVITE_ACCEPT), and who actually 

attended (INVITE_ATTEND. The INVITE_ACCEPT attribute 
would be a simple Y/N, as would be the INVITE_ATTEND. To 

avoid nulls, the default values for INVITE_ACCEPT and 
INVITE_ATTEND could be set to N. Getting the number of 
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acceptances for a given dinner by a given date would be simple, 
thus enabling the catering service to plan the dinner better  

 
 
 
 
 
 
 

17. The solution is shown in Figure P7.17 

 
Figure P7.17 The ConsultCo Dependency Diagram 

CLIENT_NAME CLASS_1DATECLIENT_NUM

continued….

Note: The REGION attribute has been duplicated to show all of the dependencies in a single diagram

CONTRACT CLASS_2 CLASS_3 CLASS_4 CONS_NUM_1 CONS_NAME_1REGION

REGION CONS_NUM_2 CONS_NAME_2 CONS_NUM_3 CONS_NUM_4CONS_NAME_3 CONS_NAME_4

Transitive dependencies Transitive dependencies

Transitive dependencies Transitive dependencies

 
The relational schema is written as follows: 
 
CONTRACT(CLIENT_NUM, CLIENT_NAME, DATE, CONTRACT, CLASS_1, CLASS_2,  

CLASS_3, CLASS_4, REGION, CONS_NUM_1, CONS_NAME_1, 
CONS_NUM_2,CONS_NAME_2, CONS_NUM_3, CONS_NAME_3, 
CONS_NUM_4, CONS_NAME_4) 
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19. Using the results of Problem 18, draw ERD using UML notation. 
 
The ERD is shown in Figure P7.19. 
 
Figure P7.19 The ConsultCo ERD for Problem 19 
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21. Decompose the dependency diagram in Problem 20 to create table structures that are all in 

3NF and write the relational schema. Make sure that you label all dependencies. 
 
The normalized dependency diagram is shown in Figure P7.21. (Note the addition of MOD_CODE in 

the AIRCRAFT table to serve as the AIRCRAFT table’s FK to MODEL.) 
 
 
 
 
 
 
 
Figure P7.21 The Normalized Dependency Diagram for Problem 21 

CHAR_TRIP CHAR_DATE CUST_NUMBERCHAR_CITY

CUST_LNAME MOD_CODEAC_NUM

COPILOT

CUST_NUMBER

PILOT

MOD_CHG_MILEMOD_CODE

CUSTOMER table MODEL tableAIRCRAFT table

CHARTER table

FLT_ENGINEER LOAD_MASTER

Continued ….

MOD_SEATS

CHAR_PAX CHAR_MILES

 
23. Break up the dependency diagram to create two new dependency diagrams, one in 3NF and 

one in 2NF. 
 
The dependency diagrams are shown in Figure P7.23. 
 
Figure P7.23 The Dependency Diagram for Problem 23 
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A 3 NF C E FD A B 2 NF

Transitive dependency

G

Note that  this  is  not  a  transitive  dependency,
because C does  not  determ ine another non-key
Attribute value. Instead, C determ ines the value
of a key attribute.
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Chapter 8, “Introduction to Structured Query Language (SQL)” 
Answers to Selected Review Questions 
 
2.   INSERT INTO EMP_1 VALUES (‘101’, ‘News’, ‘John’, ‘G’, ’08-Nov-98’, ‘502’); 

INSERT INTO EMP_1 VALUES (‘102’, ‘Senior’, ‘David’, ‘H’, ’12-Jul-87’, ‘501’); 
 

5.    UPDATE EMP_1 
SET JOB_CODE = ‘501’ 
WHERE EMP_NUM = ‘106’; 
 
To see the changes: 
SELECT *  
FROM EMP_1 
WHERE EMP_NUM = ‘106’; 
 
To reset, use  
ROLLBACK; 
 
9.   UPDATE EMP_2  
SET EMP_PCT = 3.85 
WHERE EMP_NUM = '103'; 

 
To enter the remaining EMP_PCT values: 
UPDATE  EMP_2 
SET EMP_PCT = 5.00 
WHERE  EMP_NUM = ‘101’; 
 
UPDATE  EMP_2 
SET EMP_PCT = 8.00 
WHERE EMP_NUM = ‘102’; 
 
Follow that format for the remaining rows. 

 
15. SELECT *  
FROM EMP_2 
WHERE EMP_LNAME LIKE 'Smith%'; 
 
16. SELECT PROJ_NAME, PROJ_VALUE, PROJ_BALANCE, EMPLOYEE.EMP_LNAME, 

EMP_FNAME, EMP_INITIAL, EMPLOYEE.JOB_CODE, JOB.JOB_DESCRIPTION, 
JOB.JOB_CHG_HOUR 

FROM PROJECT, EMPLOYEE, JOB 
WHERE EMPLOYEE.EMP_NUM = PROJECT.EMP_NUM 
AND JOB.JOB_CODE = EMPLOYEE.JOB_CODE; 
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24. SELECT Sum(ASSIGNMENT.ASSIGN_HOURS) AS SumOfASSIGN_HOURS, 
 Sum(ASSIGNMENT.ASSIGN_CHARGE) AS SumOfASSIGN_CHARGE 

FROM ASSIGNMENT; 
 

Answers to Selected Problems 
 
1.    
 
SELECT CHARTER.CHAR_TRIP, CHARTER.CHAR_DATE,   CHARTER.AC_NUMBER, 

 CHARTER.CHAR_DESTINATION 
FROM CHARTER; 
 
5.  

SELECT CHARTER.CHAR_DATE, CHARTER.CHAR_DESTINATION, 
 CHARTER.AC_NUMBER, MODEL.MOD_NAME, MODEL.MOD_CHG_MILE 
FROM MODEL, AIRCRAFT, CHARTER 
WHERE AIRCRAFT.AC_NUMBER = CHARTER.AC_NUMBER 
AND MODEL.MOD_CODE = AIRCRAFT.MOD_CODE 
AND CHARTER.CHAR_DATE)=#2/6/2007#)); 
 
(Note that Access uses the “#”delimiter for dates. If you use Oracle, use apostrophes as 

delimiters.) 
 
 
7.  

SELECT CHARTER.CHAR_DATE, CHARTER.CHAR_DESTINATION,  
 AIRCRAFT.AC_NUMBER, MODEL.MOD_CHG_MILE, 

 CHARTER.CHAR_DISTANCE,  
 CREW.EMP_NUM, CREW.CREW_JOB, EMPLOYEE.EMP_LNAME 
FROM CHARTER, AIRCRAFT, MODEL, CREW, EMPLOYEE 
WHERE CHARTER.CHAR_TRIP = CREW.CHAR_TRIP 
AND EMPLOYEE.EMP_NUM = CREW.EMP_NUM 
AND AIRCRAFT.AC_NUMBER = CHARTER.AC_NUMBER 
AND MODEL.MOD_CODE = AIRCRAFT.MOD_CODE 
AND CHARTER.CHAR_DATE>=#2/9/2007# 
ORDER BY CHARTER.CHAR_DATE, AIRCRAFT.AC_NUMBER; 

 
(Note that Access uses the “#”delimiter for dates. If you use Oracle, use apostrophes as 

delimiters.) 
 
9.  

SELECT CHARTER.CHAR_DATE, CUSTOMER.CUS_LNAME,  
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 CHARTER.CHAR_DISTANCE, MODEL.MOD_CHG_MILE,  
 CHARTER.CHAR_DISTANCE*MODEL.MOD_CHG_MILE AS Expr1 
FROM MODEL, CUSTOMER, AIRCRAFT, CHARTER 
WHERE AIRCRAFT.AC_NUMBER = CHARTER.AC_NUMBER 
AND CUSTOMER.CUS_CODE = CHARTER.CUS_CODE 
AND MODEL.MOD_CODE = AIRCRAFT.MOD_CODE 
AND CHARTER.CHAR_DATE>=#2/9/2007# 
ORDER BY CHARTER.CHAR_DATE, CUSTOMER.CUS_LNAME; 
 
(Note that Access uses the “#”delimiter for dates. If you use Oracle, use apostrophes as 

delimiters.) 
 
11.  
 

SELECT CUSTOMER.CUS_LNAME, CUSTOMER.CUS_FNAME, 
 CUSTOMER.CUS_INITIAL, CUSTOMER.CUS_BALANCE 

FROM CUSTOMER 
WHERE CUSTOMER.CUS_BALANCE>0 
ORDER BY CUSTOMER.CUS_BALANCE DESC; 

 
13.  

SELECT CHARTER.AC_NUMBER, Count(CHARTER.AC_NUMBER) AS 
 CountOfAC_NUMBER, Sum(CHARTER.CHAR_DISTANCE) AS 

 SumOfCHAR_DISTANCE,  
 Avg(CHARTER.CHAR_DISTANCE) AS AvgOfCHAR_DISTANCE,  
 Sum(CHARTER.CHAR_HOURS_FLOWN) AS SumOfCHAR_HOURS_FLOWN,  
 Avg(CHARTER.CHAR_HOURS_FLOWN) AS AvgOfCHAR_HOURS_FLOWN 
FROM CHARTER 
GROUP BY CHARTER.AC_NUMBER; 

 
15.  
 

SELECT EMPLOYEE.EMP_NUM, EMPLOYEE.EMP_LNAME, 
 EMPLOYEE.EMP_FNAME, EMPLOYEE.EMP_HIRE_DATE,  
 EMPLOYEE.EMP_DOB, Int((Date()-EMPLOYEE.EMP_DOB)/365) AS  
 Expr1, Date() AS Expr2 
FROM EMPLOYEE; 

 
NOTE  in ORACLE you should use the SYSDATE function. 
 
17.  
 
SELECT  COUNT(*)  
FROM CUSTOMER 
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WHERE  CUS_BALANCE >500; 
 
19.  
 

SELECT INVOICE.CUS_CODE, INVOICE.INV_NUMBER, PRODUCT.P_DESCRIPT,  
 LINE.LINE_UNITS AS [Units Bought], LINE.LINE_PRICE AS [Unit Price],  
 LINE.LINE_UNITS*LINE.LINE_PRICE AS Subtotal 
FROM CUSTOMER, INVOICE, LINE, PRODUCT 
WHERE  CUSTOMER.CUS_CODE = INVOICE.CUS_CODE 
AND INVOICE.INV_NUMBER = LINE.INV_NUMBER  
AND PRODUCT.P_CODE = LINE.P_CODE 
ORDER BY INVOICE.CUS_CODE, INVOICE.INV_NUMBER, PRODUCT.P_DESCRIPT; 

 
 
21.  
 

SELECT INVOICE.CUS_CODE, CUSTOMER.CUS_BALANCE,  
 Sum(LINE.LINE_UNITS*LINE.LINE_PRICE) AS [Total Purchases],  
 Count(*) AS [Number of Purchases] 
FROM CUSTOMER, INVOICE, LINE 
WHERE INVOICE.INV_NUMBER = LINE.INV_NUMBER 
AND CUSTOMER.CUS_CODE = INVOICE.CUS_CODE 
GROUP BY INVOICE.CUS_CODE, CUSTOMER.CUS_BALANCE; 

 
 
23.  

SELECT LINE.INV_NUMBER,  
 Sum(LINE.LINE_UNITS*LINE.LINE_PRICE) AS [Invoice Total] 
FROM LINE 
GROUP BY LINE.INV_NUMBER; 

 
 
25.  
 

Note that a query may be used as the data source for another query. The following code is shown 
in qryP8.25A in your Ch08_Saleco database. Note that the data source is qryP8-24. 

 
SELECT  CUS_CODE,  
 Count(INV_NUMBER) AS [Number of Invoices],  
 AVG([Invoice Total]) AS [Average Invoice Amount],  
 MAX([Invoice Total]) AS [Max  Invoice Amount],  
 MIN([Invoice Total]) AS [Min  Invoice Amount], 
 Sum([Invoice Total]) AS [Total Customer Purchases] 
FROM [qryP6-24] 
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GROUP BY [qryP6-24].CUS_CODE; 
 
Instead of using another query as your data source, you can also use an alias. The following code 

is shown in qryP8.25B in your Ch08_SaleCo database. 
 
SELECT CUS_CODE, COUNT(LINE.INV_NUMBER) AS [Number of Invoices],  
 AVG([Invoice Total]) AS [Average Invoice Amount],  
 MAX([Invoice Total]) AS [Max  Invoice Amount],  
 MIN([Invoice Total]) AS [Min  Invoice Amount],  
 Sum([Invoice Total]) AS [Total Customer Purchases] 
FROM [SELECT CUS_CODE, LINE.INV_NUMBER, 
   Sum(LINE.LINE_UNITS*LINE.LINE_PRICE) AS [Invoice Total] 
 FROM INVOICE, LINE  
 WHERE INVOICE.INV_NUMBER = LINE.INV_NUMBER 
 GROUP BY CUS_CODE, LINE.INV_NUMBER) 
GROUP BY CUS_CODE; 

 
 
27.  

SELECT CUS_CODE, CUS_BALANCE 
FROM CUSTOMER 
WHERE CUSTOMER.CUS_CODE IN  
 ( SELECT DISTINCT CUS_CODE FROM INVOICE ); 
 

 
 
29. 
 

SELECT Sum(CUS_BALANCE) AS [Total Balance], Min(CUS_BALANCE) AS  
 [Minimum Balance], Max(CUS_BALANCE) AS [Maximum Balance],  
 Avg(CUS_BALANCE) AS [Average Balance] 
FROM CUSTOMER; 

 
 
31.  
 

SELECT SUM(CUS_BALANCE) AS [Total Balance], MIN(CUS_BALANCE) AS  
 [Minimum Balance], MAX(CUS_BALANCE) AS [Maximum Balance],  
 AVG(CUS_BALANCE) AS [Average Balance] 
FROM [SELECT CUS_CODE, CUS_BALANCE 
 FROM CUSTOMER 
 WHERE CUSTOMER.CUS_CODE NOT IN  
 (SELECT DISTINCT CUS_CODE FROM INVOICE) ]. AS [%$##@_Alias]; 

33.  
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SELECT SUM(P_ONHAND*P_PRICE) AS [Total Value of Inventory] 
FROM PRODUCT; 

 
 
35. 
 
SELECT ATTRACTION.ATTRACT_NAME, ATTRACTION.ATTRACT_CAPACITY 
FROM THEMEPARK INNER JOIN ATTRACTION ON THEMEPARK.PARK_CODE = 

ATTRACTION.PARK_CODE 
WHERE (((THEMEPARK.PARK_NAME)='FairyLand')); 
 
 
37. 
 
-- ACCESS ANSWER 
SELECT THEMEPARK.PARK_NAME, Round(Sum(TICKET.TICKET_PRICE),2) AS [Total Adult 

Ticket Sales] 
FROM THEMEPARK INNER JOIN TICKET ON THEMEPARK.PARK_CODE = 

TICKET.PARK_CODE 
GROUP BY THEMEPARK.PARK_NAME, TICKET.TICKET_TYPE 
HAVING (((TICKET.TICKET_TYPE)="Adult")); 
 
 
-- ORACLE ANSWER 
SELECT THEMEPARK.PARK_NAME, Round(Sum(TICKET.TICKET_PRICE),2) AS "Total Adult 

Ticket Sales" 
FROM THEMEPARK , TICKET  
WHERE THEMEPARK.PARK_CODE = TICKET.PARK_CODE 
AND TICKET.TICKET_TYPE LIKE 'Adult' 
GROUP BY THEMEPARK.PARK_NAME, TICKET.TICKET_TYPE; 
 
 
39.  
 
-- ACCESS ANSWER 
SELECT THEMEPARK.PARK_NAME, Count(TICKET.TICKET_PRICE) AS 

TOTAL_TICKETS_SOLD 
FROM THEMEPARK INNER JOIN TICKET ON THEMEPARK.PARK_CODE = 

TICKET.PARK_CODE 
GROUP BY THEMEPARK.PARK_NAME; 
 
-- ORACLE ANSWER 
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SELECT THEMEPARK.PARK_NAME, Count(TICKET.TICKET_PRICE) AS 
TOTAL_TICKETS_SOLD 

FROM THEMEPARK, TICKET 
WHERE THEMEPARK.PARK_CODE = TICKET.PARK_CODE 
GROUP BY THEMEPARK.PARK_NAME; 
 
 
41. 
 
-- ACCESS ANSWER 
SELECT EMPLOYEE.EMP_NUM, EMPLOYEE.EMP_LNAME, EMPLOYEE.EMP_FNAME, 

EMPLOYEE.EMP_HIRE_DATE, EMPLOYEE.EMP_DOB, Int((Date()-
EMPLOYEE.EMP_HIRE_DATE)/365) AS Length_of_Service 

FROM EMPLOYEE; 
 
-- ORACLE ANSWER 
SELECT EMPLOYEE.EMP_NUM, EMPLOYEE.EMP_LNAME, EMPLOYEE.EMP_FNAME, 

EMPLOYEE.EMP_HIRE_DATE, EMPLOYEE.EMP_DOB, ((SYSDATE-
EMPLOYEE.EMP_HIRE_DATE)/365) AS Length_of_Service 

FROM EMPLOYEE; 
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Chapter 9, “Advanced SQL” 
Answers to Selected Review Questions 
 
1.  Union-compatible means that the relations yield attributes with identical names and compatible 

data types. That is, the relation A(c1,c2,c3) and the relation B(c1,c2,c3) have union compatibility if the 
columns have the same names, the columns are in the same order, and the columns have “compatible” 
data types. Compatible data types do not require that the attributes be identical—only that they are 
comparable. For example, VARCHAR(15) and CHAR(15) are comparable, as are NUMBER (3,0) and 
INTEGER. 

 
3.  The query output will be as follows: 
 
Alice Cordoza 
John Cretchakov 
Anne McDonald 
Mary Chen 
 
7.  A CROSS JOIN is identical to the PRODUCT relational operator. The cross join is also known as 

the Cartesian product of two tables. For example, if you have two tables, AGENT with 10 rows and 
CUSTOMER with 21 rows, the cross join resulting set will have 210 rows and will include all of the 
columns from both tables. Syntax examples are: 

 
SELECT * FROM CUSTOMER CROSS JOIN AGENT; 
 
or 
 
SELECT * FROM CUSTOMER, AGENT 
 
If you do not specify a join condition when joining tables, the result will be a CROSS JOIN or 

PRODUCT operation. 
 
10. A subquery is a query (expressed as a SELECT statement) that is located inside another query. The 

first SQL statement is known as the outer query; the second is known as the inner query or subquery. The 
inner query or subquery is normally executed first. The output of the inner query is used as the input for 
the outer query. A subquery is normally expressed inside parentheses and can return zero, one, or more 
rows. Each row can have one or more columns.  

 
A subquery can appear in many places in a SQL statement: 
• As part of a FROM clause. 
• To the right of a WHERE conditional expression. 
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• To the right of the IN clause. 
• In an EXISTS operator. 
• To the right of a HAVING clause conditional operator. 
• In the attribute list of a SELECT clause. 
 
Examples of subqueries are as follows: 
 
INSERT INTO PRODUCT 
SELECT * FROM P; 
 
DELETE FROM PRODUCT 
WHERE V_CODE IN (SELECT V_CODE FROM VENDOR  
WHERE V_AREACODE = ‘615’); 
 
SELECT V_CODE, V_NAME 
FROM VENDOR 
WHERE V_CODE NOT IN (SELECT V_CODE FROM PRODUCT); 
 
15. You must use the SUBSTR function: 
 
SELECT SUBSTR(EMP_LNAME,1,3) FROM EMPLOYEE; 
 
19. Embedded SQL is a term used to refer to SQL statements that are contained within application 

programming languages such as COBOL, C++, ASP, Java, and ColdFusion. The program may be a 
standard binary executable in Windows or Linux, or it may be a Web application designed to run over the 
Internet. No matter what language you use, if it contains embedded SQL statements, it is called the host 
language. Embedded SQL is still the most common approach to maintaining procedural capabilities in 
DBMS-based applications. 

 
 

Answers to Selected Problems 
 
1.  
CREATE TABLE CUSTOMER ( 
CUST_NUM NUMBER PRIMARY KEY,  
CUST_LNAME VARCHAR(20),  
CUST_FNAME VARCHAR(20),  
CUST_BALANCE NUMBER); 
 
CREATE TABLE CUSTOMER_2 ( 
CUST_NUM NUMBER PRIMARY KEY,  
CUST_LNAME VARCHAR(20),  
CUST_FNAME VARCHAR(20)); 
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CREATE TABLE INVOICE ( 
INV_NUM NUMBER PRIMARY KEY,  
CUST_NUM NUMBER,  
INV_DATE DATE,  
INV_AMOUNT NUMBER); 
 
 
3.   SELECT CUST_LNAME, CUST_FNAME FROM CUSTOMER 
UNION  
SELECT CUST_LNAME, CUST_FNAME FROM CUSTOMER_2; 
 
 
5. 

In Oracle: 
 
SELECT CUST_LNAME, CUST_FNAME FROM CUSTOMER 
INTERSECT  
SELECT CUST_LNAME, CUST_FNAME FROM CUSTOMER_2; 
 

In MS Access: 
 
SELECT C.CUST_LNAME, C.CUST_FNAME 
FROM CUSTOMER AS C, CUSTOMER_2 AS C2 
WHERE C.CUST_LNAME=C2.CUST_LNAME AND C.CUST_FNAME=C2.CUST_FNAME; 
 
Because Access doesn’t support the INTERSECT SQL operator, you need to list only the rows in 

which all the attributes match. 
 
7. 
 
This command will run in Oracle and in MS Access: 
 
SELECT INV_NUM, CUSTOMER.CUST_NUM, CUST_LNAME, CUST_FNAME, INV_DATE, 

INV_AMOUNT 
FROM INVOICE INNER JOIN CUSTOMER ON 

INVOICE.CUST_NUM=CUSTOMER.CUST_NUM 
WHERE CUST_BALANCE>=1000; 
 
9. 
 
The following code will only run in Oracle: 
 
CREATE SEQUENCE CUST_NUM_SQ START WITH 1000 NOCACHE; 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
80

CREATE SEQUENCE INV_NUM_SQ START WITH 5000 NOCACHE; 
 
11. 
In Oracle: 
 
SELECT CUST_LNAME, CUST_FNAME, ROUND((SYSDATE-CUST_DOB)/365,0) AS AGE 
FROM CUSTOMER; 
 
In MS Access: 
 
SELECT CUST_LNAME, CUST_FNAME, ROUND((DATE()-CUST_DOB)/365,0) AS AGE 
FROM CUSTOMER; 
 
 
13. 
 
SELECT AVG(CUST_AGE) FROM CUSTOMER; 
 
15. CREATE OR REPLACE PROCEDURE PRC_CUST_ADD 
(W_CN IN NUMBER, W_CLN IN VARCHAR, W_CFN IN VARCHAR, W_CBAL IN NUMBER) AS  
BEGIN 
 INSERT INTO CUSTOMER (CUST_NUM, CUST_LNAME, CUST_FNAME, CUST_BALANCE) 
 VALUES (W_CN, W_CLN, W_CFN, W_CBAL); 
END; 
 
To test the procedure: 
 
EXEC PRC_CUST_ADD(1002,’Rauthor’,’Peter’,0.00); 
SELECT * FROM CUSTOMER; 
 
17. 

CREATE OR REPLACE TRIGGER TRG_UPDATECUSTBALANCE2 
AFTER DELETE ON INVOICE 
FOR EACH ROW 
BEGIN 
 UPDATE CUSTOMER 
 SET CUST_BALANCE = CUST_BALANCE - :OLD.INV_AMOUNT 
 WHERE CUST_NUM = :OLD.CUST_NUM; 
END; 
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19.  
 
DROP TABLE stock; 
DROP TABLE AUTHOR_BOOK; 
DROP TABLE book; 
DROP TABLE author; 
 
CREATE TABLE author ( 
  author_id    NUMBER PRIMARY KEY, 
  first_name   VARCHAR2(20), 
  last_name  VARCHAR2(20)); 
 
 
CREATE TABLE book ( 
  isbn      CHAR(10) PRIMARY KEY, 
  title     VARCHAR2(100), 
  number_pages NUMBER, 
  price     NUMBER, 
  type  VARCHAR2(20)); 
 
CREATE TABLE AUTHOR_BOOK ( 
   author_id NUMBER,  
   isbn CHAR(10), 
   CONSTRAINT fk_author FOREIGN KEY(author_id)REFERENCES author(author_id), 
   CONSTRAINT fk_book FOREIGN KEY(isbn) REFERENCES book(isbn), 
   CONSTRAINT pk_author_book PRIMARY KEY (author_id,isbn) 
); 
 
 
CREATE TABLE   stock( 
  isbn         CHAR(10) PRIMARY KEY,  
  status       VARCHAR2(16) CHECK (status IN ('IN STOCK', 'on ORDER', 'FUTURE')), 
  status_date  DATE, 
  quantity     NUMBER, 
  CONSTRAINT fk_stock_book FOREIGN KEY (isbn) REFERENCES book(isbn)); 

 

 
 
 
 
 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
82

21. 
 
 
ALTER TABLE BOOK ADD (DATE_PUBLISHED DATE); 
 
UPDATE BOOK 
SET DATE_PUBLISHED = '12-MAR-07' 
WHERE ISBN = 72121333; 
UPDATE BOOK 
SET DATE_PUBLISHED = '23-NOV-07' 
WHERE ISBN = 912122048; 
UPDATE BOOK 
SET DATE_PUBLISHED = '12-MAY-05' 
WHERE ISBN =912934511; 
UPDATE BOOK 
SET DATE_PUBLISHED = '11-JUNE-07' 
WHERE ISBN =935642189; 
 
23.  
 
SELECT FIRST_NAME, LAST_NAME, TITLE, SUBSTR(last_name,1,5) || SUBSTR(title,1,8) AS  

AUTHOR_BOOK_ID 
FROM BOOK, AUTHOR, AUTHOR_BOOK 
WHERE BOOK.ISBN = AUTHOR_BOOK.ISBN AND 
AUTHOR.AUTHOR_ID = AUTHOR_BOOK.AUTHOR_ID; 
 
25. 
 SET SERVEROUTPUT ON 
DECLARE 
     CURSOR book_cursor IS 
  SELECT isbn, title FROM book; 
  book_record book_cursor%ROWTYPE; 
 
BEGIN 
OPEN book_cursor; 
      LOOP 
        FETCH book_cursor INTO book_record; 
        EXIT WHEN book_cursor%ROWCOUNT > 3; 
      DBMS_OUTPUT.PUT_LINE ('ISBN : ' || book_record.isbn || '  ' || book_record.title); 
      END LOOP; 
      CLOSE book_cursor;    
END; 
/ 
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27.  
 
     CREATE OR REPLACE TRIGGER TRG_LINE_TOTAL 

BEFORE INSERT ON LINE 
FOR EACH ROW 
BEGIN 
 NEW.LINE_TOTAL:= :NEW.LINE_UNITS * :NEW.LINE_PRICE; 
END; 

 
29. 
 
CREATE OR REPLACE PROCEDURE PRC_INV_AMOUNTS (W_IN IN NUMBER) AS  
W_CHK  NUMBER := 0; 
W_SUBT NUMBER := 0; 
W_TAX   NUMBER := 0; 
BEGIN 
 -- VALIDATE INVOICE NUMBER 
 SELECT COUNT(*) INTO W_CHK FROM INVOICE  
 WHERE INV_NUMBER = W_IN; 
 
 IF W_CHK = 1 THEN 
  -- COMPUTE THE W_SUBT 
  SELECT SUM(LINE_TOTAL) INTO W_SUBT FROM LINE 
  WHERE LINE.INV_NUMBER = W_IN; 
  -- COMPUTE W_TAX 
  W_TAX := W_SUBT * 0.08; 
  -- UPDATE INVOICE 
  UPDATE INVOICE 
 SET INV_SUBTOTAL = W_SUBT, 
  INV_TAX = W_TAX, 
  INV_TOTAL = W_SUBT + W_TAX 
 WHERE INV_NUMBER = W_IN; 
 END IF; 
END; 
 
31. 
 

ALTER TABLE MODEL ADD MOD_WAIT_CHG NUMBER; 
 
UPDATE MODEL 
SET MOD_WAIT_CHG = 100  

WHERE MOD_CODE = ‘C-90A’; 
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UPDATE MODEL 
SET MOD_WAIT_CHG = 50  
WHERE MOD_CODE = ‘PA23-250’; 

 
UPDATE MODEL 
SET MOD_WAIT_CHG = 75  
WHERE MOD_CODE = ‘PA31-350’; 

 
 
33. 
 

ALTER TABLE CHARTER 
 ADD CHAR_WAIT_CHG NUMBER 
 ADD CHAR_FLT_CHG_HR NUMBER 
 ADD CHAR_FLT_CHG NUMBER 
 ADD CHAR_TAX_CHG NUMBER 
 ADD CHAR_TOT_CHG NUMBER 
 ADD CHAR_PYMT NUMBER 
 ADD CHAR_BALANCE NUMBER; 

 
 
35. 
 
UPDATE CHARTER 
SET CHAR_FLT_CHG_HR = ( 
 SELECT MOD_CHG_MILE FROM MODEL, AIRCRAFT 
 WHERE MODEL.MOD_CODE = AIRCRAFT.MOD_CODE 
 AND  AIRCRAFT.AC_NUMBER = CHARTER.AC_NUMBER); 
 
 
37. 
 
UPDATE CHARTER 
SET CHAR_TAX_CHG = CHAR_FLT_CHG * 0.08; 
 
 
39.  
 

ALTER TABLE PILOT ADD PIL_PIC_HRS NUMBER; 
 
 
41. 
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CREATE OR REPLACE TRIGGER TRG_PIC_HOURS 
AFTER INSERT ON CREW 
FOR EACH ROW 
BEGIN 
 IF :NEW.CREW_JOB = 'Pilot' THEN 
  UPDATE PILOT 
  SET PIL_PIC_HRS = PIL_PIC_HRS + 
 (SELECT CHAR_HOURS_FLOWN FROM CHARTER  
 WHERE CHAR_TRIP = :NEW.CHAR_TRIP) 
  WHERE EMP_NUM = :NEW.EMP_NUM; 
 END IF; 
END; 
 
 
 
 
 

Chapter 10, “Database Design” 
Answers to Selected Review Questions 
 
2. Both systems analysis and systems development constitute part of the Systems Development Life 

Cycle, or SDLC. Systems analysis, the second phase of the SDLC, establishes the need for and the extent 
of an information system by:  

• Establishing end-user requirements. 
• Evaluating the existing system. 
• Developing a logical systems design. 
 
Systems development, based on the detailed systems design found in the third phase of the SDLC, 

yields the information system. The detailed system specifications are established during the systems 
design phase, in which the designer completes the design of all required system processes. 

 
4.   DBLC is the acronym that is used to label the Database Life Cycle. The DBLC traces the history 

of a database system from its inception to its obsolescence. Since the database constitutes the core of an 
information system, the DBLC is concurrent to the SDLC. The DBLC is composed of six phases: initial 
study, design, implementation and loading, testing and evaluation, operation, and maintenance and 
evolution. 

 
6.  The minimal data rule specifies that all of the data defined in the data model are required to fit 

present and expected future data requirements. The rule may be phrased as All that is needed is there, and 
all that is there is needed. 
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8.  A good data dictionary provides a precise description of the characteristics of all of the entities and 
attributes found within the database. The data dictionary thus makes it easy to check for the existence of 
synonyms and homonyms, to check whether all attributes exist to support required reports, and to verify 
appropriate relationship representations. The data dictionary's contents are developed and used during the 
six DBLC phases: 

 
DATABASE INITIAL STUDY 
The components of the basic data dictionary are developed as the entities and attributes are defined 

during this phase. 
 
DATABASE DESIGN 
The contents of the data dictionary are used to verify the components of database design: entities, 

attributes, and their relationships. The designer also uses the data dictionary to check the database design 
for homonyms and synonyms and verifies that the entities and attributes will support all query and report 
requirements. 

 
IMPLEMENTATION AND LOADING 
The DBMS's data dictionary helps to resolve any remaining inconsistencies in attribute definition. 
 
TESTING AND EVALUATION 
If problems develop during this phase, the contents of the data dictionary may be used to help 

restructure the basic design components to make sure they support all required operations. 
 
OPERATION 
If the database design still yields (the almost inevitable) operational glitches, the data dictionary may 

be used as a quality control device to ensure that operational modifications to the database do not conflict 
with existing components. 

 
MAINTENANCE AND EVOLUTION 
As users face inevitable changes in information needs, the database may be modified to support those 

needs. Entities, attributes, and relationships may need to be added, or relationships may need to be 
changed. If new database components are fit into the design, their introduction may produce conflict with 
existing components. The data dictionary turns out to be a very useful tool for checking whether a 
suggested change invites conflicts within the database design and, if so, how those conflicts may be 
resolved. 

 
10. Describe the DBA’s responsibilities. 
 
  
The database administrator (DBA) is the person responsible for the control and management of the 

shared database within an organization. The DBA controls the database administration function within the 
organization. 
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The DA is responsible for managing the overall corporate data resource, both computerized and non-
computerized. Therefore, the DA is given a higher degree of responsibility and authority than the DBA. 
Depending on organizational style, the DBA and DA roles may overlap and may even be combined in a 
single position or person. 

 
 

Answers to Selected Problems 
 
1. a. The sequence may vary slightly from one designer to the next depending on the selected 

design methodology and even on personal preference. Yet in spite of such differences, it is possible to 
develop a common design methodology to permit the development of a basic decision-making process and 
the analysis required in designing an information system. 

 
Whatever the design philosophy, a good designer uses a specific and ordered set of steps through 

which the database design problem is approached. The steps are generally based on three phases: analysis, 
design, and implementation. These phases yield the following activities: 

 
ANALYSIS 
1. Interview the shop manager. 
2. Interview the mechanics. 
3. Obtain a general description of company operations. 
4. Create a description of each system process. 
 
DESIGN 
5. Create a conceptual model, using E-R diagrams. 
6. Draw a data flow diagram and system flowcharts. 
7. Normalize the conceptual model. 
 
IMPLEMENTATION 
8. Create the file (table) structures. 
9. Load the database. 
10. Create the application programs. 
11. Test the system. 
 
That listing implies that within each of the three phases, the steps are completed in a specific order. 

For example, it would seem reasonable that the interviews must be completed first in order to obtain a 
proper description of the company operations. Similarly, a data flow diagram would precede the creation 
of the E-R diagram. Nevertheless, the specific tasks and the order in which they are addressed may vary. 
Such variations do not matter as long as the designer bases the selected procedures on an appropriate 
design philosophy, such as top-down vs. bottom-up. 

 
Given that discussion, Problem 1's solution may be presented this way: 
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__7__ Normalize the conceptual model. 
 
__3__ Obtain a general description of company operations. 
 
__9__ Load the database. 
 
__4__ Create a description of each system process. 
 
_11__ Test the system. 
 
__6__ Draw a data flow diagram and system flowcharts. 
 
__5__ Create a conceptual model, using E-R diagrams. 
 
_10__ Create the application programs. 
 
__2__ Interview the mechanics. 

 
__8__ Create the file (table) structures. 
 
__1__ Interview the shop manager. 
 
 b. This question may be addressed in several ways. The following approach is suggested for 

developing a system composed of four main modules: Inventory, Payroll, Work Order, and Customer. 
 
The Information System's main modules are illustrated in Figure P10.1B. 
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ABC Car Service & Repair
Information System

Inventory Work Order Customer

Parts
Purchasing

Employee
Payroll

Maintenance
Work orders

Billing
Payments

Payroll

 

Figure P19.1B The ABC Company’s IS main modules 

The Inventory module includes the Parts and Purchasing submodules. The Payroll module handles all 
employee and payroll information. The Work Order module keeps track of the car maintenance history 
and all work orders for maintenance done on a car. The Customer module keeps track of the billing of the 
work orders to the customers and of the payments received from those customers. 

 
3. 
 
The SDLC is not a function of the information collected. Regardless of the extent of the design or its 

specific implementation, the SDLC phases remain: 
 

PLANNING 
Initial assessment 
Feasibility study 
 

ANALYSIS 
User requirements 
Study of existing systems 
Logical system design 
 

DETAILED SYSTEMS DESIGN 
Detailed system specifications 
 

Capitalize 
“orders.” 
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IMPLEMENTATION 
Coding, testing, debugging 
Installation, fine-tuning 
 

MAINTENANCE 
Evaluation 
Maintenance 
Enhancements 
 
5. 
 
The development of an information system will differ in the approach and philosophy used. More 

precisely, the designer team will probably be formed by a group of system analysts and may decide to use 
a decentralized approach to database design. 

 
Also, as is true for any organization, the system scope and constraints may be very different for 

different systems. Therefore, designers may opt to use different techniques at different stages. For 
example, the database initial study phase may include separate studies carried out by separate design 
teams at several geographically distant locations. Each of the findings of the design teams will later be 
integrated to identify the main problems, solutions, and opportunities that will guide the design and 
development of the system. 

 
 

Chapter 11, “Conceptual, Logical and Physical Database 
Design” 

Answers to Selected Review Questions 

 
2. What are business rules? Why are they important to a database designer? 
 
Business rules are narrative descriptions of the business policies, procedures, or principles that are 

derived from a detailed description of operations. Business rules are particularly valuable to database 

designers, because they help define: 

• Entities 

• Attributes 

• Relationships (1:1, 1:*, *:*, expressed through connectivities and cardinalities) 

• Constraints 
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To develop an accurate data model, the database designer must have a thorough and complete 

understanding of the organization's data requirements. The business rules are very important to the 

designer because they enable the designer to fully understand how the business works and what role is 

played by data within company operations.  

5.Describe the logical database design process. 
 
The aim of the logical design stage is to map the conceptual model into a logical model which can then 

be implemented on a relational DBMS. The logical design stage consists of the following phases:  

 

1. Creating the logical data model 

2. Validating the logical data model using normalization 

3. Assigning and validating integrity constraints 

4. Merging logical models constructed for different parts for the database together. 

5. Reviewing the logical data model with the user 

 

A full description of the logical design stage can be found in section 11.2. 

 
6.Describe the steps required to convert the conceptual ER model into the logical model. 
 
The first stage of logical database design is to translate the conceptual design into a set of relational 

database constructs. The steps required to convert the conceptual ER model into a logical model are. 

 

Step 1 Create relations for strong entities. 

Step 2 Create relations for weak entities. 

Step 3 Map multi-valued attributes. 

Step 4 Map binary relations ( 1:1, 1:*, *:*) 

Step 5 Map ternary relations 

Step 6 Map supertype and subtype relationships. 
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7.What integrity constraints need validating during logical database design? 
 
Integrity constraints that need validating are domain constraints, entity integrity and referential 

integrity. 

 

For domain constraints you must check that all the values which are assigned to a specific attribute 

must be within the range of allowable values. 

 

Entity integrity is validated by ensuring that each relation has a primary key. This constraint will 

guarantee that no null values are inserted into the primary key. 

 

Validating referential integrity constraints will involve checking the relationships between the 

relations to ensure that the correct foreign keys are in place. 

 
8.When are factors important in selecting a bitmap index? 
 
Bitmap indexes are usually applied to attributes which are sparse in their given domain. For example if 

customers were required to enter personal information on an application form to join the DVD Rental 

Store, everyone may enter their name and address but a large number would not enter their age. So the 

values for age in the database would be sparse. Bitmaps are more compact than B-trees and take up less 

storage space. However combining multiple bitmap indexes can provide significant improvements in 

performance. 

 

Bitmap indexes are usually used when:  

• A column in the table has low cardinality. Although all DBMS will vary, ORACLE considers 

columns where the index has fewer than 100 distinct values.  

• The table is not used a lot for data manipulation activities.  This means that there are hardly 

any updates to the data in the table and few rows are inserted or deleted. Updating bitmapped indexes 

takes a lot of time, so for example, if you update the data in the table regularly another type of index 
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would be less resource intensive. As a guideline bitmapped indexes are most suitable for very large read-

only tables.  

• Specific SQL queries reference a number of low cardinality values in their where clauses.   

 
9.How is entity integrity and referential integrity enforced when creating tables in SQL? 
 
When translating logical relations into tables using SQL you should exactly follow the information 

documented in the data dictionary to ensure that entity integrity and referential integrity are enforced. 

How the tables are constructed is specific to the target DBMS, but the stages involved are similar. For 

each relation you should: 

a. Identify each attribute name and its domain from the data dictionary. Note any attributes 

which will require DEFAULT values to be inserted into the attribute whenever new rows are inserted into 

the database. 

b. Determine any attributes that require a CHECK constraint in order to validate the value of 

the attribute. 

c. Identify the primary and any foreign keys for each table. 

d. Identify those attributes which are not allowed to contain NULL values and those which 

should be UNIQUE. You can exclude the primary key attribute(s) here as the PRIMARY KEY constraint 

automatically imposes the NOT NULL and UNIQUE constraints. 

 

Once you have identified the above, the DBMS specific SQL can be written to create the table. The 

order of table creation is very important. Relations which contain no foreign key dependencies should be 

created first, followed by those with one foreign key, then two etc.  
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Answers to Selected Problems 

 
2. Figure P10.2a The Car Dealership Initial ERD 

 
 
 
 

5. Show two ways in which the ERD in Figure P11.5 could be converted into a relational schema. 

In each case show all primary and foreign keys. 

 

 

OPTION 1 

STUDENT(STU_NUM, STU_FNAME, STU_LNAME, STU_MAJOR, STUDENT_TYPE, 

GRAD_THESIS, UND_HOURS); 
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OPTION 2 

GRADUATE(STU_NUM, STU_FNAME, STU_LNAME, STU_MAJOR GRAD_THESIS); 

UNDERGRAD(STU_NUM, STU_FNAME, STU_LNAME, STU_MAJOR 

GRAD_THESIS,UND_HOURS); 

Note for option 2, if instances of student can exist without being a graduate and an undergraduate then 

a third relation called student will have to be created: 

STUDENT(STU_NUM, STU_FNAME, STU_LNAME, STU_MAJOR) 

 
7.  Produce a relational schema for the ER diagram of the car dealership you created in question 

2. 
 
The relational schema is as follows: 
 
CUSTOMER (CUST_NUM, CUST_LNAME) 

CAR (CAR_REG, CUST_NUM*) 

JOB (JOB_CODE, JOB_DESCRIPTION, JOB_PERIOD, JOB_PAY) 

QUALIFICATION (QUAL_CODE, QUAL_DESCRIPTION) 

EMPLOYEE (EMP_NUM, JOB_CODE*, EMP_LNAME, EMP_DOB, EMP_TYPE) 

EDUCATION (QUAL_CODE*, EMP_NUM*, EDUC_SOURCE, EDUC_DATE_EARNED) 

PART(PART_CODE, PART_DESCRIPTION, PART_PRICE, PART_QOH) 

SERVICE_LOG(SVC_LOG_NUM, CAR_REG*, SVC_LOG_COMPLAINT, SVC_LOG_CHARGE) 

INVOICE (INV_NUM, INV_DATE, CUST_NUM*, SERVICE_NUM*, CAR_REG*, EMP_NUM*) 

SVC_LOG_ACTION (SVC_LOG_NUM, SVC_LOGACT_TYPE, , EMP_NUM*) 

PART_LOG(PARTLOG_NUM, SVC_LOG_NUM*, PART_CODE*, EMP_NUM*, 

PARTLOG_DATE, PARTLOG_UNITS) 

SVC_LOG_LINE (SVC_LOG_NUM*, SVC_LINE_NUM, SVC_LINE_WORK, PART_CODE*, 

EMP_NUM*, SVC_LINE_UNITS) 

 
9.What indexes should you create? Write the required SQL commands. 
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You should create an index in EMP_AREACODE and a composite index on EMP_LNAME, 

EMP_FNAME. In the following solution, we have named the two indexes EMP_NDX1 and EMP_NDX2, 

respectively. The required SQL commands are: 

 

CREATE INDEX EMP_NDX1 ON EMPLOYEE(EMP_AREACODE); 

CREATE INDEX EMP_NDX2 ON EMPLOYEE(EMP_LNAME, EMP_FNAME); 

 

11. Should you create an index on EMP_DOB? Why or why not? 
 

Creating an index in the EMP_DOB column would not help this query, because the query uses the 

YEAR function. However, if the same column is used for other queries, you may want to re-evaluate the 

decision not to create the index. 

 

 
13. Should you create an index? If so, what would the index column(s) be and why would you 

create that index? If not, explain your reasoning. 
 
Yes, you should create an index on LINE_UNITS. This index is likely to help in the execution of the 

inner query that computes the maximum value of LINE_UNITS. 

 

15. Should you create an index, what would the index column(s) be, and why should you create 
that index? 

 
In this case, creating an index on P_QOH or on P_PRICE will not help the query execute faster for 

two reasons: first, the WHERE condition on the outer query uses an expression and second, the aggregate 

function also uses an expression. When using expressions in the operands of a conditional expression, the 

DBMS will not use indexes available on the columns that are used in the expression. 

 

17. First create a new root node for A:  
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Then as n=2 we can add node B in the root.  

 

Then we need to insert insert C, but the root node is full. The rot node must then be spilt into two and  
the middle key of the three, which is B is promoted. But there is no parent node promote to, so B gets its 
own new root node:  

 

Next stage is to insert D. D is greater than B, so  follow the arrow point to C’s node and insert D.  

 

Next to insert is E, It needs to go after D, but the C-D node is full as shown below: 

 

The C-D-E node is split, and D is promoted into the parent node (B) which then gives: 
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Chapter 12, “Transaction Management and Concurrency 
Control” 

Answers to Selected Review Questions 
 
1.  A transaction is a logical unit of work that must be entirely completed or aborted; no intermediate 

states are accepted. In other words, a transaction, which is composed of several database requests, is 

treated by the DBMS as a unit of work in which all transaction steps must be fully completed if the 

transaction is to be accepted by the DBMS. 

 

Acceptance of an incomplete transaction will yield an inconsistent database state. To avoid such a 

state, the DBMS ensures that all of a transaction's database operations are completed before they are 

committed to the database. For example, a credit sale requires a minimum of three database operations: 

1. An invoice is created for the sold product. 

2. The product's inventory quantity on hand is reduced. 

3. The customer accounts payable balance is increased by the amount listed on the invoice. 

If only Parts 1 and 2 are completed, the database will be left in an inconsistent state. Unless all three 

parts (1, 2, and 3) are completed, the entire sales transaction is canceled. 

 

3.  The database is designed to verify the syntactic accuracy of the database commands given by the 

user to be executed by the DBMS. The DBMS will check that the database exists, that the referenced 

attributes exist in the selected tables, that the attribute data types are correct, and so on. Unfortunately, the 

DBMS is not designed to guarantee that the syntactically correct transaction accurately represents the 

real-world event. 
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For example, if the end user sells 10 units of product 100179 (crystal vases), the DBMS cannot detect 

errors such as the operator entering 10 units of product 100197 (crystal glasses). The DBMS will execute 

the transaction, and the database will end up in a technically consistent state but in a real-world 

inconsistent state because the wrong product was updated. 

 

5.  A transaction log is a special DBMS table that contains a description of all database transactions 

executed by the DBMS. The database transaction log plays a crucial role in maintaining database 

concurrency control and integrity. 

 

The information stored in the log is used by the DBMS to recover the database after a transaction is 

aborted or after a system failure. The transaction log is usually stored in a different hard disk or in a 

different media (tape) to prevent the failure caused by a media error. 

 

8.  Concurrency control is the activity of coordinating the simultaneous execution of transactions in a 

multiprocessing or multiuser database management system. The objective of concurrency control is to 

ensure the serializability of transactions in a multiuser database management system. (The DBMS's 

scheduler is in charge of maintaining concurrency control.) 

 

Because it helps to guarantee data integrity and consistency in a database system, concurrency control 

is one of the most critical activities performed by a DBMS. If concurrency control is not maintained, three 
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serious problems may be caused by concurrent transaction execution: lost updates, uncommitted data, and 

inconsistent retrievals. 

Answers to Selected Problems 
 
1.  
a. How many database requests can you identify for an inventory update for both PRODUCT 

and PART? 
 
Depending in how the SQL statements are written, there are two correct answers: 4 or 2. 
 
b. Using SQL, write each database request you identified in problem 1. 
 
The database requests are shown in the following table. 
 

Four SQL statements Two SQL statements 
 
UPDATE PRODUCT  
    SET PROD_QOH = PROD_OQH + 

1 
        WHERE PROD_CODE = ‘ABC’ 
 
UPDATE PART  
    SET PART_QOH = PART_OQH - 

1 
        WHERE PART_CODE = ‘A’ 
 
UPDATE PART  
    SET PART_QOH = PART_OQH - 

1 
        WHERE PART_CODE = ‘B’ 
 
UPDATE PART  
    SET PART_QOH = PART_OQH - 

1 
        WHERE PART_CODE = ‘C’ 

 
UPDATE PRODUCT  
  SET PROD_QOH = PROD_OQH + 

1 
      WHERE PROD_CODE = ‘ABC’ 
 
UPDATE PART  
  SET PART_QOH = PART_OQH - 

1 
      WHERE PART_CODE = ‘A’ OR 
                     PART_CODE = ‘B’ OR 
                     PART_CODE = ‘C’ 
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c. Write the complete transaction(s). 
 
The transactions are shown in the following table. 
 

Four SQL statements Two SQL statements 
 
BEGIN TRANSACTION 
 
UPDATE PRODUCT  
  SET PROD_QOH = PROD_OQH + 

1 
      WHERE PROD_CODE = ‘ABC’ 
 
UPDATE PART  
  SET PART_QOH = PART_OQH - 

1 
      WHERE PART_CODE = ‘A’ 
 
UPDATE PART  
  SET PART_QOH = PART_OQH - 

1 
      WHERE PART_CODE = ‘B’ 
 
UPDATE PART  
  SET PART_QOH = PART_OQH - 

1 
      WHERE PART_CODE = ‘C’ 
 
COMMIT; 

 
BEGIN TRANSACTION 
 
UPDATE PRODUCT  
  SET PROD_QOH = PROD_OQH + 

1 
      WHERE PROD_CODE = ‘ABC’ 
 
UPDATE PART  
  SET PART_QOH = PART_OQH - 

1 
      WHERE PART_CODE = ‘A’ OR 
                     PART_CODE = ‘B’ OR 
                     PART_CODE = ‘C’ 
 
COMMIT; 

 
 
d. Write the transaction log, using Table 10.1 as your template. 
 
We assume that product ‘ABC’ has a PROD_QOH = 23 at the start of the transaction and that the 

transaction is representing the addition of 1 new product. We also assume that PART components “A”, 
“B” and “C” have a PROD_QOH equal to 56, 12, and 45 respectively. 

 
TRL 
ID 

TRX 
NUM 

PREV 
PTR 

NEXT 
PTR 

 
OPERATION 

 
TABLE 

ROW 
ID 

 
ATTRIBUTE 

BEFORE
VALUE 

AFTER 
VALUE 

1 1A3 NULL 2 START **START 
TRANSACTION 

    

2 1A3 1 3 UPDATE PRODUCT ‘ABC’ PROD_QOH 23 24 
3 1A3 2 4 UPDATE PART ‘A’ PART_QOH 56 55 
4 1A3 3 5 UPDATE PART ‘B’ PART_QOH 12 11 
5 1A3 4 6 UPDATE PART ‘C’ PART_QOH 45 44 
6 1A3 5 NULL COMMIT ** END 

TRANSACTION 
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e. Using the transaction log you created in Step d, trace its use in database recovery. 
 

The text’s Table 12.13 is the template for the problem solution. Use the solution to problem 1d as the 

input segment. 

 

3. What DBMS component is responsible for concurrency control?  How is this feature used to 
resolve conflicts? 

 
Severe database integrity and consistency problems can arise when two or more concurrent 

transactions are executed. In order to avoid such problems, the DBMS must exercise concurrency control. 

The DBMS's component in charge of concurrency control is the scheduler. The scheduler is discussed in 

Section 12.2.4. Note particularly the Read/Write conflict scenarios illustrated with the help of Table 12.9, 

Read/Write Conflict Scenarios: Conflicting Database Operations Matrix. 

 

5. Suppose your database system has failed. Describe the database recovery process and the use 
of deferred-write and write-through techniques. 

 
Recovery restores a database from a given state, usually inconsistent, to a previously consistent state. 

Depending on the type and the extent of the failure, the recovery process ranges from a minor short-term 

inconvenience to a major long-term rebuild action. Regardless of the extent of the required recovery 

process, recovery is not possible without backup. 

 

The database recovery process generally follows a predictable scenario: 

1. Determine the type and the extent of the required recovery. 

2. If the entire database needs to be recovered to a consistent state, the recovery uses the most 

recent backup copy of the database in a known consistent state. 

3. The backup copy is then rolled forward to restore all subsequent transactions by using the 

transaction log information. 

4. If the database needs to be recovered, but the committed portion of the database is usable, the 

recovery process uses the transaction log to "undo" all the transactions that were not committed. 
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Recovery procedures generally make use of deferred-write and write-thru techniques. In the case of 

the deferred-write or deferred-update, the transaction operations do not immediately update the database.  

Instead: 

• All changes (previous and new data values) are first written to the transaction log 

• The database is updated only after the transaction reaches its commit point. 

• If the transaction fails before it reaches its commit point, no changes (no roll-back or undo) 

need to be made to the database because the database was never updated. 

 

In contrast, if the write-thru or immediate-update technique is used: 

• The database is immediately updated by transaction operations during the transaction's 

execution, even before the transaction reaches its commit point. 

• The transaction log is also updated, so if a transaction fails, the database uses the log 

information to roll back ("undo") the database to its previous state. 

 

 
 
 

Chapter 13, “Database Performance Tuning and Query 
Optimization” 

Answers to Selected Review Questions  
1. SQL performance tuning describes a process—on the client side—that will generate a SQL 

query to return the correct answer in the least amount of time, using the minimum amount of resources at 

the server end.  

 

3. Most performance-tuning activities focus on minimizing the number of I/O operations because 

the I/O operations are much slower than reading data from the data cache. 
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6. For tables, typical measurements include the number of rows, the number of disk blocks used, 

row length, the number of columns in each row, the number of distinct values in each column, the 

maximum value in each column, the minimum value in each column, and the columns that have indexes. 

 

For indexes, typical measurements include the number and name of columns in the index key, the 

number of key values in the index, the number of distinct key values in the index key, and a histogram of 

key values in an index. 

 

For resources, typical measurements include the logical and physical disk block size, the location and 

size of data files, and the number of extends per data file. 

 

8. The three phases are: 

 

1. Parsing. The DBMS parses the SQL query and chooses the most efficient access/execution plan. 

2. Execution. The DBMS executes the SQL query, using the chosen execution plan. 

3. Fetching. The DBMS fetches the data and sends the result set back to the client. 

 

Parsing involves breaking the query into smaller units and transforming the original SQL query into a 

slightly different version of the original SQL code—but one that is “fully equivalent” and more efficient. 

Fully equivalent means that the optimized query results are always the same as the original query. More 

efficient means that the optimized query will almost always execute faster than the original query. (Note 

that the expression almost always is used because many factors affect the performance of a database. 

Those factors include the network, the client’s computer resources, and even other queries running 

concurrently in the same database.) 

 

After the parsing and execution phases are completed, all rows that match the specified condition(s) 

have been retrieved, sorted, grouped, and/or (if required) aggregated. During the fetching phase, the rows 

of the resulting query result set are returned to the client. During this phase, the DBMS may use temporary 

table space to store temporary data. 
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9. Indexing every column in every table will tax the DBMS too much in terms of index-

maintenance processing, especially if the table has many attributes; has many rows; and/or requires many 

inserts, updates, and/or deletes.  

 

One measure used to determine the need for an index is the data sparsity of the column to be indexed. 

Data sparsity refers to the number of different values a column could possibly have. For example, a 

STU_SEX column in a STUDENT table can have only two possible values, “M” or “F”; therefore, that 

column is said to have low sparsity. In contrast, a STU_DOB column that stores the student date of birth 

can have many different date values; therefore, that column is said to have high sparsity. Knowing the 

sparsity helps you decide whether the use of an index is appropriate. For example, when you perform a 

search in a column with low sparsity, you are likely to read a high percentage of the table rows anyway; 

therefore, index processing may be unnecessary work. 

 

13. First, create independent data files for the system, indexes, and user data table spaces. Put the 

data files on separate disks or RAID volumes. Doing so ensures that index operations will not conflict 

with end-user data or data dictionary table access operations. 

 

Second, put high-usage end-user tables in their own table spaces. When this is done, the database 

minimizes conflicts with other tables and maximizes storage utilization.  

 

Third, evaluate the creation of indexes based on the access patterns. Identify common search criteria 

and isolate the most frequently used columns in search conditions. Create indexes on high-usage columns 

with high sparsity.  

 

Fourth, evaluate the usage of aggregate queries in your database. Identify columns used in aggregate 

functions and determine whether the creation of indexes on those columns will improve response time.  

 

Finally, identify columns used in ORDER BY statements and make sure there are indexes on those 

columns. 
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Answers to Selected Problems 
 

 

1. The solution is shown in Table P13.1. 

 

TABLE P13.1 Comparing Access Plans and I/O Costs 

Plan Step Operation 
I/O 

Operations

I/O  

Cost 

Resulting 

Set Rows 

Total I/O 

Cost 

A A1 

Full table scan 

EMPLOYEE 

Select only  rows  with 

EMP_SEX=’F’ and 

EMP_AREACODE=’0181’ 

8,000 8,000 190 8,000

A A2 SORT Operation 190 190 190 8,190

B B1 
Index Scan Range of 

EMP_NDX1 
370 370 370 370

B B2 
Table Access by RowID 

EMPLOYEE 
370 370 370 740

B B3 
Select only  rows  with 

EMP_SEX=’F’ 
370 370 190 930

B B4 SORT Operation 190 190 190 1,120

 

As you examine Table P13.1, note that in Plan A, the DBMS uses a full table scan of EMPLOYEE. 

The SORT operation is done to order the output by employee last name and first name. In Plan B, the 

DBMS uses an Index Scan Range of the EMP_NDX1 index to get the EMPLOYEE RowIDs. After the 

EMPLOYEE RowIDs have been retrieved, the DBMS uses them to get the EMPLOYEE rows. Next, the 

DBMS selects only those rows with SEX = ‘F.’ Finally, the DBMS sorts the result set by employee last 

name and first name. 
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3. The DBMS will use the rule-based optimization. 

 

 

 

5. Because each product is likely to have a different price, the P_PRICE column is likely to have high 

sparsity. 

 

 

 

7. ANALYZE TABLE LINE COMPUTE STATISTICS; 

 

9. Given the distribution of values in Table P13.9, the query will return 113 of the 10,000 rows, or 

1.13% of the total table rows. 

 
11. The two access plans are shown in Table P13.11. 
 
Table P13.11 Comparing Access Plans and I/O Costs 

Plan Step Operation 
I/O 

Operations
I/O  
Cost 

Resulting 
Set Rows 

Total 
I/O 
Cost 

A A1 

Full table scan 
VENDOR 

Select only  rows  
with 
V_COUNTRY=’UK’ 

10,000 10,000 113 10,000

A A2 SORT Operation 113 113 113 10,113

B B1 Index Scan Range of 
VEND_NDX1 113 113 113 113

B B2 
Table Access by 

RowID 
VENDOR 

113 113 113 226

B B3 SORT Operation 113 113 113 339
 
In Plan A, the DBMS uses a full table scan of VENDOR. The SORT operation is done to order the 

output by vendor name. In Plan B, the DBMS uses an Index Scan Range of the VEND_NDX1 index to get 
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the VENDOR RowIDs. Next, the DBMS uses the RowIDs to get the EMPLOYEE rows. Finally, the 

DBMS sorts the result set by V_NAME. 

 

13. This query uses the V_COUNTRY and V_AREACODE attributes in its conditional criteria. 

Furthermore, the conditional criteria use equality comparisons. Given these conditions, an index on 

V_COUNTRY and another index on V_AREACODE are highly recommended. 

 

15. This query uses one WHERE condition and one ORDER BY clause. The conditional expression 

uses the V_CODE column in an equality comparison. In this case, creating an index on the V_CODE 

attribute is recommended. If V_CODE is declared to be a foreign key, the DBMS may already have 

created such an index automatically. If the DBMS does not generate the index automatically, create one 

manually.  

 

The ORDER BY clause uses the P_CODE column. Create an index on the columns used in an 

ORDER BY is recommended. However, because the P_CODE column is the primary key of the 

PRODUCT table, a unique index already exists for this column and therefore, it is not necessary to create 

another index on this column. 

 
17. SELECT P_CODE, P_DESCRIPT, P_QOH, P_PRICE, V_CODE 

FROM PRODUCT 

WHERE P_REORDER = 50 

 AND P_MIN = 50 

 AND P_QOH < 50 

ORDER BY P_QOH; 

 

This new query rewrites some conditions as follows: 

• Because P_REORDER must be equal to 50, it replaces P_MIN = P_REORDER with P_MIN 

= 50. 

• Because P_MIN must be 50, it replaces P_QOH<P_MIN with P_QOH<50. 
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Having literals in the query conditions make queries more efficient. Note that you still need all three 

conditions in the query conditions. 

 
 
19. This query uses the MAX aggregate function to compute the maximum invoice line value by 

customer. Because this table increases at a rate of 15,000 rows per month, the query would take 

considerable amount of time to run as the number of invoice rows increases. Furthermore, because the 

MAX aggregate function uses an expression (LINE_UNITS*LINE_PRICE) instead of a simple table 

column, the query optimizer is very likely to perform a full table scan in order to compute the maximum 

invoice line value. One way to speed up the query would be to store the derived attribute LINE_TOTAL 

in the LINE_TABLE and create an index on LINE_TOTAL. This way, the query would benefit by using 

the index to execute the query. 

 

21. The query will benefit from having an index on CUS_AREACODE and an index on CUS_CODE. 

Because CUS_CODE is a foreign key on invoice, it’s very likely that an index already exists. In any case, 

the query uses the CUS_AREACODE in an equality comparison and therefore, an index on this column is 

highly recommended. The command to create this index would be: 

 
CREATE INDEX CUS_NDX1 ON CUSTOMER(CUS_AREACODE); 
 
 
 
 
 
 
 
 
 
 
 
 

Chapter 14, “Distributed Database Management Systems” 
Answers to Selected Review Questions 
3. See table below. 
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4. See table below. 
 
DISTRIBUTED DBMS ADVANTAGES AND DISADVANTAGES 

ADVANTAGES DISADVANTAGES 

• Data are located near the “greatest demand” site. The 
data in a distributed database system are dispersed to match 
business requirements. 

• Faster data access. End users often work with only a 
locally stored subset of the company’s data. 

• Faster data processing. A distributed database system 
spreads out the system’s workload by processing data at several 
sites. 

• Growth facilitation. New sites can be added to the 
network without affecting the operations of other sites.  

• Improved communications. Because local sites are 
smaller and located closer to customers, local sites foster better 
communications among departments and between customers and 
company staff. 

• Reduced operating costs. It is more cost-effective to add 
workstations to a network than to update a mainframe system. 
Development work is done more cheaply and more quickly on 
low-cost PCs than on mainframes. 

• User-friendly interface. PCs and workstations are 
usually equipped with an easy-to-use graphical user interface 
(GUI). The GUI simplifies use and training for end users. 

• Less danger of a single-point failure. When one of the 
computers fails, the workload is picked up by other workstations. 
Data are also distributed at multiple sites. 

• Processor independence. The end user is able to access 
any available copy of the data, and an end user’s request is 
processed by any processor at the data location.  

 

• Complexity of management and control. Applications must recognize data 
location, and they must be able to stitch together data from different sites. 
Database administrators must have the ability to coordinate database activities to 
prevent database degradation due to data anomalies. Transaction management, 
concurrency control, security, backup, recovery, query optimization, and access 
path selection must all be addressed and resolved.  

• Security. The probability of security lapses increases when data are 
located at multiple sites. The responsibility of data management will be shared by 
different people at several sites. 

• Lack of standards. There are no standard communication protocols at the 
database level. (Although TCP/IP is the de facto standard at the network level, 
there is no standard at the application level.) For example, different database 
vendors employ different—and often incompatible—techniques to manage the 
distribution of data and processing in a DDBMS environment. 

• Increased storage requirements. Multiple copies of data are required at 
different sites, thus requiring additional disk storage space.  

• Increased training cost. Training costs are generally higher in a 
distributed model than they are in a centralized model, sometimes even to the 
extent of offsetting operational and hardware savings. 

 

 
 
5. In distributed processing, a database’s logical processing is shared among two or more physically 

independent sites that are connected through a network. For example, the data input/output (I/O), data 
selection, and data validation might be performed on one computer, and a report based on that data might 
be created on another computer. 

 
A distributed database, on the other hand, stores a logically related database over two or more 

physically independent sites. The sites are connected via a computer network. In contrast, the distributed 
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processing system uses only a single-site database but shares the processing chores among several sites. In 
a distributed database system, a database is composed of several parts known as database fragments. The 
database fragments are located at different sites and can be replicated among various sites.  

 
Distributed processing does not necessarily require a distributed database, but a distributed database 

requires distributed processing. 
 
10. A database transaction is formed by one or more database requests. Each database request is the 

equivalent of a single SQL statement. The basic difference between a local transaction and a distributed 
transaction is that a distributed transaction can update or request data from several remote sites on a 
network. In a DDBMS, a database request and a database transaction can be of two types: remote or 
distributed. 

 
A remote request accesses data located at a single remote database processor (or DP) site. In other 

words, a SQL statement (or request) can reference data at only one remote DP site. Figure 14.10 illustrates 
a remote request. 

 
A remote transaction, composed of several requests, accesses data at only a single remote DP site. 

Figure 14.11 illustrates a remote transaction. 
 
In Figure 14.11, both tables are located at a remote DP (site B) and that the complete transaction can 

reference only one remote DP. Each SQL statement (or request) can reference only one (the same) remote 
DP at a time, the entire transaction can reference only one remote DP, and it is executed at only one 
remote DP. 

 
A distributed transaction allows a transaction to reference several different local or remote DP sites. 

Although each single request can reference only one local or remote DP site, the complete transaction can 
reference multiple DP sites because each request can reference a different site. Figure 14.12 illustrates a 
distributed transaction. 

 
A distributed request allows data to be referenced from several different DP sites. Since each request 

can access data from more than one DP site, a transaction can access several DP sites. The ability to 
execute a distributed request requires fully distributed database processing in order to: 

1. Partition a database table into several fragments. 
2. Reference one or more of those fragments with only one request. In other words, 

fragmentation transparency must exist. 
 

The location and partition of the data should be transparent to the end user. Figure 14.13 illustrates a 
distributed request. 

 
In Figure 14.13, the transaction uses a single SELECT statement to reference two tables, CUSTOMER 

and INVOICE. The two tables are located at two different remote DP sites, B and C. 
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The distributed request feature also allows a single request to reference a physically partitioned table. 
For example, suppose that a CUSTOMER table is divided into two fragments, C1 and C2, located at sites 
B and C, respectively. The end user wants to obtain a list of all customers whose balance exceeds €250.  
Figure 14.14 illustrates this distributed request. 

 
Note that full fragmentation support is provided only by a DDBMS that supports distributed requests. 

 
12. The objective of query optimization functions is to minimize the total costs associated with the 

execution of a database request. The costs associated with a request are a function of the: 
• Access time (I/O) cost involved in accessing the physical data stored on disk. 
• Communication cost associated with the transmission of data among nodes in distributed 

database systems. 
• CPU time cost. 
 
It is difficult to separate communication and processing costs. Query-optimization algorithms use 

different parameters, and the algorithms assign different weight to each parameter. For example, some 
algorithms minimize total time; others minimize the communication time; and still others do not factor in 
the CPU time, considering it insignificant relative to the other costs. Query optimization must provide 
distribution and replica transparency in distributed database systems. 

 

Answers to Selected Problems 
1.  The key to each answer is in the number of different data processors that are accessed by each 

request/transaction. Students should first identify how many different DP sites are to be accessed by the 
transaction/request. Students should recall that a distributed request is necessary only if a single SQL 
statement is to access more than one DP site. 

 
Use the following summary: 
 

 
 

 
Number of DPs 

 
Operation 

 
1 

 
> 1 

 
Request 

 
Remote 

 
Distributed 

 
Transaction 

 
Remote 

 
Distributed 

 
Based on that summary, the questions are answered easily. 
 
a. Remote request 
b. Remote request 
 
3.  
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Given the scenario and the requirements in Problem 2, answer the following questions: 
 
a. What recommendations will you make regarding the type and characteristics of the required 

database system? 

 

The Magazine Publishing Company requires a distributed system with distributed database 

capabilities. The distributed system will be distributed among the company locations in France (FR), Italy 

(IT), The Netherlands (NL), and United Kingdom (UK). 

 

The DDBMS must be able to support distributed transparency features, such as fragmentation 

transparency, replica transparency, transaction transparency, and performance transparency.  

Heterogeneous capability is not a mandatory feature since we assume there is no existing DBMS in place 

and that the company wants to standardize on a single DBMS. 

 

b. What type of data fragmentation is needed for each table? 

 

The database must be horizontally partitioned, using the CUST_REGION attribute for the 

CUSTOMER table and the REGION attribute for the INVOICE table. 

 

c. What must be the criteria used to partition each database?  

 

The following fragmentation segments reflect the criteria used to partition each database: 

 

 

 

 

 

Horizontal Fragmentation of the CUSTOMER Table by Region 
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Fragment 

Name 

 

Location 

 

Condition 

 

Node 

name 

 

C1 

 

France 

 

CUS_REGION = 'FR' 

 

NAS 

 

C2 

 

Italy 

 

CUS_REGION = 'IT' 

 

ATL 

 

C3 

 

The 

Netherlands 

 

CUS_REGION = 

NL' 

 

TAM 

 

C4 

 

United 

Kingdom 

 

CUS_REGION = 

UK' 

 

CHA 

 

Horizontal Fragmentation of the INVOICE Table by Region 

 

 

Fragment 

Name 

 

Location 

 

Condition 

 

Node 

name 

 

I1 

 

France 

 

REGION_CODE = 'FR' 

 

NAS 

 

I2 

 

Italy 

 

REGION_CODE = 'IT' 

 

ATL 

 

I3 

 

The 

Netherlands 

 

REGION_CODE = 'NL' 

 

TAM 

 
 

United 
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I4 Kingdom REGION_CODE = 'UK' CHA 

d. Design the database fragments. Show an example with node names, location, fragment names, 

attribute names, and demonstration data. 

 

Note the following fragments: 

 

Fragment C1   Location: United Kingom   Node: CHA 

 
 CUS_NUM 

 

CUS_NAME 

 

CUS_ADDRESS 

 

CUS_CITY 

 

 CUS_REGION 

 

CUS_SUB_DATE 

 

10884 

 

James D.Burger 

 

123 Court Avenue 

London  

UK 

 

8-DEC-07 

 

10993 

 

Lisa B. Barnette 

 

910 Eagle Street 

 

Manchester 

 

UK 

 

12-MAR-08 

 

Fragment C2   Location: France    Node: NAS 

 

CUS_NU

M 

 

CUS_NAME 

 

CUS_ADDRESS 

 

 CUS_CITY 

 

CUS_REGION 

 

CUS_SUB_DATE 

 

11887 

 

Ginny E. Stratton 

 

335 Main Street 

Paris  

FR 

 

11-AUG-07 

 

13558 

 

Anna H. Ariona 

 

657 Mason Ave. 

 

Paris 

 

FR 

 

23-JUN-08 

 

Fragment C3   Location: The Netherlands   Node: TAM  

 
 CUS_NUM 

 

CUS_NAME 

 

 CUS_ADDRESS 

 

 CUS_CITY 

 

 CUS_REGION 

 

CUS_SUB_DATE 

 

10014 

 

John T. Chi 

 

456 Brent 

Avenue 

 

Rotterdam 

 

NL 

 

18-NOV-07 
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15998 Lisa B. Barnette 234 Ramala 

Street 

Amsterda

m 

NL 23-MAR-08 

 

Fragment C4   Location: Italy   Node: ATL 

 
 CUS_NUM 

 

CUS_NAME 

 

 CUS_ADDRESS 

 

 CUS_CITY 

 

 CUS_REGION 

 

CUS_SUB_DATE 

 

21562 

 

Thomas F. 

Matto 

 

45 N. Pratt 

Circle 

 

Rome 

 

IT 

 

2-DEC-07 

 

18776 

 

Mary B. Smith 

 

526 Boone Pike 

 

Milan 

 

IT 

 

28-OCT-08 

 

Fragment I1  Location: United Kingdom  Node: CHA 

 
INV_NUM 

 

REGION_CODE 

 

CUS_NUM 

 

INV_DATE 

 

INV_TOTAL 

 

213342 

 

UK 

 

10884 

 

1-NOV-07 

 

45.95 

 

209987 

 

UK 

 

10993 

 

15-FEB-08 

 

45.95 

 

Fragment I2  Location: France   Node: NAS 

 
INV_NU

 

 

REGION_COD

 

CUS_NU

 

 

INV_DATE 

 

INV_TOTAL 

 

198893 

 

FR 

 

11887 

 

15-AUG-07 

 

70.45 

 

224345 

 

FR 

 

13558 

 

1-JUN-08 

 

45.95 

 

Fragment I3  Location: The Netherlands  Node: TAM 
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INV_NUM 

 

REGION_CODE 

 

CUS_NUM 

 

INV_DATE 

 

INV_TOTAL 

 

200915 

 

NL 

 

10014 

 

1-NOV-07 

 

45.95 

 

231148 

 

NL 

 

15998 

 

1-MAR-08 

 

24.95 

 

Fragment I4  Location: Italy  Node: ATL 
 

 
INV_NU

 

REGION_CODE 

 

CUS_NUM 

 

INV_DATE 

 

INV_TOTAL 

 

243312 

 

IT 

 

21562 

 

15-NOV-07 

 

45.95 

 

231156 

 

IT 

 

18776 

 

1-OCT-08 

 

45.95 

 

e. What type of distributed database operations must be supported at each remote site? 
 

To answer this question, you must first draw a map of the locations, the fragments at each location, 

and the type of transaction or request support required to access the data in the distributed database. 

 

 

 

 

 

 

No

de 

 

 

 

 

 

 

 

Fragment 

 

NA

S 

 

AT

L 

 

TA

M 

 

CH

A 

 

Headquarters 

 

CUSTOMER 

 

C1 

 

C2 

 

C3 

 

C4 
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INVOICE 

 

I1 

 

I2 

 

I3 

 

I4 

 

 

 

Distributed Operations 

Required 

 

non

e 

 

non

e 

 

non

e 

 

non

e 

 

distributed 

request 

 

Given the problem's specifications, you conclude that no interstate access of CUSTOMER or 

INVOICE data is required. Therefore, no distributed database access is required in the four nodes. For the 

headquarters, the manager wants to be able to access the data in all four nodes through a single SQL 

request. Therefore, the DDBMS must support distributed requests. 

 

f. What type of distributed database operations must be supported at the headquarters site? 

 

See the answer for part e. 

 

Chapter 15, “The Data Warehouse” 
Answers to Selected Review Questions 
 
1.  Decision support systems (DSS) are based on computerized tools that are used to enhance 

managerial decision making. Because complex data and the proper analysis of that data are crucial to 
strategic and tactical decision making, the DSS are essential to the well-being and survival of businesses 
that must compete in a global marketplace.  

 
3.  The most relevant differences between operational and decision support data are:  
• Time span. 
• Granularity. 
• Dimensionality. 
 
A complete list of differences is provided in Section 15.2.1. The differences are summarized in Table 

15.2. 
 
6.  There are four primary ways to evaluate a DBMS that is tailored to provide fast answers to 

complex queries. 
• The database schema supported by the DBMS. 
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• The availability and sophistication of data extraction and loading tools. 
• The end-user analytical interface. 
• The database size requirements. 
 
Establish the requirements based on the size of the database, the data sources, the necessary data 

transformations, and the end-user query requirements. Determine what type of database is needed, that is, 
a multidimensional or a relational database using the star schema. Other valid evaluation criteria include 
the cost of acquisition and available upgrades (if any), training, technical and development support, 
performance, ease of use, and maintenance. 

 
9.  OLAP systems are based on client/server technology. They consist of these main modules:  
• OLAP Graphical User Interface (GUI). 
• OLAP Analytical Processing Logic. 
• OLAP Data Processing Logic.  
 
The location of each module is a function of different client/server architectures. How and where the 

modules are placed depends on hardware, software, and professional judgment. Any placement decision 
has its advantages and disadvantages. However, the following constraints must be met: 

• The OLAP GUI is always placed in the end user's computer. The reason it is placed at the client 
side is simple: the client side is the main point of contact between the end user and the system. 
Specifically, it provides the interface through which the end user queries the data warehouse's contents. 

• The OLAP Analytical Processing Logic (APL) module can be place in the client (for speed) or in 
the server (for better administration and better throughput). The APL performs the complex 
transformations required for business data analysis, such as multiple dimensions, aggregation, and period 
comparison. 

• The OLAP Data Processing Logic (DPL) maps the data analysis requests to the proper data 
objects in the data warehouse; therefore, it is usually placed at the server level. 

 
12. The star schema is a data modeling technique that is used to map multidimensional decision 

support data into a relational database. The reason for the star schema's development is that existing 
relational modeling techniques, ER and normalization, did not yield a database structure that served the 
advanced data analysis requirements well. Star schemas yield an easily implemented model for 
multidimensional data analysis while still preserving the relational structures on which the operational 
database is built.  

 
The basic star schema has four components: facts, dimensions, attributes, and attribute hierarchies. 

The star schemas represent aggregated data for specific business activities. For example, the aggregation 
may involve total sales by selected time periods, by products, and by stores. Aggregated totals can be total 
product units and total sales values by products. 

 
15. Relational On-Line Analytical Processing (ROLAP) provides OLAP functionality for relational 

databases. ROLAP's popularity is based on the fact that it uses familiar relational query tools to store and 
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analyze multidimensional data. Because ROLAP is based on familiar relational technologies, it represents 
a natural extension to organizations that already use relational database management systems. 

 
19. The following four techniques are commonly used to optimize data warehouse design: 
• Normalization of dimensional tables achieves semantic simplicity and facilitates end-user 

navigation through the dimensions. For example, if the location dimension table contains transitive 
dependencies between region, state, and city, those relationships can be revised to the third normal form 
(3NF). When the dimension tables are normalized, the data filtering operations related to the dimensions 
are simplified. 

• The speed of query operations can be increased by creating and maintaining multiple fact tables 
related to each level of aggregation. For example, region, state, and city may be used in the location 
dimension.  Those aggregate tables are precomputed at the data loading phase rather than at run time. The 
purpose of this technique is to save processor cycles at run time, thereby speeding up data analysis. An 
end-user query tool optimized for decision analysis will then access the summarized fact tables properly 
instead of computing the values by accessing a "lower level of detail" fact table. 

• Denormalizing fact tables improves data access performance and saves data storage space. 
Saving storage space is becoming less of a factor: Data storage costs are on a steeply declining path, 
decreasing almost daily. DBMS limitations that restrict database and table size limits, record size limits, 
and the maximum number of records in a single table are far more critical than raw storage space costs. 

 
Denormalization improves performance by storing in one single record what normally would take 

many records in different tables. For example, to compute the total sales for all products in all regions, you 
may have to access the region sales aggregates and summarize all of the records in that table. If there are 
300,000 product sales records, you wind up summarizing at least 300,000 rows. Although such summaries 
may not be a very taxing operation for a DBMS initially, a comparison of 10 or 20 years' worth of sales is 
likely to start bogging down the system. In those cases, it will be useful to have special aggregate tables, 
which are denormalized. For example a YEAR_TOTAL table may contain the following fields: 

 
YEAR_ID, MONTH_1, MONTH_2 ... MONTH12, YEAR_TOTAL 
 
That denormalized YEAR_TOTAL table structure works well to become the basis for year-to-year 

comparisons at the month level, the quarter level, or the year level. But keep in mind that design criteria 
such as frequency of use and performance requirements are evaluated against the possible overload placed 
on the DBMS to manage the denormalized relations. 

• Table partitioning and replication are particularly important when a DSS is implemented in 
widely dispersed geographic areas. Partitioning splits a table into subsets of rows or columns. Those 
subsets can then be placed in or near the client computer to improve data access times. Replication makes 
a copy of a table and places it in a different location for the same reasons. 

 

Answers to Selected Problems 
 
1.  Before Problem 1 can be answered, you must create the time and semester dimensions. Looking 

at the data in the USELOG table, you should be able to figure out that the data belong to the Winter 2007 
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and Spring 2008 semesters. So the semester dimension must contain entries for at least those two 
semesters. The time dimension can be defined in several different ways. Regardless of what time 
dimension representation is selected, it is clear that the date and time entries in the USELOG must be 
transformed to meet the TIME and SEMESTER codes. For data analysis purposes, use the TIME and 
SEMESTER dimension table configurations shown in Tables P15.1A and P15.1B. 

 
Table P15.1A The TIME Dimension Table Structure 

TIME_I
D 

TIME_DESCRIPTIO
N 

BEGIN_TIM
E 

END_TIM
E 

1 Morning 6:01AM 12:00PM 
2 Afternoon 12:01PM 6:00PM 
3 Night 6:01PM 6:00AM 

 
Table P15.1B The SEMESTER Dimension Table Structure 

SEMESTER_I
D 

SEMESTER_DESCRIPTIO
N 

BEGIN_DAT
E 

END_DAT
E 

FA00 Winter 2007 15-Aug-2007 18-Dec-
2007 

SP01 Spring 2008 08-Jan-2008 15-May-
2004 

 
The USELOG table contains only the date and time of the access, not  the semester or time IDs. You 

must create the TIME and SEMESTER dimension tables and assign the proper TIME_ID and 
SEMESTER_ID keys to match the USELOG's time and date. You should also create the MAJOR 
dimension table, using the data already stored in the STUDENT table. Using Microsoft Access, the Make 
New Table query type was used to produce the MAJOR table. The Make New Table query lets you create 
a new table, MAJOR, using query output. In this case, the query must select all unique major codes and 
descriptions. The same technique can be used to create the student classification dimension table. 

 
To produce the solution, use the queries listed in Table P15.1C. 
 
Table P15.1C The Queries in the PW-P1sol.MDB Database 

Query Name Query Description 
Update DATE format in USELOG The DATE field in USELOG was originally 

provided as a character field. This query converted the 
date text to a date field that can be used for date 
comparisons. 

Update STUDENT_ID format in STUDENT This query changes the STUDENT_ID format to 
make it compatible with the format used in USELOG. 

Update STUDENT_ID format in USELOG This query changes the STUDENT_ID format to 
make it compatible with the format used in STUDENT.  

Append TEST records from USELOG and  
STUDENT 

This query creates a temporary storage table 
(TEST) used to make some data transformations 
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previous the creation of the fact table. The TEST table 
contains the fields that will be used in the USEFACT 
table, in addition to other fields used for data 
transformation purposes. 

Update TIME_ID and SEMESTER_ID in TEST Before the USEFACT table is created, the dates and 
time must be transformed to match the SEMESTER_ID 
and TIME_ID keys used in the SEMESTER and TIME 
dimension tables. This query does that. 

Count STUDENTS sort by Fact Keys: SEM, 
MAJOR, CLASS, TIME 

This query does data aggregation over the data in 
TEST table. This query table will be used to create the 
new USEFACT table. 

Populate USEFACT This query uses the results of the previous query to 
populate the USEFACT table. 

Compares usage by Semesters by Times This query is used to generate Report1. 
Shows .usage by Time, Major, and Classification This query is used to generate Report2. 
Shows usage by Major and Semester This query is used to generate Report3. 

 
After completing the preliminary work, you can produce the problem solutions. 
 
1. a. The main facts are the total number of students by time, the major, the semester, and the 

student classification. 
 
 b. The possible dimensions are semester, major, classification, and time. Each of those dimensions 

provides an additional perspective to the “total number of students” fact table. 
 
 c. Figure P15.1c shows the MS Access relational diagram that illustrates the star schema, the 

relationships, the table names, and the attribute names used in the solution.  
 
Figure P15.1c The Microsoft Access relational diagram 
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 d. Given the information contained in Figure P15.1C, the dimension attributes are easily defined as 
follows:  

 
Semester dimension: semester_id, semester_description, begin_date, and end_date 
 
Major dimension: major_code and major_name 
 
Class dimension: class_id and class_description 
 
Time dimension: time_id, time_description, begin_time, and end_time 
 
 
3.  

 

a.  

 

Figure P15-3A's MS-Access relational diagram reflects the star schema and its relationships. Note that 

the students are given only the ORDERS table. The student must study the data set and make the queries 

necessary to create the dimension tables (TIME, DEPT, VENDOR and PRODUCT) and the ORDFACT 

fact table. 

 

Figure P15.3A The Marketing Research Company Relational Diagram 

 
 

b. Identify the appropriate dimension attributes. 
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The dimensions are: TIME, DEPT, VENDOR, and PRODUCT. (See Figure P15.3A.) 
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c. Identify the attribute hierarchies required to support the model. 

 

The main hierarchy used for data drilling purposes is represented by TIME-DEPT-VENDOR-

PRODUCT sequence. (See Figure P15.3A.) Within this hierarchy, the user can analyze data at different 

aggregation levels.  

 

Additional hierarchies can be constructed in the TIME dimension to account for quarters or, if 

necessary, by daily aggregates. The VENDOR dimension could also be expanded to include geographic 

information that could be used for drill-down purposes. 

 

 
5.The SQL code follows: 
 
SELECT   CUS_CODE, P_CODE, SUM(SALE_UNITS*SALE_PRICE) AS TOTSALES 
FROM     DWDAYSALESFACT NATURAL JOIN DWCUSTOMER 
GROUP BY ROLLUP (CUS_CODE, P_CODE) 
ORDER BY CUS_CODE, P_CODE; 
 
7. The SQL code follows: 
 
SELECT REG_ID, CUS_CODE, SUM(SALE_UNITS*SALE_PRICE) AS TOTSALES 
FROM DWDAYSALESFACT NATURAL JOIN DWCUSTOMER  
 NATURAL JOIN DWREGION 
GROUP BY ROLLUP (REG_ID, CUS_CODE) 
ORDER BY REG_ID, CUS_CODE; 
 
9.  
SELECT TM_MONTH, COUNT(*) AS NUMPROD, SUM(SALE_UNITS*SALE_PRICE) 
 AS TOTSALES 
FROM DWDAYSALESFACT NATURAL JOIN DWTIME 
GROUP BY ROLLUP (TM_MONTH) 
ORDER BY TM_MONTH 
 

11. The SQL code follows: 
 
SELECT TM_MONTH, P_CATEGORY, P_CODE, COUNT(*) AS NUMPROD, 

SUM(SALE_UNITS*SALE_PRICE) AS TOTSALES 
FROM     DWDAYSALESFACT NATURAL JOIN DWTIME NATURAL JOIN DWPRODUCT 
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GROUP BY ROLLUP (TM_MONTH, P_CATEGORY, P_CODE) 
ORDER BY TM_MONTH, P_CATEGORY, P_CODE; 
 

Chapter 15, “Database Connectivity and Web Development” 
Answers to Selected Review Questions 
1.Database connectivity refers to the mechanisms through which application programs connect and 

communicate with data repositories. The database connectivity software is also known as database 

middleware because it represents a piece of software that interfaces between the application program and 

the database. The data repository is also known as the data source because it represents the data 

management application (that is, an Oracle RDBMS, a SQL Server DBMS, or an IBM DBMS) that will 

be used to store the data generated by the application program. Ideally, a data source or data repository 

could be located anywhere and hold any type of data. For example, the data source could be a relational 

database, a hierarchical database, a spreadsheet, or a text data file. The following interfaces are used to 

achieve database connectivity: native SQL connectivity (vendor provided), Microsoft’s Open Database 

Connectivity (ODBC), Data Access Objects (DAO) and Remote Data Objects (RDO), Microsoft’s Object 

Linking and Embedding - Databases (OLE-DB) and Microsoft’s ActiveX Data Objects (ADO.NET) 

 

3.DAO uses the MS Jet data engine to access file-based relational databases such as MS Access, MS 

FoxPro, and Dbase. In contrast, RDO allows access to relational database servers such as SQL Server, 

DB2, and Oracle. RDO uses DAO and ODBC to access remote database server data. 

 

6.Although ODBC, DAO, and RDO were widely used, they did not provide support for nonrelational 

data. To answer the need for nonrelational data access and to simplify data connectivity, Microsoft 

developed Object Linking and Embedding for Database (OLE-DB). Based on Microsoft’s Component 
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Object Model (COM), OLE-DB, a database middleware, was developed to add object-oriented 

functionality for access to relational and nonrelational data. OLE-DB was the first part of Microsoft’s 

strategy to provide a unified object-oriented framework for the development of next-generation 

applications. 

 

9.ADO.NET is the data access component of Microsoft’s .NET application development framework. 

Microsoft’s .NET framework is a component-based platform used to develop distributed, heterogeneous, 

interoperable applications aimed at manipulating any type of data over any network under any operating 

system and programming language. ADO.Net introduced two new features critical for the development of 

distributed applications: DataSets and XML support. 

• A DataSet is a disconnected memory-resident representation of the database. 

• ADO.NET stores all of its internal data in XML format. 

 

 

14. A script is a series of instructions executed in interpreter mode. The script is a plain text file that 

is not compiled like COBOL, C++, or Java. Scripts are normally used in Web application development 

environments.  

Answers to Selected Problems 
 
1. To perform this task, complete the following steps: 

• From Excel, select Data, Import External Data, and New Database Query options to 

retrieve data from an ODBC data source. 

•  Select the MS Access Database* option and click OK. 
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• Select the Database file location and click OK. 

• Select the table and columns to use in the query (select all columns) and click Next. 

• On the Query Wizard—Filter Data click Next. 

• On the Query Wizard—Sort Order click Next. 

•  Select Return Data to Microsoft Office Excel. 

• Position the cursor where you want the data to be placed on your spreadsheet and click OK. 

 

The solution is shown in Figure P16.1. 
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Figure P16.1 Solution to Problem 1 – Retrieve all AGENTs 

 
 

3. To perform this task, complete the following steps: 
• From Excel, select Data, Import External Data and New Database Query options to 

retrieve data from an ODBC data source. 
•  Select the MS Access Database* option and click OK. 
• Select the Database file location and click OK. 
• Select the table and columns to use in the query (select all columns) and click Next. 
• On the Query Wizard – Filter Data, select the AGENT_CODE column, select “equals” 

from the left drop down box, then select “503” from the right drop down box, and then click Next. 
• On the Query Wizard – Sort Order click Next. 
• Select Return Data to Microsoft Office Excel. 
• Position the cursor where you want the data to be placed on your spreadsheet and click OK. 
 
The results are shown in Figure P15.3. 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
130

Figure P14.5 Solution to Problem 3 –  
Retrieve all CUSTOMERs with AGENT_CODE=503 

 
 
 

5.  

2.Use MS Excel to list all of the invoice lines for Invoice 1003, using the Ch02_SaleCo System 
DSN. 

 
To perform this task, complete the following steps: 
• From Excel, select Data, Import External Data and New Database Query options to 

retrieve data from an ODBC data source. 
•  Select the Ch02_SaleCo data source and click OK. 
• Select the LINE table, then select all columns, and click Next. 
• On the Query Wizard – Filter Data, select the INV_NUMBER column, select “equals” 

from the left drop down box, then select “1003” from the right drop down box, and then click Next. 
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• On the Query Wizard – Sort Order click Next. 
• Select Return Data to Microsoft Office Excel. 
• Position the cursor where you want the data to be placed on your spreadsheet and click OK. 
 
The results are shown in Figure P16.5. 
 
Figure P16.5 Solution to Problem 5 –  
Retrieve all invoice LINEs with INV_NUMBER=1003 

 
 
 

7. 

 

3.Use MS Excel to list all classes taught in room KLR200, using the Ch02_TinyUniversity 
System DSN. 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
132

 
To perform this task, complete the following steps: 
• From Excel, select Data, Import External Data and New Database Query options to 

retrieve data from an ODBC data source. 
•  Select the Ch02_TinyUniversity data source and click OK. 
• Select the CLASS table, select all columns and click Next. 
• On the Query Wizard – Filter Data, select the CLASS_ROOM column, select “equals” 

from the left drop down box, then select “KLR200” from the right drop down box, and then click 
Next. 

• On the Query Wizard – Sort Order click Next. 
• Select Return Data to Microsoft Office Excel. 
• Position the cursor where you want the data to be placed on your spreadsheet and click OK. 
 
The results of these actions are shown in Figure P16.7. 
 
Figure P16.7 Solution to Problem 7 –  
Retrieve all classes taught in room KLR200 
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9. 

4.Create a sample XML document and DTD for the exchange of product and pricing data. 
 
The solutions are shown in Figures P15.9a and P15.9b. 
 
Figure P15.9a Product DTD Solution 

 
 



Answers to selected Questions and Problems 
 

Database Systems: Design, Implementation and Management (International Edition) by Rob, Coronel & Crockett 
Companion CD-Rom 

 

 

 
134

Figure P15.9a Product XML Solution 
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11. The solution to Problem 11 will follow the same format as the previous solutions. However, 
because Problem 11 requires the students to do some research regarding the information that goes in the 
transcript data, we have not included a specific solution here. Encourage the student to use his/her 
creativity and analytical skills to research and create a simple XML file containing the data that is 
customary on your university. 
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